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}  GPGPU Background 
◦  General-purpose computing on graphics processing units (GPGPU) 
◦  A GPU is used to perform computations in applications traditionally handled by CPU 
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The GPU devotes more transistors to data processing  

   (Images from the NVIDIA CUDA C Programming Guide) 



}  CUDA memory hierarchy 
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   (Images from the NVIDIA CUDA C Programming Guide) 



}  CUDA Background 
◦  GPGPU in the past years 

became in major player in the 
HPC community 

 
◦  Higher bandwidth than 

traditional processor’s memory 

◦  Using GPUs for general purpose 
computations (GPGPU) became 
easier with specific APIs and 
language extension 

 
◦  GPUs support thousands of 

threads running at the same time 
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   (Images from the NVIDIA CUDA C Programming Guide) 



}  Previous works 
◦  The implementation of FFT has achieved great efficiency on GPGPU. 
◦  Prior FFT works on GPU use only GPU to compute but employ CPU as a mere 

memory-transfer controller 
�  Efforts focused on FFT problems whose sizes can fit into GPU memory, such as 

CUFFT by Nvidia, Nukada's work, Govindaraju's and Gu's on 2D/3D FFT. 
�  Gu’s GPU-based FFT library to solve FFT problems larger than device memory. 

Co-optimization for communication and computation.  
�  For even larger FFT problems, Chen presented a GPU cluster based FFT 

implementation. 
◦  The computing power of CPU is wasted. 

 
}  Hybrid FFTs 
◦  A hybrid FFT library is proposed to engage both CPU and GPU in the solving of 

FFT. 
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}  Challenges 
◦  Computational workloads between CPU and GPU are connected by a slow 

communication channel. Locality issues when work is distributed into 
heterogeneous devices. 
◦  Balancing of workloads between two types of computing devices. Parameters 

tuning, e.g. stride of memory accesses or the coalescing of memory requests. 
◦  Computations and communications can be efficiently overlapped ? 
◦  For the design of a hybrid FFT decomposition, how to avoid unnecessary 

complexity and redundancy introduced during splitting the workloads. 
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}  Hybrid out-of-card 2D FFT Library on Heterogeneous 
CPU/GPU system 
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}  Hybrid out-of-card 2D FFT Library on Heterogeneous 
CPU/GPU system 
◦  Due to the limited space of GPU memory, we divide large 2D problem into 

several passes such that the sub-problems of each pass can fit into GPU memory 
and be executed with the CPU portions concurrently. 
◦  In each pass of the two rounds, computation load is distributed to GPU and CPU 

along X dimension. Work ratio of GPU to CPU for every pass is Rx = Xgpu/Xcpu 
in 1st-round and Ry = Ygpu/Ycpu in 2nd-round. 
◦  For the simplicity of description, we only use the 1st-round computation as the 

example for illustration since the second round of 2D FFT recursively performs 
the same process as the 1st-round.  
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}  For each pass of 1st-round 2D FFT fitting into GPU memory 
 

◦  Data parallelism presents along X dimension. 
◦  However, performance is restricted if size of computational dimension Y is large. 
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Whether we can further decompose 
Y dimensional 1D FFT and exploit 
more parallelism that can make full 
use of parallel computing resources? 



}  Radix-2 decimation-in-time (DIT) FFT 
◦  Recursively split an input sequence into even- and odd-numbered subsections. 
◦  Each split section can be implemented in parallel with other sections at a time, 

while operational complexity is reduced as well. 
◦  Total three parallel computing phases. 
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}  Radix-2 decimation-in-time (DIT) FFT 
◦  An input serial x(n) of size N (n=0,1,…,N-1) is power of 2, it can be divided 

into four subsequences among which two are even-numbered, and two are odd-
numbered. 

 
 
◦  Phase 1: N/4-points DFT for the split four subsections Fij(k), k=0,1,…,N/4-1. 
◦  Phase 2: Combination operation of Fij(k). 

◦  Phase 3: Combination operation of G1 and G2 to obtain N-point T(k), k=0,1,…
N/2-1 

    T(k) =  
           T(k+N/2) =  
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}  Radix-2 decimation-in-time (DIT) FFT 
◦  The total process of radix-2 can be represented as follow, where 

we finally obtain N-point DFT T(k), k=0,1,…,N-1. 
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}  The general Cooley-Tukey decomposition algorithm 
◦  Since the size of FFT for radix2-split subsection is still large, Cooley-Tukey 

decomposition approach is applied to divide one dimensional computation into 
twos to further reduce FFT size. 
◦  Operational complexity is further reduced. 
◦  For explanation, total 2D size is N=Y*X and Y=L*M. 
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}  Hybrid out-of-card 2D FFT Library on Heterogeneous 
CPU/GPU system 
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}  Hybrid 2D FFT Library  
◦  For each pass fitting into GPU memory 
�  We consider 1st-round 2D FFT for simplicity, we start to perform three 

phases radix2-split. We firstly to compute N/4-points DFT Fij(k) for each sub-
section. 
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}  For each pass fitting into GPU memory 
�  For the 1st-phase of radix-2, we further apply Cooley-Tukey decomposition, 

where Y/4=Yr*Ym: 

 
�  Then we continue to process two level of combination operations for the 2nd- 

and 3rd-phase of radix-2 approach. 
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}  Hybrid 2D FFT Library  
◦  For each pass fitting into GPU memory 
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}  Hybrid out-of-card 3D FFT Library 
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}  Data Transfer Scheme Through PCI Bus 
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}  Data Transfer Scheme Through PCI Bus 
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}  Data Transfer Scheme Through PCI Bus 
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}  Data Transfer Scheme Through PCI Bus 

24 



25 



26 

Parameters Description 

T_bi Time for copying each data block i (i.e. stream i) into CPU buffer 

Tlap_in Time for non-blocking PCI copies for all data streams overlapping 
with all concurrent kernels execution of 1st-phase of radix-2 

Tg_comb Time for concurrent kernels execution of 2nd-phase of radix-2 

Tlap_out Time for all concurrent kernels execution of 3rd-phase of radix-2 
overlapping with non-blocking PCI copies for all streams 

Tc_ti Time for CPU with 4 threads to compute subtask i of 1st-phase of 
radix-2 

Tc_comb_ij Time for CPU with 4 threads to compute combination of subtask i and 
j in 2nd-phase of radix-2 

Tc_comb_ijkl Time for CPU with 4 threads to compute combination fo subtask i, j, 
k, l in 3rd-phase of radix-2 
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}  In GPU side: 
◦  For each pass p in 1st-round 2D FFT, the execution time is estimated as  
�  Tgpu_p = Tlap_in + Tg_comb + Tlap_out 
◦  For all the passes in round h of 2D FFT, execution time of GPU is estimated as 
�  TimeGPU(h) = ∑𝑝=0↑#𝑝𝑎𝑠𝑠𝑒𝑠−1▒Tgpu_p  

}  In CPU side: 
◦  For each pass p in 1st-round 2D FFT, the execution time is estimated as 
�  Tcpu_p =∑i=0↑3▒T_𝑏𝑖 +∑i=0↑3▒T𝑐_ ti
               +Tc_comb_01+Tc_comb_23+Tc_comb_0123 
◦  For all the passes in round h of 2D FFT, execution time of CPU is estimated as 
�  TimeCPU(h) = ∑𝑝=0↑#𝑝𝑎𝑠𝑠𝑒𝑠−1▒Tcpu_p  

  



28 

}  Two synchronizations are set after 1st and 2nd round of 2D FFT to 
guarantee the correctness, the total execution time can be modeled as 
the maximum of the GPU time and CPU time. The estimation is 
shown as 

 
◦  T_total  
     = max{ TimeGPU(1st), TimeCPU(1st) }  
        + max{ TimeGPU(2nd), TimeCPU(2nd) }  
  



}  Configurations of GPU, CPU, CUFFT, FFTW and MKL 

}  Comparison against multithreaded FFTW and Intel MKL 
◦  Streaming Single Instruction Multiple Data Extensions (SSE) on Intel CPU is 

enabled for better performance of FFTW and MKL. 
◦  MEASURE flag provides much better searching performance than ESTIMATE. 

EXHAUSTIVE is not used due to so large problem. 
◦  8 hyperthreads enabled FFTW and MKL didn't show performance advantage 

over, actually in some cases were slower than the 4-thread versions. 
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}  Evaluation for single-precision 2D hybrid FFT 
◦  Computation load is distributed to GPU and CPU along X dimension in 1st-

round and along Y dimension in 2nd-round. 
◦  The ratio of GPU to CPU is tuned from 3 : 1 to the maximum one that our 

implementation can tolerate. 
◦  E.g. given a 2D hybrid FFT of size N = Y * X = 2^14 * 2^14, the optimal 

performance is gained under the ratio of 127 : 1 along X dimension, 127 : 1 
along Y dimension. The peak performance under the optimal ratio is 18.1 
GFLOPS for the size of N = 2^28. Problem sizes range from 2^27 to 2^29. 
◦  Single-precision 2D hybrid FFT achieves 17.6 GFLOPS on average, and is 

61% faster than the 4-thread FFTW and 1.43x faster than the 4-thread MKL. 
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}  Evaluation for single-precision 2D hybrid FFT 
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}  Evaluation for double-precision 2D hybrid FFT 
◦  Computation load is distributed in the same way. 
◦  Given a problem of size N = Y * X = 2^15 * 2^12, the optimal performance 

is gained under the ratio of 31 : 1 along X dimension and 31 : 1 along Y 
dimension. The peak performance under the optimal ratio is 8.1 GFLOPS for 
the size of N = 2^27.  
◦  This ratio is smaller than that of single precision since CPU has relatively 

higher efficiency on double precision operations than GPU. 
◦  Double-precision 2D hybrid FFT achieves 8.6 GFLOPS on average and is 

16% faster than 4-thread FFTW and 15% faster than 4-thread MKL. 
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}  Evaluation for double-precision 2D hybrid FFT 
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}  Evaluation for single-precision 3D hybrid FFT 
◦  Computation load is distributed to GPU and CPU along X dimension in 1st-

round and along Z dimension in 2nd-round. CUFFT works for the 3rd-round 
due to its superiority in handling 1D FFT with continuous data in memory. 
◦  Optimal performance of size Z*Y *X = 2^15*2^5*2^7 is gained under the 

ratio 63 : 1 along X dimension and 255 : 1 along large size Z dimension. The 
peak performance under the optimal ratio 11.8 GFLOPS for size 2^27.  
◦  Single-precision 3D FFT library achieves average 10.9 GFLOPS that is 21% 

faster than the 4-thread FFTW and 42% faster than the 4-threadMKL. 
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}  Evaluation for single-precision 3D hybrid FFT 
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}  Accuracy of our hybrid FFT 
◦  Single-precision input data randomly chosen from the range of [-0.5, 0.5) and 

the difference in output is quantized as normalized RMSE over the whole 
data set. 

◦  Normalized RMSE is extremely small and is in the range from 3.9*10^ -07 
to 6.5*10^ -07. The accuracy of double-precision 2D hybrid FFT is in the 
range 5.9*10^ -16 to 6.4*10^ -16. 
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}  Accuracy of single-precision hybrid FFT 
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}  Our hybrid FFT library concurrently uses both CPU and GPU 
to compute large FFT problems. The library has three key 
components: 
◦  A decomposition paradigm that mixes two FFT algorithms to extract 

different types of computation and communication patterns for the two 
different processor types;  
◦  A load balancer that assigns workloads according the computation 

capability of CPU and GPU;  
◦  An optimizer that empirically tune the library to find the best tradeoff 

among communication, computation and the overlapping between the 
previous two factors. 

}  Overall, our hybrid library outperforms two best performing 
FFT implementations by 41% and 93%, respectively. 
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