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Abstract The University of Colorado (CU) and the Na-
tional Center for Atmospheric Research (NCAR) have been
deploying complimentary and federated resources support-
ing computational science in the Western United States since
2004. This activity has expanded to include other partners
in the area, forming the basis for a broader Front Range
Computing Consortium (FRCC). This paper describes the
development of the Consortium’s current architecture for
federated high-performance resources, including a new 184
teraflop/s (TF) computational system at CU and prototype
data-centric computing resources at NCAR. CU’s new Dell-
based computational plant is housed in a co-designed pre-
fabricated data center facility that allowed the university to
install a top-tier academic resource without major capital
facility investments or renovations. We describe integration
of features such as virtualization, dynamic configuration of
high-throughput networks, and Grid and cloud technologies,
into an architecture that supports collaboration among re-
gional computational science participants.
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1 Introduction

Access to state-of-the-art computational facilities is essen-
tial for a wide range of computation-driven science disci-
plines and computational science research and education
programs. Often, the demands for high-performance com-
puting (HPC) resources quickly outstrip the ability of a sin-
gle project, group, or even organization to satisfy indepen-
dently. Moreover, as the resources, software applications,
and collaborative projects increase in size and complexity,
the ability for batch scheduling and manual data manage-
ment techniques to meet the diverse requirements dimin-
ishes, and advanced workflow technologies are needed to
appropriately map computational requirements to the avail-
able systems and infrastructure.

The development of computing consortiums among peer
institutions allows each institution to better support its re-
searchers through an increase in the diversity of available
resources and technical capabilities on those resources. By
dynamically coupling distinct resources, and then support-
ing data-centric and multi-resource workflows, the consor-
tium provides the foundation for large-scale computational
science and collaborative research. Consortium participants
can augment each other’s resources and technical expertise
while still retaining control over their individual resources,
thus establishing a continuum of resource availability and
infrastructure development and growth. The consortium en-
vironment also lays a common substrate for addressing the
technical hurdles common in running large computer sys-
tems in cross-organization collaborations. Additionally, a
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computing consortium can formalize the inter-agency rela-
tionships that researchers otherwise form in an ad-hoc fash-
ion, more tightly coupling computational research and the
planning and deployment of HPC resources.

In this paper, we describe the architecture of the collab-
orative Front Range Computing Consortium (FRCC) envi-
ronment being established initially by the National Center
for Atmospheric Research (NCAR), the University of Col-
orado at Boulder (CU), and the University of Colorado at
Denver (UCD). NCAR and CU have been deploying sys-
tems in a complimentary and collaborative manner since
2004; our original ideas were expressed as building a “wa-
tering hole” for Boulder-area computational science [4]. Our
current environment features a new computational (simula-
tion) system at CU and a data-intensive (analysis) system
under development at NCAR, connected using a private net-
work, to satisfy the requirements of scientific investigators
at both institutions. The environment also supports adding
10 Gbps connections to allow additional research groups
to participate, promoting the development of workflows be-
tween otherwise isolated research groups. Our approach at-
tempts to address many of the general issues that surround
establishing a federated computational environment consist-
ing of component resources from independent institutions,
preserving the strengths of the independent resources and
organizations and providing mechanisms for deep collabo-
ration.

The centerpiece of this new research computing environ-
ment is a 16,416-core Intel Westmere-based supercomputer
at CU named Janus. The complementary data-intensive sys-
tem under development at NCAR features a cluster with
large-memory (≥256 GB–1 TB) nodes and GPU-based ac-
celerators suitable for the data analysis and visualization re-
quirements of emerging data-centric computational investi-
gations. Together, the federation of the CU computational
resource and the NCAR storage and analysis system serve as
a prototype experiment for the development of NCAR’s up-
coming NCAR-Wyoming Supercomputing Center (NWSC)
that will present the same challenges but at an even larger
scale.

The remainder of this paper is organized as follows. Sec-
tion 2 provides background describing the technologies of
interest to the NCAR and CU research communities. Sec-
tion 3 describes the architecture of the new computational
resource at CU and its features designed to support the
nature of federated operation, also highlighting the facil-
ity component that allowed CU to house the resource. Sec-
tion 4 presents the overall architecture of the federated en-
vironment, including the corresponding data and analysis
component currently being prototyped at NCAR. The paper
concludes with a discussion of technologies and continuing
work.

2 Background

NCAR and CU have a long history of deploying cyberinfras-
tructure collaboratively (e.g., the 8192-core Blue Gene/L
system “Frost,” currently operational as a TeraGrid re-
source), and the design of the Janus supercomputer lever-
ages the experience of both organizations. From the per-
spective of NCAR, the federated environment provides an
opportunity to work with an academic partner to gain famil-
iarity in an environment of independent virtual organizations
prior to the development of the NWSC in 2012. By partner-
ing with NCAR, CU leverages NCAR’s expertise operating
a TeraGrid resource and providing support to a broad com-
munity of users.

Along with the complexity that comes with multiple or-
ganizations sharing resources, applications themselves are
also becoming more complex with regard to data and work-
flow management. This complexity drives new requirements
for flexibility that can no longer be met with traditional batch
scheduling, but are addressed through emerging technolo-
gies such as cloud computing and dynamic network provi-
sioning. The introduction of cloud-based virtualization al-
lows users to avoid the time-consuming process of setting
up their application and dependencies for every new system
they encounter.

In the traditional batch scheduled system, services used
for file transfers, direct file system access, archival, database,
license servers, etc. are explicitly and statically setup ei-
ther to be purely internal, or exposed to the larger commu-
nity with basic firewall rules managing access. The scope
of these architectural decisions has been at the resource-
to-system or resource-to-resource level, but the usually-
provided set of common middleware does not allow for a
number of advanced features. These features include the
customization of exposed interfaces on a per-project basis,
the inclusion of private services on the larger resources, and
the dynamic and temporary access to these private resources
based on job dependencies, managed automatically by the
systems themselves in conjunction with the job management
middleware.

Janus was designed to support open cloud comput-
ing software stacks, two of which are Globus Virtual
Workspaces (now Nimbus) [5] and Eucalyptus [7]. Both
provide a well-defined interface for managing VMs, allow-
ing the creation of private clouds on-demand with user-
provided software images.

In supporting HPC virtualization, the overhead due to vir-
tualization must be reduced as much as possible. Memory
and CPU overhead is already quite low, and recent progress
has been made in reducing communication overhead due to
virtualization as well. For instance, the OS-bypass feature of
Infiniband allows direct access to the interconnect for time-
critical communication. Huang et al. [3] extended this idea
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to VMs, demonstrating this ability on an Infiniband cluster.
Their tests achieved nearly the same parallel performance
with Xen versus native on several common benchmarks.

The Magellan testbed for cloud computing [1] is a joint
project between Lawrence Berkeley National Laboratory
(LBNL) and Argonne National Laboratory (ANL). Magel-
lan is similar to Janus in that Magellan is also set up as a
traditional HPC cluster with an Infiniband interconnect. The
team at Argonne deployed the Eucalyptus cloud stack on
Magellan to investigate HPC in a cloud environment [2] and
encountered many of the same issues that the Janus design
addresses. These issues include allowing public IP addresses
on compute nodes, VM scalability, and security.

There are several systems emerging that combine these
technologies in a distributed environment. For example, the
FutureGrid system is spread across six separate sites. It is
designed to support experimental research, allowing nodes
to be scheduled and dynamically provisioned by users [9].
Nodes are imaged according to user specification, down to
the bare metal, allowing experiments with OS, virtualiza-
tion, and overlay network technologies.

Data analysis and visualization (DAV) is also becom-
ing a key part of application workflows, such that special-
ized DAV systems are being created to fill this need, and
also to facilitate collaboration between sites. Typically such
systems include multiple large shared-memory nodes, large
disk storage, and an accelerator portion. For example, the
Nautilus system [6] at UT Knoxville is the primary compo-
nent of the University of Tennessee’s Remote Data Analy-
sis and Visualization Center (RDAV), a partnership between
UT Knoxville and four other sites. RDAV is also part of the
TeraGrid XD initiative. Nautilus is an SGI Ultraviolet large
shared memory machine, consisting of 1024 cores, 4 TB of
memory, 16 GPUs, and 1 PB disk storage. The Longhorn
DAV system [8] is a 256-node Dell cluster (Nehalem quad-
core), with 512 GPUS, 13.5 TB of memory, and a 210 TB
local Lustre file system. Longhorn also has a 10 Gbps con-
nection to the Lustre file system on Ranger, and is also made
available through the TeraGrid.

3 Computational system implementation

Leading from our experiences with the TeraGrid and DOE
Grids, and a long history of collaborations involving multi-
agency resource integration, we developed our ideas that ex-
tend the traditional Beowulf and batch processing commod-
ity-based computational system with additional features that
help to develop a suitable substrate for dynamic and ad-
vanced workflow support. From our experiences develop-
ing, deploying, and hosting services and Grid portals on vir-
tualized platforms, we wanted to extend this capability to

all aspects of the traditional HPC resource model. This led
to many aspects of the administration and management of
the computational resource being done inside of virtual ma-
chines (VMs), especially the interactive user environment.
The data movement and data placement difficulties involved
in systems of this size led us to deploy dedicated 10 Gbps
links between resources that we then extended to a large-
scale and cross-organizational private research network. We
intend to expand this research network further to address the
needs across the entire Rocky Mountain Front Range area.
To utilize this private research network, we are developing a
combination of static and dynamic resource interconnection
perspectives, allowing for both dedicated and dynamic net-
work paths with exposure on a per-resource, per-group, and
even per-job basis. The result of this continuing research and
development is an environment that supports the integration
of resources driven by workflows and individual jobs, iso-
lating connectivity and exposed services only to those re-
sources which are needed, and possibly only for the length
of time required.

3.1 Design features

The Janus supercomputing resource combines computa-
tional, networking, parallel storage and virtualization tech-
nologies to provide an efficient and scalable platform for
computational science. The system remains flexible while
supporting the needs of the broad user community’s research
objectives and diverse expertise while addressing these more
complex design objectives. Janus’ core design focuses on
the primary principles of reliability, availability, and ser-
viceability, as well as system administrator and user flex-
ibility while providing components that support dynamic
system configuration as desirable for federated and system-
supported collaboration.

Virtual machines are used for many support functions in-
cluding the user login environment, allowing the creation
of login environments dedicated to particular communi-
ties. This customization can include private network con-
nections to pre-established workgroup environments. This
design promotes the perspective that the computational re-
source is an extension of each group’s current environ-
ment, without exposing that environment to outside users
or groups. This also gives each project the capability to
augment the main resource with additional services, such
as licensed commercial software, without providing these
costly resources to an entire organization’s larger general
community. The computational portion of Janus may also
use virtualization technologies, such as to support software
deployment using cloud computing middleware, but the use
of VMs for administration and computing are entirely sep-
arate from the management and technological support per-
spectives.
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Additionally, the ability of a customized computational
environment to provide access to centralized and private
group/project file systems provides access to the commonly
used file systems for each user for accessing pre-existing bi-
naries, input and output data, restart files, etc. Just as Janus
can mount external file systems, Janus’ high-performance
Lustre file system is available for mounting on remote re-
sources where appropriate. Combined with the ability to
establish Lustre routers to proxy between local Infiniband
private networks of remote resources and this file system,
and vice-versa, the system thus supports cross-organization
mounts useful for data-intensive workflows that execute on
multiple resources.

Finally, federating the authentication mechanisms for
the login nodes will provide cross-organization support for
each user community’s respective one-time password (OTP)
mechanisms, preserving the security of OTP without requir-
ing users to carry more than one mechanism. This work
builds upon NCAR’s work developing federated OTP sup-
port between NCAR and the National Institute for Compu-
tational Sciences (NICS).

Diskless computational nodes both reduce power con-
sumption and increase reliability while providing rapid node
and network reconfiguration driven by individual jobs and
workflows. Additionally, the diskless environment allows
administrative staff (and eventually users and projects) to
develop and deploy new node images without affecting
nodes in operation, including the development and deploy-
ment of both general and project specific computational im-
ages using cloud-based technology.

The combination of these features provides sufficient in-
frastructure to provide a dynamic environment in direct sup-
port of a project or group while preserving the security and
isolation of individual resources and services, while simulta-
neously providing mechanisms for both direct resource-to-
resource negotiated exposure and the ability for individual
projects and groups to augment the common infrastructure
with private, dedicated and specialized additional resources.

3.2 Computational system details

The Janus computational system consists of 1,368 nodes,
each with dual 6-core 2.8 GHz Intel Westmere-EP pro-
cessors and 24 GB of 1333 MHz DDR3 RAM. Nodes in
the system are connected using a fully-nonblocking QDR
Infiniband network comprised of three 648-port Mellanox
spine chassis and 79 leaf switches (see Fig. 1). A separate
Ethernet network is used for management functions to pre-
serve the low-latency and high-throughput InfiniBand net-
work for inter-process communication and I/O. An 860 TB
Lustre parallel file system is provided by two Data Direct
Networks SFA10000 couplets and achieves a combined I/O
throughput of up to 20 GB/s with 300 disks/couplet. The

Fig. 1 Janus core network architecture connecting leaf nodes in a ful-
ly-nonblocking InfiniBand configuration

Lustre management and metadata services are provided by
redundant servers, which also provide a high-availability
configuration for the NFS mounts of the user home and con-
tributed build directories.

The base environment utilizes hardware redundancy
whenever possible, and leverages software managed high-
availability for the core services. System features include
separate Ethernet management and Infiniband networks, re-
dundant physical connections to the Lustre servers, full soft-
ware controlled High-Availability for both OSS and MDS
and NFS services, RAID5 internal storage for all front-end
nodes, and redundant power supplies for all equipment.

The software environment consists of a mix of open-
source and proprietary software. RedHat Enterprise Linux
Server was selected as the base OS to provide as much sup-
port for the broad user communities and resultant software
needs as possible. The remaining baseline user software
stack consists of standard vendor and open-source tools and
utilities to provide a complete and familiar HPC compu-
tational resource. The user-facing software environment is
also consistent with common Grid implementations, such as
the TeraGrid, supporting high-bandwidth striped data trans-
fers and support for providing computational capacity to
grid portals.

3.3 Network details

The Janus system environment uses three networks to sup-
port its high-performance computing and management func-
tionality (see Fig. 2). The computational portion of the sys-
tem uses Infiniband for MPI, Lustre, and some connections
via IPoIB (to support user job scripts with callback func-
tions, job managers, etc.). A dedicated 1 Gbps Ethernet net-
work, aggregated and connected to the management nodes
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Fig. 2 Janus front-end node
(FEN) configuration, including
service nodes and storage
servers, and connections to the
core InfiniBand interconnect
and management and external
Ethernet networks

via 10 Gbps links, functions as the administrative network,
including node booting, chassis management (using IPMI),
and OS management and monitoring. External connectivity
is provided using a separate 10 Gbps Ethernet network based
around a 48-port fully non-blocking layer-3 Arista router.
The front-end nodes (FENs) have connections to all three
networks and serve as gateways between the computational
IPoIB network and the external networks, and serve as the
Xen hosts of the virtualized login environments. This allows
the administratively controlled FENs to proxy the external
network environments to the login nodes and compute in-
frastructure, as well as serve as network security monitoring
devices.

The internal administrative Ethernet network has been
architected with consistent numbering of the management
networks and IPoIB overlays. Combined with the IP infras-
tructure arranged with the assistance of CU’s central net-
working and support groups, the architecture supports us-
ing the system’s FENs as routers so that external routable
and RFC1918 IP addresses from other campus units may
be propagated through to the entire compute node infras-
tructure via IP-to-IB gateways on the front-end nodes. This
feature, combined with static routing on the private (Arista-
based) Janus network, allows the Janus hardware to be used
dynamically as a cloud computing platform and support
natively mounting external high-performance file systems,
etc., on a per-job basis.

3.4 Facility

The Janus computational resource was co-designed along-
side a pre-fabricated made-to-order building specifically to
house the system. The design and implementation timeline
of the facility was in line with the ∼3-month design and
deployment timeline of the resource itself. Leveraging the

rapid facility design and deployment technologies already in
use in industry allowed CU to procure a complete HPC en-
vironment, including the facility and the resource, in signif-
icantly less time than a machine room renovation and years
less than a new building. This facility includes the core com-
ponents required for full power distribution, environmental
control, fire detection and suppression, monitoring, and ac-
cess controls. Moreover, the facility was designed to pro-
vide a highly efficient datacenter space suitable for a 15-year
lifespan. The measured Power Usage Effectiveness (PUE)
under full load has been under 1.1, with an expected yearly
average of 1.2 ± 10%.

Power is provided via a 2000 KVA transformer (277/
480V, 3-phase, 4-wire) tied to a 2000A main panel that feeds
five in-row 150 KVA 480/240/120 PDUs, the in-row cooling
units, and the UPS. The compute system has a sustained load
under HPL of just under 500 KW.

The facility uses a 60-degree supply temperature evapo-
rative cooling system with a 16-degree �t. A flat plate heat
exchanger and a 337-ton chiller provide for three modes
of operation based on the outside conditions: a “free cool-
ing” mode utilizing the flat plate heat exchanger and cooling
tower only (without the mechanical chiller), a “pre-cooling”
mode where the flat plate and mechanical chiller are used to-
gether, and a “mechanical cooling” mode using the mechan-
ical chiller only. Inside the insulated datacenter space, APC
InfraStruXure hot-isle containment surrounds the Janus re-
source, deploying 20 ACRC500 heat exchangers evenly dis-
tributed throughout the two aisles.

3.5 Preliminary experiences

At the time of publication, the Janus system is emerging
from its initial acceptance testing and “friendly user” phase.
Unlike typical acceptance testing procedures where only
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predefined benchmarks are executed repetitively by admin-
istrative staff, we supplemented our standard performance
and validation suite with real user-run campaigns during
the burn-in demonstration period. By allowing the most de-
manding users in the community to push the limits of the
system outside of the constraints of allocations, we gained
valuable operational experience and adjusted multiple as-
pects of the system in response. For example, the vendor-
provided MPI installation did not provide the performance
of MVAPICH or the tunability of MPICH. With respect to
storage, the real-use testing allowed us to evaluate the im-
pact of Lustre striping configurations for the most storage-
intensive users of the system. The early friendly users ex-
posed some anticipated weaknesses of the system, as well
as some that were not anticipated, but successfully demon-
strated the system’s scalability for tightly-coupled climate
modeling workloads and high throughput for many-task
bioinformatics workloads, all before the system officially
enters service.

The fundamental weaknesses in the system design gen-
erally reflect clear tradeoffs that were chosen based on
cost and space efficiency. For example, we chose to use
Linux servers as routers between Ethernet and Infiniband,
rather than the more expensive hardware bridges. Addition-
ally, the system’s storage capacity and throughput could be
greatly improved; at present, about 40 of the 1368 nodes can
saturate the storage system throughput. At saturation, the
860 TB storage could be filled in under one day. The system
could also benefit from additional front-end nodes to support
higher parallelism for file transfers, higher-throughput rout-
ing between storage networks, and virtual machines scaled
to the full capacity of the hosting node.

4 Federated research computing environment

The FRCC federated research computing environment cur-
rently consists of computational and storage resources at
NCAR and CU connected using both private and public net-
works. The original research computing environment was
established in 2005 and includes NCAR’s IBM Blue Gene/L
supercomputer and associated visualization resources at
NCAR, additional Grid infrastructure systems at CU, and,
since 2006, a 10 Gbps network on dedicated fiber connecting
the two sites. This existing environment is being enhanced
with the Janus system at CU, a complimentary system at
NCAR, upgraded 40 Gbps network connectivity between
them, and additional planned connectivity to CU research
groups and Colorado institutions.

The collaborative environment federates resources un-
der the control of several organizations (see Fig. 3). Each
of these organizations have highly diverse communities of
users with different workflows and requirements. Of course,

each organization continues to identify and provide the ser-
vices of importance to their user communities, but the feder-
ated architecture provides the opportunity to support work-
flows that transcend individual institutions. In the current
phase, CU and NCAR are deploying new computational and
storage facilities. CU’s Janus supercomputer system and as-
sociated Lustre storage are operational. NCAR is evaluat-
ing prototype data analysis systems, and is planning to pur-
chase of a data-intensive computational system and associ-
ated networks and storage. NCAR’s production computing
division also runs centralized storage (named “GLADE”)
and archival storage (HPSS) for NCAR’s traditional atmo-
spheric science user community regardless of their location.

The architecture is designed to support hybrid, multi-
organizational workflows. In the base case, users of each or-
ganization use their own organization’s resources. The bene-
fit of this architecture is to give the user community the abil-
ity to access resources at other sites based on their collabo-
rations and resource needs. Since the architecture has been
driven by the systems architects and administrators, many
of the barriers faced by traditional collaborations have been
removed. For example, the architecture will allow NCAR
users on the Janus system at CU to use their NCAR one-time
password token for access, directly access NCAR’s storage
using the high-performance network, and immediately fol-
lowing job completion use NCAR data-analysis and visu-
alization resources to process job output without any data
duplication or explicit transfers. The best mechanisms to do
so are active areas of research and development, but heavily
leverage NCAR’s experience with similar nationwide Tera-
Grid shared initiatives.

4.1 Front range collaborative network environment

The backbone of the federated research computing envi-
ronment is a new private network (10–40 Gbps) that will
connect CU’s and NCAR’s research computing equipment.
Each site maintains independent InfiniBand networks as part
of internal supercomputer interconnects, used to connect
nodes together for MPI traffic and to connect the compu-
tational resources to local high-performance storage. Ac-
cess between the public and the private Ethernet and internal
nodes is via Infiniband-to-Ethernet gateways.

The public (commodity) network connectivity is pro-
vided by each organization’s information technology service
department; both CU and NCAR use Boulder’s Front Range
GigaPOP (FRGP) service provider to provide highly reli-
able connectivity for the machines’ public interfaces. The
public facing portion of the resource connections is used in
the traditional way, exposing each resource on the hosting
organization’s infrastructure. The private network between
NCAR and CU will be used to support high-throughput re-
quirements, such as direct file system access and explicit
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Fig. 3 High-level architecture of the CU-NCAR collaborative research environment being deployed

data transfers. Thus, the high-performance private network
is a special collaborative resource capability rather than a
routine metropolitan network. Each site maintains its own
external connectivity and thus its autonomy on the public
network; the specialized network may be used by projects,
and even the systems themselves, as required.

4.2 NCAR data-centric system

As part of the FRCC collaborative computing environment,
and in preparation for deploying a much larger supercom-
puter at NWSC in Spring 2012, NCAR is currently design-
ing a new data processing, analysis and visualization re-
source to prototype support for data-centric workflows. Be-
cause the user requirements for data-intensive resources are
emergent, our deployment strategy is adaptive in nature. The
data-intensive resource will be designed and integrated in
two phases: first, extensible cluster infrastructure consisting
of initial choices of node memory, GPU-count, and storage
will be deployed; a second phase will flesh-out the resource
based on observations of the application workflow use cases
as well as user feedback. This strategy allows initial system
deployment to be attractive and useful while retaining suffi-
cient flexibility to respond to future demand.

The design of this resource, named “Polynya,” is targeted
towards the large memory, accelerated, and data-centric ap-
plications such as high-resolution parallel processing and
data analysis, and batch and interactive visualization. At
present, the prototype resource consists of heterogeneous
large-memory and accelerated nodes. The large-memory

nodes contain 32 cores of Intel Nehalem-EX processors at
2.27 GHz with either 1024 GB or 512 GB of RAM. One
node is occasionally configured with a 512 GB RAM disk to
execute a common NCAR data analysis workload. The eight
accelerated computing nodes are based on Intel Nehalem-EP
and Westmere-EP processors and contain a mix of NVIDIA
Tesla accelerators, including the M2020 and M2050 mod-
els with between 3 GB and 6 GB of memory respectively.
Nodes in the final cluster will be interconnected using dual
Mellanox ConnectX-III FDR InfiniBand (56 Gbps per rail)
as well as Ethernet. For the second phase augmentation
we are tracking enhanced visualization hardware, converged
Ethernet/IB solutions, and compute node technologies ex-
pected to become available in the next year.

5 Conclusion

In architecting our next generation resources across the
Front Range environment, we developed a model for high-
performance and cloud computing in an academic consor-
tium environment. Our design enables specific technolog-
ical collaborations between partner organizations and re-
searchers. This results in systems that are able to bring the
resource to the researcher by exposing the resource mid-
dleware directly to the private research and group environ-
ments, giving them private windows into public resources.
Our design promotes collaboration by addressing architec-
tural limitations while continuing to provide secure and
high-performance services, and removes common barriers
to joint work and workflows across distinct resources.
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