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Abstract

A multi-resolution basis can provide a useful representation of nonstationary two
dimensional spatial processes that are typically encountered in the geosciences.
The main advantages are its flexibility for representing departures from station-
arity and importantly the scalability of algorithms to large numbers of spatial
locations. The key ingredients of our approach are the availability of fast trans-
forms for wavelet bases on regular grids and enforced sparsity in the covariance
matrix among wavelet basis coefficients. In support of this approach we outline
a theoretical proposition for decay properties of the multi-resolution covariance
for mixtures of Matérn covariances. A covariance estimator, built upon a reg-
ularized method of moment, is straightforward to compute for complete data
on regular grids. For irregular spatial data the estimator is implemented by us-
ing a conditional simulation algorithm drawn from a Monte Carlo Expectation
Maximization approach, to translate the problem to a regular grid in order to
take advantage of efficient wavelet transforms. This method is illustrated with
a Monte Carlo experiment and applied to surface ozone data from an environ-
mental monitoring network. The computational efficiency makes it possible to
provide bootstrap measures of uncertainty and these provide objective evidence
of the nonstationarity of the surface ozone field.

Key words: computational efficiency, Gaussian process, multi-resolution
basis, regularized method of moment, sparse covariance matrix, surface ozone
observation

1. Introduction

A basic statistical model in the interpretation and analysis of spatial data
is a Gaussian process. This model provides a rigorous theory for interpolating
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between irregular observations and deriving measures of uncertainty for esti-
mated curves and surfaces, and has wide application in the geosciences, ecology,
demography, analysis of computer experiments and other fields. Moreover, the
statistical methods derived from Gaussian assumptions are often the same as
commonly used estimators in geostatistics (e.g., Kriging) and also form the ba-
sis for many Bayesian approaches. A key component of a Gaussian process
model is the covariance function. In this paper we take advantage of applica-
tions prevalent in the geosciences where replications of the spatial process are
available and information about the spatial structure can be combined across
replicates. Monitoring of such spatial processes from either ground or space-
based stations is, however, often bound to be irregular in terms of space and
time. Building upon the work of Nychka et al. [1], this work aims to develop
a flexible covariance model based on multi-resolution bases to represent cer-
tain types of nonstationary processes as well as an efficient estimator capable
of handling irregularly sampled incomplete data. Sparsity properties of the
multi-resolution covariance are central to the development of the model and the
estimation procedure. While in the earlier work these properties were experi-
mentally explored for stationary Matérn class processes, here we examine them
theoretically in the context of nonstationary processes represented as mixtures
of locally stationary Matérn class processes. A method of moment estimator,
combined with a conditional simulation algorithm drawn from a Monte Carlo
Expectation Maximization (EM) approach, results in a practical estimator that
can scale to significantly large data sets.

1.1. Motivations for multi-resolution based covariance models

The general concept behind this work is the expansion of a random process
in terms of multi-resolution basis functions. Assume that f(x) is a centered
Gaussian stochastic process with covariance function K(x) where K is a con-
tinuous and bounded kernel. The main goal of this paper is to devise an esti-
mate of K from observations of f at irregular locations. For instance, by the
Karhunen-Loève decomposition f can be represented as an expansion in a fixed
orthonormal basis ϕ:

f(u) =
∞
∑

k=1

γkϕk(u) , (1)

where the coefficients are independent Gaussian random variables γk ∼ N (0, λk)
and λk are a specific sequence of variances. This expansion is useful because
it represents a process in terms of a countable sequence of independent ran-
dom variables and is important in the spectral analysis for Gaussian processes.
In this paper we consider a multi-resolution (or wavelet) basis instead of the
Karhunen-Loève basis, and relax the assumption of independence among the
random coefficients. Because of the localized support of wavelet basis func-
tions, the expansion results in a small number of coefficients with significant
correlations. This feature is well known for wavelet expansions, and can be
theoretically justified as later presented in Section 2.1. Furthermore, it has a
practical benefit of enabling efficient statistical computations to a considerable

2



extent, that is the central theme of this study. To make these features explicit
we now turn to a discrete representation of the process.

Suppose a regular grid {un}, consisting of N points, covers the domain of
interest and has fine enough resolution so that any observation or location for
prediction can be registered to a grid point. Let f be a vector denoting the
values of the process at these grid points and Σ be the N×N covariance matrix
for f . The covariance matrix Σ can be decomposed in an analogous manner
to (1). Suppose W is a matrix where N basis functions are evaluated at {un}
given by Wnk = ϕk(un) where k = 1, · · · , N . If W has full rank it is always
possible that the covariance matrix Σ can be decomposed as

Σ = WDWT = WHHTWT , (2)

where H is a square root of D. Here H is a N ×N real nonsingular symmetric
matrix, and so by definition D is positive definite. Equivalently there is the
representation f = WHγ where γ is a vector of independent standard normal
random variables. In this way the statistical problem of finding Σ is transformed
into the one of estimating the covariance symmetric square root matrix H .

Our approach is to use a fixed discrete wavelet basis, allowing H to have
nonzero off-diagonal elements while enforcing the sparsity on H . There are
at least two advantages in introducing sparsity with respect to the symmetric
square root of D. Suppose that H̃ denotes a sparse approximation of H . The
first is that D≈ H̃H̃T is positive definite. Secondly, it is experimentally found
that for the Matérn family of stationary covariances H has fewer significant
off-diagonal elements than D [2]. In addition, decay properties of the wavelet
coefficient covariance theoretically examined in Section 2.1 in the continuum
sense are qualitatively similar for its symmetric square root. This can be ex-
plained from the observation that, if the wavelet basis is orthonormal, then
H = WT Σ1/2W so that,

D = WT ΣW = WT Σ1/2WWT Σ1/2W = H2,

where Σ1/2 is the symmetric square-root of Σ. Further, if Σ denotes the co-
variance matrix for a stationary process, e.g. from the Matérn class, then Σ1/2

behaves like the covariance of another stationary process with a similar but
slightly smaller smoothness index. Hence, the decay properties of the elements
of H mimic that of the elements of D.

Another important factor for efficient statistical computations hinges on the
choice of the basis, W . Multi-resolution bases can be constructed in a recur-
sive manner and there are straightforward, O(N) algorithms for multiplying W ,
W−1 and their transpositions by arbitrary N -vectors. In particular, the opera-
tion W−1f applied to f given on a regular grid is the discrete wavelet transform
(DWT). For these fast algorithms to function these bases needs to be defined on
a regular grid, however the properties associated with standard wavelet bases
such as orthogonality and compact support are not essential. Nonetheless, as
implied later in Section 2.1, the smoothness of the basis, as well as the smooth-

3



ness of underlying spatial processes f , affects the approximation error.

1.2. Statistical models for nonstationary covariances

There are several different models for nonstationary covariance functions
that are supplements or alternatives to this work. In a broad perspective the
Matérn family of stationary covariance functions is considered to be a useful
class of models that can, at a local scale, approximate the covariance of a non-
stationary process. With this insight a more rigorous approach to nonstationary
covariance modeling is to propose covariance models, with its shape modified
locally, but still maintain a kernel that is globally positive definite. Higdon
et al. [3], Fuentes [4] [5] have developed models for covariance functions where
the spatial processes of interest are derived from a spatial convolution of simpler
fields. A closely related model is that of Paciorek and Schervish [6] who devel-
oped a closed form expression for a class of covariance families that allows the
range (or scale) parameter to vary over space. As an alternative to modifying
a stationary process, another approach, that was first suggested by Sampson
and Guttorp [7], with some recent developments by Anderes and Stein [8], is to
consider a stationary process evaluated at deformed spatial coordinates.

All of these models have certain advantages and in many situations may
give equivalent results. It is, however, generally considered computationally
prohibitive to apply these covariance models to the spatial analysis of large
data sets. Some of these issues are discussed at the end of Section 3.2. On the
other hand, an important feature of our wavelet based covariance model is that
the sparsity, and thus the scalability of the model to a large number of spatial
locations, is introduced naturally as part of the model.

1.3. Paper outline

In the following Section 2 we describe the multi-resolution based covariance
models as well as theoretical justifications for the models. Section 3 covers the
methods for estimating the elements of H̃ using a Monte Carlo EM approach and
Section 4 applies these methods to synthetically generated nonstationary data
sets as well as to the surface ozone data collected daily over a 5-month (184 days
in May-Oct, 1997) period for the Eastern United States. As objective evidences
of nonstationarity of the surface ozone fields we present bootstrap measures
of uncertainty. The paper concludes with a discussion and some proposals for
future extensions of the research in Section 5.

2. Covariance models

Based on the motivations presented in the introduction, the covariance Σ
for locations on a regular grid is modeled as

Σ ≈ WH̃H̃TWT . (3)

Recall that the columns of W are interpreted as basis functions evaluated on a
regular grid.
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2.1. Mathematical description of sparsity

First of all, we provide rigorous mathematical justifications for using wavelet
transform in the spatial domain, and decimation of the wavelet coefficients in
modeling as well as estimating spatial covariances that have certain degree of
homogeneity. This section serves as overall theoretical justifications for a sparse
approximation of the wavelet coefficient covariance proposed later.

To understand the key features, we shall first focus on a finite mixture of
Matérn class one dimensional processes on a domain in R. Symbolically, such a
process may be denoted by

X(t) = π1X1(t) + · · · + πmXm(t), t ∈ R, (4)

where π1, . . . , πm > 0,
∑m

l=1 πl = 1 and X1(·), . . . , Xm(·) are independent zero
mean stationary processes on R with Xl(·) having the Matérn covariance func-
tion Kαl,νl

(·) with parameter (αl, νl) for each l. Then the process X(·) is a
stationary process on R with covariance function K(·) given by

K(t) =
m

∑

l=1

πlKαl,νl
(t), t ∈ R. (5)

We consider the wavelet transform of X(·) in a suitably smooth orthonormal
wavelet basis, e.g. the Meyer wavelets [9]. Suppose that {ψjk : j ∈ Z, k ∈ Z}
denote the wavelet basis for L2(R), where ψ is the mother wavelet and φ is the
corresponding scaling function (father wavelet). Let

ajk = 〈φjk , X〉 =

∫

R

X(t)φjk(t)dt, bjk = 〈ψjk, X〉 =

∫

R

X(t)ψjk(t)dt (6)

be the scaling and wavelet coefficients of the process X(·). Also, define the
covariances Bjk,j′k′ = cov(bjk, bj′k′), Ajk,jk′ = cov(ajk, ajk′ ) and Cjk,j′k′ =

cov(ajk, bj′k′ ) for j, j′ ≥ 1 , k = 1, . . . , 2j and k′ = 1, . . . , 2j′ . Then the following
result shows that the covariance among the coefficients decay geometrically with
the scale of the coefficients where the rate of decay depends on the smoothness
parameter of the Matérn covariance. Moreover, the covariance between coeffi-
cients corresponding to wavelets centered at two different spatial locations decay
algebraically with respect to the distance between the locations.

Theorem 1. Let ν = min{ν1, . . . , νm}, and let π = (π1, . . . , πm), α = (α1, . . . , αm)
and ν = (ν1, . . . , νm). Then, for every ℓ ≥ 0 there exists a function c1(π,α,ν, ℓ) >
0 such that, for any j ≥ j′ ≥ 1, and for arbitrary k 6= k′

max{|Bjk,j′k′ |, |Cjk,j′k′ |} ≤

c1(π,α,ν, ℓ)2
−j(2ν+1)−(j′−j)/2|(k − 1/2)− 2j−j′ (k′ − 1/2)|−ℓ. (7)

The upper bound in (7) can be taken to be zero if |j − j′| ≥ 2. Also, for every
ℓ ≥ 0 and for any j ≥ 1, there exists a function c2(j,π,α,ν, ℓ) > 0 such that,
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for arbitrary k 6= k′,

|Ajk,jk′ | ≤ c2(j,π,α,ν, ℓ)2
−j(2ν+1)|k − k′|−ℓ. (8)

Furthermore, there exists a constant c3(π,α,ν) > 0 such that, for every j ≥ 1,
and for any k,

max{|Bjk,jk|, |Cjk,jk |} ≤ c3(π,α,ν)2−j(2ν+1). (9)

The above result is proved in the technical report [10]. Note that, the term
“geometric decay” corresponds to the decay of the covariances of the wavelet
coefficients as j increases at the rate 2−2νj (or higher) as is evident from (7) and
(9). Note that the scale for the scaling coefficients ajk is set to be a small positive
integer. The geometric decay phenomenon indicated by (7) and (9) is utilized
through decimation of the covariances of the wavelet coefficients. Similar results
are also available for the case when the domain of the stationary process is R

2

instead of R
1, even though in that setting tensor products of wavelet bases are

used to represent the process and hence the decay behavior is slightly more
complicated, though qualitatively similar (see Section 7 of [10] for details). It
is also shown there that the same phenomena are not particular to either the
Matérn class, or the choice of Meyer wavelet, but are fairly general. Indeed,
the key ingredients of the analysis are the smoothness of the spectral density of
the stationary process, and the behavior of the Fourier transform of the mother
wavelet near zero. Furthermore, it is shown that the decay phenomena and
resulting sparsity of the covariance of the wavelet coefficients is also true for finite
mixture of nonstationary processes, where each nonstationary component can be
expresses as a a stationary process weighted by a smoothly varying nonnegative
function. Thus, each individual component of this mixture belongs to a class
of nonstationary processes in which the correlation structure is stationary, but
the variance of the process is spatially smoothly varying, thereby allowing for
local inhomogeneities in the scale of the processes. Thus the class of processes
within the ambit of this analysis is fairly general and hence this development
extends the scope of our modeling scheme for spatial processes lying far beyond
the stationary setting.

The idea of decimation is intimately connected to the notion of sparsity of
the covariance matrix. Even though a rigorous proof of why decimation of the
coefficients still provides useful approximation to the likelihood function is be-
yond the scope of this paper, we can draw on some recent works in covariance
estimation to understand its impact. Bickel and Levina [11] and El Karoui
[12] consider the problem of estimating large covariance matrices under the as-
sumption that the population covariance matrix is sparse. They analyze the
effect of thresholding individual entries (equivalent to decimation) of the sam-
ple covariance matrix and show that under suitable notions of sparsity of the
population covariance, the resulting estimator is consistent in operator norm.
This is one key reason why we expect decimation to provide very reasonable
approximation of the likelihood. Indeed, decimation implies a form of degular-
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ization of the likelihood. In a related work, Bickel and Levina [13] also consider
estimating covariance matrices whose entries decay away from the diagonal at
certain algebraic rates. There, they show that a method based on “banding”
the sample covariance matrix, i.e., retaining the main diagonal and a few of the
subdiagonals, provides consistent estimate of the population covariance. The
technical arguments therein provide partial justification for retaining only the
main diagonal (and possibly a few subdiagonals) of the covariance matrix of the
wavelet coefficients, particularly at the higher scales.

We end this summary of sparsity by noting that bounds analogous to those
in Theorem 1 hold when the process is over a domain in R

2. As mentioned in
the introduction, the multi-resolution basis for two dimensions is constructed by
taking tensor products of one dimensional basis functions. Some analysis carried
out for the two dimensional Matérn - type covariance functions suggests that
Meyer wavelet basis will induce a sparse covariance matrix among coefficients
for the finite mixture of Matérn family.

2.2. Sparse approximation of H

Let us now define the nonparametric covariance models. Our intent is to set
the insignificant elements of H equal to zero in a manner that the decimated
matrix H̃ has O(N) nonzero elements but yet has full rank. Suppose that
the basis functions are ordered by increasing resolution, and that the rows and
columns of H can be partitioned into blocks with a resolution less than or equal
to jT and another part that has resolution greater than jT :

H =

[

H00 H01

H10 H11

]

. (10)

For the approximation of H , H01 and H10 are set to zero, only the diagonal
elements of H11 are retained and off-diagonal elements of H00 are decimated
given a threshold level τ as

H̃ =

[

H̃00 0

0 H̃1

]

, where H̃00 ηµ =

{

H00 ηµ |H00 ηµ| ≥ τ or η = µ
0 otherwise

,

(11)
H̃1 is diag(H11) with its elements being regularized or smoothed. Decimating
the off-diagonal elements ofH00 that are insignificant can be intuitively justified,
because even for covariance models with long range correlations most of the
off-diagonal elements of H are small and hence can be ignored. Setting the
off-diagonal elements of H11 to zero is based on the fact that beyond a certain
level of resolution the off-diagonal terms do not contribute much structure to
the covariance function. In addition to the general theory for nonstationary
covariance functions presented earlier that justifies the sparsity properties of the
wavelet-based covariances, we have verified these properties computationally for
a range of members from the Matérn family in stationary cases [1] and in locally
stationary cases [2] when specific basis functions (described below) are chosen.
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2.3. Multi-resolution basis

One of the important computational concerns is the prospect of efficient
multiplication of Gy, where y stands for an arbitrary vector and G denotes
W , WT , W−1 and W−T . In this paper we obtain fast multiplications from
the recursive pyramidal algorithm [14] and in fact the matrix W is never ex-
plicitly constructed or stored. In particular wavelet-like functions based on the
multi-scale W-transform [15] are used. The father and mother wavelet func-
tions for this family are a piecewise quadratic splines whose tails decrease to
zero exponentially fast and are similar to the normal density function and its
first derivative. In addition, the filter weights for the discrete W-transform are
rational. The W-transform may not be commonly used, because it does not
provide an orthogonal basis. It nonetheless provides a simple boundary correc-
tion mechanism that makes it suitable for covariance modeling, and also yields
two dimensional scaling functions that are close to being isotropic, which is con-
venient for analysis of two dimensional spatial processes. The tensor products
of these functions are shown in Figure 3 of Nychka et al. [1] and the transform
is implemented in the R statistical language (http://www.r-project.org) in the
fields package [16].

For the sake of facilitating development of regularization methods later in-
corporated into a covariance estimator, we informally index the basis in the
following manner. The two dimensional tensor product of a wavelet basis cre-
ates four blocks of basis functions with similar resolution and shape that mainly
differ by translation. Given a square grid of N = M2J × M2J , with J be-
ing the total number of resolution levels and M defining the number of the
coarsest basis functions, one starts with M2 basis functions with the shape of
the father wavelet (scaling) functions. These scaling functions are localized at
M ×M equally spaced grid points. The next generation consists of three blocks
of M2 wavelet basis functions with different orientations: horizontal, vertical,
and diagonal, localized to the same M ×M grid. Subsequent generations are
composed of three blocks of (mother) wavelet basis functions with the same
three different orientations but rescaled by a factor of two to double the resolu-
tion of the previous generation. Thus in the second generation there are three
blocks of M222 basis functions, each localized at 2M × 2M grid points, and so
forth. Note that organizing basis functions or corresponding coefficients in this
manner, with respect to these blocks of the basis of the same orientation and res-
olution, is amenable to regularization of a sample coefficients covariance based
on the location of corresponding basis functions described later in Section 3.

3. Covariance Estimators

To estimate the covariance parameters we consider a regularized method of
moment approach that draws on the EM algorithm. An important limitation is
that the estimators are restricted to cases when replicates of the spatial field are
observed. That is, different realizations of the same spatial process with modest
or no dependence among replicates. This assumption is discussed further in
Section 5.
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To motivate the estimator, we shall first outline a more conventional penal-
ized likelihood estimator for this problem. Let θ denote in a generic way the
covariance parameters including the information where elements are zero. Note
that a parametrization for Σ is equivalent to the one for H̃ because the basis

matrix is fixed. Thus Σ(θ) = WH̃(θ)H̃(θ)
T
WT . Suppose that the observation

{fm} is composed of a total of M independent and identically distributed sam-
ples of a zero mean Gaussian process with covariance Σ(θ). The log likelihood,
to within an additive constant, is

L({fm},θ) = −
1

2

M
∑

m=1

[

(fm)T Σ−1(θ)fm + ln |Σ(θ)|
]

. (12)

Setting am = W−1fm, this expression can be simplified as

−
1

2

M
∑

m=1

[

aT
mH̃(θ)−T H̃(θ)−1am + ln |Σ(θ)|

]

=

−
1

2
M tr

[

H̃(θ)−T H̃(θ)−1D̂
]

− ln |H̃T (θ)WT | , (13)

where D̂ = (1/M)
∑M

m=1 amaT
m is the sample covariance of the wavelet coeffi-

cients.
In the case of irregularly spaced observations, we draw on a Monte Carlo

EM approach to take advantage of the functional form of the complete-data
log-likelihood for a regular grid. To describe the E step of the algorithm, divide
the complete-data vector into the observed f1 and missing f2 components as
fm = (fT

1,m,f
T
2,m)T . The relevant conditional expectation in the E step is

Q(θ,θ∗) = E[L({fm},θ)|{f1,m},θ∗] . (14)

A closed form for Q (14) in this case is a standard expression based on the
fact that the conditional distribution of f2,m given f1,m and the parameter θ

is a multivariate normal distribution. This expression is not efficient to eval-
uate because it involves the inverse of the covariance matrix of the process at
the irregular locations and the problem is compounded in the case of replicated
fields that have different missing value patterns. As an alternative approach
we approximate the conditional expectation using a Monte Carlo integration.
Monte Carlo schemes for approximating the complete-data likelihood (e.g., Wei
and Tanner [17],Guo and Thompson [18]; see MacLachlan and Krishnan [19]
for a review) can circumvent such computational difficulties. This conditional
simulation estimator is predicated by the observation that it is easier to simu-
late from the conditional distribution of f2,m given f1,m than to compute the
conditional covariance matrix directly.

Accordingly, let {fυ
2,m} for 1 ≤ υ ≤ Υ be independent draws from the con-

ditional distribution of f2,m given f1,m and θ∗, and all other parameters in the
model. The expected value of the complete-data log likelihood is approximated
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as

Q(θ,θ∗) ≈
1

Υ

Υ
∑

υ=1

L

({

f1,m

fυ
2,m

}

,θ

)

. (15)

Examining (13) we note that this simplified form of the log likelihood depends
on the data through the statistic:

D̂∗ =
1

MΥ

M
∑

m=1

Υ
∑

υ=1

aυ
m (aυ

m)T ,

where aυ
m = W−1(fT

1,m, (f
υ
2,m)T )T . D̂∗, in words, approximates the expected

value of the sample covariance for the complete data given the observed values.
It is this statistic that we use in our more practical estimator for H .

3.1. A regularized moment estimator for H(θ)

In the complete-data case a natural method of moment estimator for Σ(θ) is
found by decomposing the sample covariance matrix for the wavelet coefficients
as D̂ = ĤĤT . By decimating and smoothing Ĥ a regularized estimate of H̃
can be obtained, the process covariance Σ(θ) = WH̃(θ)H̃(θ)TWT can then be
reconstructed using this estimator. For irregular data, a regularized moment
estimator that is equivalent to a smoothed Monte Carlo EM estimator can be
obtained by replacing D̂ with D̂∗ conditioned on a previous estimate of θ∗.
How much regularization or smoothing is required depends also on the degree
of missing data with respect to the support of the basis functions

Given this general strategy we now describe the details of the decimation
and smoothing procedure. Partition D̂ similar to H as given by (10). Let Ĥ00

be a square root of D̂00 and Ĥ1 be the square root of the diagonal elements
of D̂11. Ĥ00 is decimated according the rule in (11). The elements of Ĥ1 are
organized with respect to blocks of the same resolution and orientation, and then
smoothed in accordance with the location of corresponding basis functions. In
this study the particular smoothing is implemented using a thin plate spline of
second order and generalized cross-validations to select smoothing parameters
[16], although one could consider either simpler smoothers (Hastie et al. [20])
such as locally linear regression, spatial models such as the Matérn family (Stein
[21]) or conditionally autoregressive lattice models (Sain et al. [22]).

3.2. The algorithm and scalability

In algorithmic form the steps are:

1. Fit an initial stationary covariance model, Σ(θ∗), to the irregular data.

2. Loop

a) Generate Υ draws from the conditional distribution of the missing-data
given the observations and Σ(θ∗) and compute D̂∗,

b) Find Ĥ from D̂∗, and
c) Update H̃(θ) by decimating Ĥ00 and smoothing Ĥ1.
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3. Evaluate estimate on a grid.

Given these general steps, the computational strategy to make this estimator
scalable to large spatial data sets is described for each of the steps below. In each
of these sections we give the order of the computational complexity following
the notation that N is the total number of grid points (and also the dimensions
of W and H), n is the number of observations at a given time point and p is the
dimension of H00. We suggest an overall strategy that gives a computational
order of N , that is, we expect the computational burden to increase in a linear
fashion in terms of the number of grid points.

1 Initial covariance For the initial estimate a stationary parametric model
can be fit using weighted, nonlinear least squares to the variogram. Be-
cause the variogram is formed by averaging pairs of observations at similar
distances into a limited set of bins the calculation is dominated by the po-
tential of n2 comparisons of the distances among observations. Typically
the variogram bins are limited to distances that are a fraction of the do-
main size and so not all pairwise distances needed to be considered. A k
nearest neighbor algorithm using a k-dimensional tree provides an efficient
way to find a fixed number of nearest neighbors for each location and is
of order nlog(n) to build.

2 a) Conditional simulation The complete data can be simulated as f∗ =
WH̃(θ∗)v, with v independent N (0, 1), and easily computed because of
fast multiplication of W and the sparseness of H̃ . Let Ω denote an n×N
incidence matrix whose sth row has a single one in the grid location for sth

observation in f1 but otherwise filled with zeros so that ΩΣΩT becomes
the covariance matrix for the process at the observed locations. It is
straightforward to verify that

f∗ − ΣΩT (ΩΣΩT )−1f1

is a draw from the conditional distribution of f given f1 and θ∗. Because
of the properties of the wavelet transform, the spareness of H̃, and Ω, the
products of matrices in this expression can be evaluated quickly. The
inverse can be evaluated by solving the implied linear system using a
conjugate gradient or other iterative method. The conjugate gradient
algorithm requires a preconditioner that we will assume is on the order
of N operations. Subsequent iterations require multiplications of ΩΣΩT

with arbitrary vectors. This multiplication is of order N for Ω W and WT .
Moreover we assume that the block diagonal structure of H is such that
p2 < N or H0 is sparse to the point that the multiplication of H is also
orderN . The net result of these assumptions is that matrix multiplications
in this step will be of order N along with iterations of the conjugate
gradient.

2 b) Square root of D̂∗ Because H11 is assumed to be diagonal, only the
square root of H00 involves substantial computation. For small m, the
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square root of D̂∗ can just be found using exact linear algebra. We note
that for significantly large data sets one can apply a compactly supported
taper to D̂∗ (Furrer et al. [23]) with the tapering distance being based on
the indices of the basis functions. This will introduce zeroes into D̂∗ in
such a way that the resulting sparse matrix will still be positive definite.
A sparse Cholesky decomposition applied to this tapered matrix would
yield a sparse (and triangular) Ĥ00 that could be further decimated. In
summary, the operation count is dominated by p3 and we assume that p
will be chosen so that this step is comparable to the order N computations
from 2 a).

2 c) Decimation and smoothing The decimation of Ĥ00 is efficient when
the dimension of this submatrix is relatively small. Even for substantially
larger problems the fact that Ĥ00 is already sparse from tapering facilitates
it. Smoothing of the diagonal elements of Ĥ1 is scalable as these are linked
to regular grids and many standard fast smoothers or wavelet methods can
be adopted.

3 Evaluation on a grid Note that at convergence one has the estimated field
evaluated on the full grid. Based on the wavelet transform it is efficient
to go between the field values and wavelet coefficients, that is f = Wa.
In case one wants to evaluate this field on a finer grid, one just needs
to create a new vector of coefficients with its leading values filled with
a and the remaining coefficients being set to zero and then apply the
wavelet transform to this larger set of coefficients. This operation is linear
in the number of grid points. Typically this step is slow for standard
spatial statistics methods unless a fast Fourier transform is used and only
a stationary covariance function is considered.

As an extension we note that same techniques listed above can be reassem-
bled to evaluate the likelihood in (12) exactly. For the exact likelihood the most
efficient route is to assume a sparse triangular form for H̃ and choose W to
be orthogonal. In this case the quadratic form can be evaluated using a sparse
“backsolve” for the dot products of the vectors H̃−1am. The determinant is
derived from a product of the diagonal elements of H̃ .

On a modest single-processor platform (Dell Latitude D400 laptop with Intel
Pentium M 1.7 GHz processor and 512 MB RAM), it takes a half hour to
compute a bootstrapping sample shown in Figure 7 when one iteration of the
steps 2 a) - 2 c) is involved in the estimator and about 2 hours even in case of
20 EM iterations.

The methods of Higdon et al. [3], Fuentes [4], and Sampson and Guttorp [7]
involve modifying a stationary process by either a varying convolution or spa-
tial deformation of the coordinates to give a nonstationary covariance function.
Typically the convolution window or the deformation are themselves nonpara-
metric spatial functions, and estimating these features requires evaluating the
likelihood at (12) for many choices of a complex parameter vector, θ. It is
difficult to scale these methods to large data sets because one cannot exploit
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any structure in the covariance matrix to evaluate the inverse or to find the
determinant.

4. Examples

To examine the effects of sampling errors and missing data on the perfor-
mance of the estimator, we conduct experiments with synthetically generated
data as well as the surface ozone data. Figure 1 shows the distribution of 513
ozone monitoring stations across the eastern United States (US), and the sur-
face ozone concentration has been monitored from May through October (184
days). The synthetic data are generated to mimic the space-time distribution
of surface ozone, and here we have an advantage of knowing the true covari-
ance that is given as the mixture of two stationary Matérn covariances (defined
below).

In the examples presented throughout this paper, the grid is chosen to be
N = 48× 48 (thus Σ has dimension N2 = 484), and the number of the coarsest
basis functions and the total resolution level are respectively set to be M2 = 32

and J = 4. (Counting basis functions by resolution levels gives the arithmetic:
32+3×32+3×62+3×122+3×242 = 482.) The model thresholding parameters
jT and τ for H̃(θ) are prescribed. Out of the total resolution level (J = 4), the
models with jT = 2 and jT = 3 are examined. Figure 2 presents approximation
errors associated with these thresholding parameters as boxplots of root-mean-
square-error (RMSE) for each column of the approximated covariance matrices.
To examine the impact of jT on resulting covariance estimate, we compare the
model with jT = 3 and τ = 98% to another model of the same degrees of
freedom (i.e., the non-zero elements in H̃(θ)) with jT = 2. This model is also
contrasted against the third model with smaller degrees of freedom (jT = 2 and
τ = 86%) to examine the overfitting effects later. Regarding other experimental
settings, the initial values of θ∗ are determined using the stationary Matérn
covariance function with its shape parameter fixed and range parameter fit by
nonlinear least squares to the sample correlogram. The number of Monte Carlo
draws is Υ = 30. In the case of the complete-data experiment, there is no need
of the EM iteration and therefore Υ is set to 1.

4.1. Synthetic nonstationary data experiments

Two sets of synthetic data of the size M = 184 are generated by sampling
the following nonstationary random field f , evaluated at the grid point un in
[0, 1]2 ⊂ R

2, at all the grid locations or only at ozone observation locations.

fn = w(un)(S1v)n + [1 − w(un)](S2v)n , (16)

where S1 and S2 stand for the square root of Matérn covariance kernels Σ1(ν1 =
1.45;α1 = 8, a range of 0.125) and Σ2(ν2 = 0.5;α2 = 10, a range of 0.1). v
is a vector of independent N (0, 1), and w(u) = Φ((ux − .5)/.15) is a weight
function with the normal cumulative distribution function Φ and the horizontal
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coordinate ux. The implied covariance for this process has a smooth transi-
tion between Σ1 to Σ2 as one moves in the horizontal coordinate from 0 to 1.
Note that the multiplication by the square roots is achieved using the circulant
embedding method (Wood and Chan [24]).

We examine the incomplete-data experiment results over the first 5 iterations
of the step 2 a) - 2 c) as well as the estimates from the step 1 (i.e., the initial
stationary covariance estimate) and the complete-data experiment. Figure 3
shows boxplots of RMSE for each column of the estimated covariance matrices,
evaluated at the observation locations. The RMSE of the incomplete-data esti-
mate decreases at the first iteration, signifying an improvement over the initial
stationary Matérn model. While smoothing of Ĥ1 slightly reduces the RMSE
for the model with jT = 3, it is ineffective for the model with jT = 2. Interest-
ingly, the incomplete-data experiment results in a modest improvement over the
complete-data experiment. We attribute this effect to the regularization based
on the initial choice of a stationary model. In spite of the handicap of incom-
plete observations, a modification of the stationary estimate by the proposed
covariance estimators turns out be more accurate than nonparametric models
estimated from the complete data. In summary, this limited Monte Carlo exper-
iment suggests that the covariance estimators for the incomplete data described
in Section 3 are competitive with results from the complete-data experiment
and yield a significant improvement over a stationary model.

4.2. Surface ozone data

The surface ozone sampled hourly at the eastern US stations shown in Fig-
ure 1 have been preprocessed to give the daily maximum value of 8-hour run-
ning means. Note that the US Environmental Protection Agency uses the 8-
hour average ozone concentrations to compose national air quality standards for
ground-level ozone. These data can be obtained as an R object binary format
from www.image.ucar.edu/Data. Because of the diurnal dynamics of surface
ozone, these ozone data are unlikely to be correlated strongly over time. Fur-
thermore, the averaging process makes the daily statistic closer to a normal
distribution than the original hourly samples. It is, thus, considered a fair as-
sumption to treat these ozone data as uncorrelated Gaussian random variables
over time. Even if this assumption does not strictly hold, provided the series is
stationary, we would expect the sample covariances to be unbiased estimators.
More thorough discussion on temporal dependence of these ozone data is given
in Section 5.2

As a preliminary step we first remove the seasonal mean from the above-
mentioned data set, through fitting three sine/cosine pairs to the data at each
station by regression and effectively smoothing these components over space
using principal components (Gilleland and Nychka [25]). Many of the stations
have missing records at highly irregular intervals. For example for the 1997
data set used in this paper, 317 stations out of the 513 stations have complete
temporal observations. Next, these 513 station locations are discretized to the
48×48 grid. Because of high spatial correlation of the ozone concentration mea-
surements, the data from the stations within a common grid box are averaged
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without consideration of different weighting from the individual station data.
The net result is 364 locations out of possible 482 grid points, out of these 364
locations, 162 locations have complete temporal records.

For the initial covariance, we here use a model that has a stationary correla-
tion function, given by the Matérn function with the shape parameter ν = 0.5
(i.e., exponential), but is modified to have marginal variances that vary over
the domain. Specifically, it is given by σ(x)σ(x′)e−β||x−x′||, where σ is esti-
mated by fitting a thin plate spline to the sample standard deviations at the
observation locations and β is found from a least square fitting of the sample
correlogram of the ozone data. A nugget variance, even if present in these data,
is not substantial and thus is not included.

4.3. Model comparison

The primary measure used here for model comparison is a leave-one-out
cross-validation exercise. First, the observations at 80 locations out of the 162
locations with complete temporal records are sequentially omitted from the
data set. From each of these sub-samples a prediction of covariances between
the validation location and the rest of the observation locations is computed.
For each of 80 predictions we then compute the mean-squared-difference from
the sample covariance determined from all the observations, and average these
mean squares to give a summary measure of the “out of sample” predictive
ability of the models. Figure 4 shows the development of square-root of this
measure over the course of the EM iterations. According to this metric, it is
notable that the models with the higher thresholding resolution level (jT = 3)
perform better than the one with jT = 2, even though the two models have the
same number of non-zero elements in H̃. The “out of sample” predictive ability
of the models appears to be at its best after one EM iteration for the model with
jT = 2, and thus it is largely consistent with results from the synthetic data
simulations. Unlike the synthetic data examples shown in Figure 3, smoothing
of Ĥ1 has a significant negative impact on the convergence.

Figure 5 shows scatter plots of sample versus modeled correlations and stan-
dard deviations. It is evident that the stationary model (Figure 5(a)) underesti-
mates the observed correlations and completely misses the negative correlation
that exists in the ozone samples. These biases in the initial stationary esti-
mate are removed by the EM analysis with nonstationary covariance models
(Figure 5(b) and (d)). Between the two nonstationary models, the model with
jT = 3 generally predicts the sample standard deviation and correlation better.
For instance, the sample standard deviation is slightly more underestimated
by the model with jT = 2, and its predicted correlations scatter more broadly
around the estimated sample correlations.

In conclusion, the flexible nonparametric model for a nonstationary covari-
ance reproduces the correlation exists in the ozone samples significantly better
than the stationary correlation model. According to the measures used in this
Section the model with the higher thresholding resolution level (jT = 3) yields
generally a better performance.
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4.4. Nonstationary structures

While statistic and cross-validation measure used for model comparison
clearly supports the model with the higher thresholding resolution level (jT = 3)
as a favorable model, there is a concern that the measure may happen to favor
the most complex model that is susceptible to an overfit. We visually inspect re-
sulting nonstationary structures predicted with the model (jT = 3 and τ = 98%)
as well as the model with a less complex model (jT = 2 and τ = 86%).

Figure 6 displays predicted nonstationary covariance structures at four sam-
ple locations using selected contour levels of covariance between a sample grid
location and the rest of locations. Both of the models results in the similar
nonstationary spatial structure, but the model with jT = 3 predicts small scale
structures even in the area where there are no observations. This may be a
result of Monte Carlo sampling noise and/or over-fitting. Another contrasting
point is the marginal standard deviation implied by the estimated covariance,
and we find that the addition of smoothing to the Ĥ1 component indeed gave a
smoother surface and is consistent with the thin plate spline estimates applied
to the location sample standard deviations.

4.5. Inference for the covariance function

We use a model-based bootstrap to provide some measure of the uncertainty
associated with the estimates of nonstationary covariance. 50 synthetic data
sets are simulated from an estimated covariance model and the estimator is
computed for each set. Figure 7 shows contours of a certain level (0.9, 0.8,
and 0.5) of correlation between a sample grid location and the rest of locations.
Depending on the models being conditioned, significantly different inferences are
obtained from the proposed estimator. By conditioning on the nonstationary
model with jT = 3, inferred correlation surfaces are more structured with a
much tighter spread among contour lines. Furthermore, the spread is tighter
for higher levels of correlation for both models (see panels (a) and (b) for the
model with jT = 3 and panels (d) and (e) for the model with jT = 2). From the
spatial analysis perspective, these bootstrap uncertainties suggest the higher
correlation levels are determined with higher confidence. However, it may well
be that the effect of atmospheric transport of ozone or its precursors is affecting
the long-range correlation and therefore increasing the spread. The presence of
such effect is indicated by the two distinctively different correlation structures
(circular and river-like structures) with respect to two distinct geographical
locations. In summary the inferred spatial correlation is highly nonstationary
and also consistent with local geographical features such as mountain ranges in
Arkansas in Figure 7 (c) and (f).

5. Discussion and Conclusion

In this paper we present a practical method for modeling a nonstationary
covariance model, using a multi-resolution basis, from incomplete observations.
It is our belief that this estimator has significant value for exploratory data
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analysis of complex covariance functions, that can scale to large spatial data
sets and is simple to implement.

Since efficient algorithms exist for wavelet transforms on regular grids, this
computational feature is taken advantage of through an EM algorithm when
faced with a challenge of handling irregularly distributed observations. We
further exploit this feature by a nonparametric method that essentially uses
a method of moments estimator for a rapid computation of an estimate for a
nonstationary covariance. Moreover, the block diagonal representation is shown
to be effective in a limited simulation study that tracks the ozone data example.
Finally, the study shows that, when this method is applied to an environmental
monitoring dataset, it facilitates the exploration of nonstationary structures and
aids in model identification. The efficiency of the proposed estimator expedites
the use of bootstrapping to obtain Monte Carlo based measures of uncertainty,
that gives an indication that the nonstationary patterns are not due to sampling
error. To our knowledge, this study is one of the few illustrations that compare
a nonstationary model to a stationary one and importantly support the results
with measures of the uncertainty.

5.1. Model parameters and selection

We readily admit that the nonparametric estimator that is the focus of this
paper is simple and perhaps over-parametrized, however, it is surprisingly ro-
bust and useful. Indeed, given its performance, it is difficult to justify the use of
more complicated approaches at least in the problem we use as motivation for
this study. A straightforward way of controlling the over-parametrization is by
limiting the number of iterations in the EM algorithm. In fact, our simulation
results suggest that just one iteration of EM is typically enough to gain im-
provement over an initial stationary choice. This effect is a well-known feature
of the EM algorithm applied to over-parametrized problems, and is central to
the classical papers on EM applied to inverse problems in tomography (Vardi
et al. [26], Silverman et al. [27]). In this study we have the benefit of starting
from a stationary model that is often a good initial approximation, especially in
data sparse regions. Although the over-parametrization can be ameliorated by
a smoothing of the diagonal elements of H11 to some extent, there is the further
possibility of incorporating additional structure in H00 through a hierarchical
model or regularization.

As with all nonparametric approaches, model selection is an issue. It is
beyond the scope of this first paper to propose a complete strategy for model
selection, though cross-validation is used to compare the models. This measure
consistently suggests that a model with higher degree of freedom performs better
in spite of our concerns for the over-fit.

5.2. Temporal dependence

A major assumption made in this paper is that the data consists of inde-
pendent replications of the spatial process. In many geophysical application
replications often occur due to sampling over time, and one might object to ig-
noring temporal dependence among the spatial fields. For example, the surface
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ozone data is actually sampling a dynamic space-time process, and therefore in
a strict sense they are not independent realizations of a spatial process. It is,
nonetheless, true that many space-time processes, adjusted for systematic effects
such as seasonality, are close to being time stationary and sampling these fields
over time results in data where the sample spatial covariances are a consistent
estimate of the spatial covariance. Examining the temporal autocorrelations
for ozone, spatial fields that are several days apart have very small correlations
and can essentially be considered uncorrelated. Thus, using the daily ozone data
would just have the effect of reducing the effective degrees of freedom associated
with sample statistics from the nominal sample size, M.

One useful space-time process model is a temporal vector autoregression
with spatial innovations (Gilleland and Nychka [25]). In their work the innova-
tions are presumed to be uncorrelated but can be nonstationary, and thus the
methods presented in this paper would be useful for determining the innovation
spatial structure. Note that adding temporal structure and building a space-
time model, however, may not always improve the spatial interpolation. In the
case of ambient ozone pollution the strong spatial correlations suggest that in-
formation from adjacent time periods may not add much additional information
conditional on the contemporaneous spatial data.

5.3. Multi-resolution basis

For all the examples presented in the paper, we used the multi-resolution
basis based on the W-transform. This is done primarily for computational
convenience, as well as from the practical consideration of having good boundary
behavior. We acknowledge that the theory stated in the paper, strictly speaking,
does not necessarily hold for this multi-resolution basis, since W-transforms do
not satisfy all the vanishing moments conditions that are satisfied by e.g. the
Meyer wavelets. Nonetheless, the theory guided our work and interpretation.
The choice of a more satisfactory basis, in terms of sufficiently nice theoretical
properties as well as a manageable computational complexity, is of importance
and we plan to explore this aspect in our subsequent works in this direction.

5.4. Future directions

We note that a fully Bayesian approach would also provide a framework for
determining the thresholding and smoothing parameters, providing a more el-
egant strategy for quantifying the uncertainty in the covariance function. One
new direction is to use models from conditional autoregressive models on lattices
to build the dependence among wavelet coefficients (Sain et al. [22]) to control
the large number of free parameters in H̃ . Extensions to temporal modeling will
most likely benefit from this experience in handling just the spatial components.
In general, we expect that sparse, wavelet representations supported by condi-
tional simulation for irregular locations will remain an important component for
modeling spatial fields.
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Figure 1: Locations of 513 ozone monitoring local state and federal stations distributed across
the eastern United States are shown in a geographical longitude/latitude coordinate.
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Figure 2: The root-mean-square-error (RMSE) of each row of the approximated covariance
matrix from the true nonstationary covariance given as a mixture of two stationary Matérn
covariances. The RMSE is shown for four different pairs of the H̃ models. The total of
non-zero elements are summed up to 3197, 5045, 8363, 22896 for each pair, respectively.
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Figure 3: The RMSE for each column of the estimated nonstationary covariance WH̃H̃TWT

evaluated at the observation locations. The first box plot summarizes the RMSE of the initial
stationary Matérn model. The second to fourth box plots show the results from experiments
with the synthetically generated complete data using three different H̃ models. The rest of box
plots follow developments of the RMSE over the course of five EM iterations in incomplete-
data experiments.

5 10 15 20

1
6

1
7

1
8

1
9

2
0

iteration

R
M
S
E

!

!

! !

!

lev2, 86%, smoothed

lev2, 70%, smoothed

lev2, 70%

! lev3, 98%, smoothed

lev3, 98%

Figure 4: The leave-one-out cross-validation measure (described in the main text) is shown
primarily for the two nonparametric models (jT = 3 and τ = 98%; jT = 2 and τ = 70%) that
has the same number of non-zero elemrnts in H̃ (8363) but different thresholding parameters.
(The result is also shown for the model with jT = 2 and τ = 86% for reference.) The RMSE

from experiemts with the estimator with smoothing of Ĥ1 is marked by black filled symbols,
while the one without smoothing of Ĥ1 is indicated by open crossed symbols.
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(b) lev 2 86%, smoothed
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(c) lev 2 86%, smoothed
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(d) lev 3 98% (20 iteration)
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Figure 5: Scatter plots, overlaid with box plots, of the sample correlation/standard devia-
tion and the correlation/standard deviation predicted by: (a) stationary Matérn (ν = 0.5
(fixed) and α = 3.09 (estimated)) model, (b)-(c) nonstationary covariance model (jT = 2

and τ = 70%) obtained after one iteration of the EM analysis with smoothing of Ĥ1, (d)-(e)
nonstationary covariance model (jT = 3 and τ = 98%) obtained after 20 iterations of the EM

analysis without smoothing of Ĥ1.
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Figure 6: (a) Nonstationary covariance structures of the surface ozone, obtained from 20

iterations of the EM analysis without smoothing of Ĥ1 using the model with thresholding
parameters jT = 2 and τ = 98%. Selected contour levels of covariance between a sample grid
location (indicated by dot) and the rest of locations are displayed. (b) The same as above
but with the model with jT = 2 and τ = 86%. The proposed covariance estimator is applied
with smoothing of Ĥ1.

Figure 7: Correlation structures of the surface ozone, estimated from 50 bootstrapping sam-
ples, are displayed as a contour map of a certain correlation level between the point indicated
by red dot and the rest of grid points. The bootstrapping results for the nonstationary model
with thresholding parameters jT = 3 and τ = 98% (with 20 EM iterations without smoothing

of Ĥ1) are shown in (a), (b), and (c) for respective correlation levels of 0.9, 0.8, and 0.5. The
results for the model with jT = 2 and τ = 86% (with one EM iteration with smoothing of

Ĥ1) are shown in (d), (e), and (f) in the same manner.
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