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ABSTRACT
�e presence of billions of hardware components and several levels
of so�ware stack in High Performance Computing machines will
likely represent an increment in number of hardware and so�ware
failures, which will be user-visible. Although several techniques to
address this problem have been developed, the support provided
by the programming model, for the user to mitigate or workaround
this issue, is still insu�cient. �e Fortran 2015 standard de�nes
failed images, a new feature that allows the programmer to detect
and manage image failures in a parallel program. In this paper we
present the failed images implementation provided by the GNU For-
tran Compiler and OpenCoarrays based on the User-Level Failure
Mitigation proposal presented in the MPI Forum. We also provide
tangible example of the di�erences between fault detection and
fault tolerance.
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1 INTRODUCTION
With the increase in the number of hardware components and layers
of the so�ware stack in High Performance Computing (HPC) there
will likely be an increment in number of hardware and so�ware
failures. Even under the most optimistic assumptions about the
individual components reliability, probabilistic ampli�cation from
using millions of nodes has a dramatic impact on the Mean Time
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Between Failure (MTBF) of the entire platform. �e probability of
a failure happening during the next hour on an Exascale platform
is disturbingly close to 1; thereby many computing nodes will
inevitably fail during the execution of an application [3].

One of the most used techniques for facing failures is check-
pointing: save all the work periodically on a persistent media, in
order to restart from a recent backup a�er an eventual fault. Even
though this technique is quite e�ective, it requires a large number
of I/O operations that usually require tens of minutes. At limit, the
risk is that the time for checkpointing is close to the Mean Time
Between Failures; in this case, most of the time is spent for saving
the work and only a small fraction for the actual computation. A
valid alternative to pure checkpointing is to create fault tolerant
applications. In this scenario, a parallel application can handle the
error and execute some actions to terminate cleanly or follow some
recovery procedures.

Although MPI remains the dominant communication layer in
High Performance Computing, several alternative parallel systems
are becoming increasingly present. A few examples of this new par-
allel programming systems are the ones belonging to the family of
Partitioned Global Address Space (PGAS) Languages, such as Uni-
�ed Parallel C (UPC) [16], Coarray Fortran (CAF) [12], Chapel [4]
and X10 [5].

In this work, we show how the fault tolerant support provided
by the failed images CAF feature of Fortran 2015 can be easily
implemented on top of User-Level Failure Mitigation (ULFM) [1]
proposal features. In order to do so, we implemented the failed
images feature in the GNU Fortran compiler and OpenCoarrays
library [7]. �is implementation represents the �rst failed images
support currently available to the users.

2 RELATEDWORK
Fault tolerance in transport layers is not a new concept; several
e�orts have been a�empted in di�erent directions.

In the PGAS family there have been several a�empt to make a
preexisting PGAS language fault tolerant. In [18] Chen et al. an-
alyze the feasibility of providing fault tolerance for PGAS model
showing X10-FT: a X10-based fault tolerant framework that lever-
ages renowned techniques in distributed systems like distributed
�le systems and Paxos, as well as speci�c solutions based on the
characteristics of the APGAS model to make checkpoints and con-
sensus. In [17] Vishnu et al. present ARMCI-FT: a �rst step toward
data-centric fault resilience. It implements a fault-resilient, one-
sided communication run-time framework using Global Arrays and



ExaMPI’17, November 2017, Denver, Colorado USA A. Fanfarillo et al.

its communication system, ARMCI [11]. In [14] the authors present
the Global Address Space Programming Interface (GASPI) and its
fault tolerant support based on timeouts.

For MPI, the most notable past e�ort is FT-MPI [6]. It aims
at helping an application to express its failure recovery strategy
by rebuilding internal MPI data structures (communicators, rank,
etc.) and invoking user provided callbacks to restore a coherent
application state when failures occur. Although this approach is
very e�cient to minimize the cost of failure recovery techniques,
it still adds a signi�cant level of complexity to the design and im-
plementation of parallel applications. A more recent e�ort was the
Run-�rough Stabilization proposal [8]. �is proposal introduced
many new structs for MPI including the ability to “validate” com-
municators as a way of marking failure as recognized and allowing
the application to continue using the communicator. Because of
the implementation complexity imposed by resuming operations
on failed communicators, this proposal was eventually unsuccess-
ful in its introduction to the MPI Standard. Currently, the most
promising solution seems to be the User-Level Failure Mitigation
(ULFM) speci�cation [2]. It features the basic interface and new
semantics to enable applications and libraries to repair the state of
MPI and tolerate failures. Because this work is based on ULFM, we
will provide more details in a dedicated section.

3 COARRAY FORTRAN
Coarray Fortran (also known as CAF) is a syntactic extension of
Fortran 95/2003 which was proposed in the early 1990s by Robert
Numrich and John Reid [12] and is now part of the Fortran 2008
standard (ISO/IEC 1539-1:2010) [13]. �e main goal of coarrays is to
allow Fortran users to create parallel programs without the burden
of explicitly invoking communication functions or directives such
as with MPI and OpenMP.

A program that uses coarrays is treated as if it were replicated
at the start of execution; each replication is called an image. Each
image executes asynchronously and explicit synchronization state-
ments are used to maintain program correctness. CAF relies on a
one-sided communication paradigm, which allows one image to
access part of the memory space of another image as if it were in a
shared memory environment.

Data transfers are represented through common Fortran assign-
ment syntax, plus a representation of the target image which uses
the square bracket syntax, []. A typical example of put operation
of an array from a local image to image 2 is represented by the
following line of code: a(:)[2] = b(:).

�e greatest advantage of CAF is represented by its expressive-
ness, which allows users to represent parallel algorithms without
dealing with low level details (like memory storage format and
message matching).

3.1 Synchronization Methods
In a coarray program, a portion of code contained between syn-
chronization statements is called segment and a compiler is free
to apply all its optimizations inside a segment. On each image
P, the statement execution order determines the segment order
(P1,P2, ...). A pair of segments Pi and Q j are called unordered if Pi
can precede or succeed Q j without a�ecting the program’s validity.

�ere are restrictions on what is permi�ed in a segment that is
unordered with respect to another segment. With the exception of
atomic variables or events, a variable cannot be de�ned, referenced
or become unde�ned in a segment. However, if segments are or-
dered these restrictions do not apply (for more details see Metcalf
et al. [10]). �ere are several methods of synchronization in Fortran
2008, however the two of interest here are sync all and sync
images(image-set). �e sync all statement represents a barrier
for all images, whereas sync images(image-set) performs a syn-
chronization of the image that executes it with each of the other
images in its image-set. Even though sync images(image-set)
represents a more �exible way to synchronize images, it always im-
plies a synchronization between execution �ows of several images.
�is may lead to idle times on one or more images, waiting for a
slower image to reach the synchronization statement.

In order to reduce this phenomenon as much as possible, the
standard Fortran 2015 de�nes a new extension called events. Events
provide a convenient mechanism for ordering execution segments
on di�erent images without requiring that those images arrive at
synchronization point before any is allowed to proceed. �is feature
implements a �ne grain synchronization mechanism based on a
limited implementation of the well known semaphore primitives.
A set of one event post and one event wait statements on the
same event variable de�ne a segment.

3.2 Communication Methods
With coarrays, there are essentially three alternatives for moving
data among images: a) get operation, b) put operation and 3) remote-
to-remote operation.

In a get operation, the remote part is represented on the right-
hand side of the assignment and the entire transfer is supposed to be
blocking because the operation is subject to the semantic of normal
Fortran assignment. In this case, there is no possible overlap on the
origin image but, compared to a classic MPI two-sided approach,
the target image can be busy doing computation while the origin
image is performing a get operation. In order to implement this
approach e�ciently, using a �ne grain synchronization mechanism
(like events) is critical. In fact, the original image performing the
get operation needs to know whether the data can be transferred
safely or not.

�e put operation represents the most suitable means to obtain
computation/communication overlapping; in fact, the result of a
put must be visible to the target image at the beginning of the next
segment, and therefore there is no need for blocking on either sides
(because of the one-sided semantic, the target image need not be
explicitly aware of the communication during a put). In a segment
composed by a computation and a communication part, moving the
put operation at the earliest possible stage of the segment provides
the largest opportunities for overlapping.

In the remote-to-remote approach, the Fortran assignment has
remote references on both sides. �e image that perform this kind
of operation is usually considered a “monitor” that moves data
from one image to another with good chance of overlapping on the
computation in progress on both images.
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stat= present stat= not present
Image Ctrl Stmt continue terminate with error
CAF Operation continue continue

Table 1: Program behavior in case of failures based on stat=
attribute presence

4 FAILED IMAGES DESCRIPTION
�e failed images feature provides a way to detect whether one or
more images have failed during the execution by adding a new im-
age status, three intrinsic functions, one statement and few changes
to the usual coarray syntax. To fully understand these changes,
it is important to keep in mind that failed images aims to make a
coarray program aware of the fact that failures may happen. �is
means that a coarray operation, like a transfer or a barrier, may not
end up correctly and the user must have a way to check it. �e most
natural and already standardized way to check whether a coarray
operation is involved with a failed image is via a stat= a�ribute,
as for IO operation and allocate statement.

Every coarray operation relies on an optional status variable,
passed as argument, that gets de�ned according to the outcome of
the operation. �e programmer is supposed to check the value of the
status variable a�er every coarray operation and image execution
statement (e.g. sync all); in case a failure has been detected, the
programmer can use the new intrinsic functions to detect which
images have failed and adjust the execution �ow accordingly. �e
stat= a�ribute is optional for both image control statements (e.g.
sync all) and coarray operations (e.g. “puts” and “gets”). Such
a�ribute is necessary to check the correct behavior of the routine.
If no failures or errors occur the stat= a�ribute, if present, is set
to zero. When stat= a�ribute is omi�ed and there is a failure,
calls to image control statements will cause the entire program
to terminate with an error condition. On the other hand, calls to
coarray operations like “puts” and “gets” will not cause a crash, as
summarized in Table 1. However, coarray operations to and from a
failed image, with or without the stat= a�ribute, cannot complete
successfully; in such a case, the Fortran standard requires the “puts”
to not have e�ect and the “gets” to return unde�ned data.

When stat= a�ribute is present, the status variable will be set to
one of three possible values: 1) zero in case the execution is success-
ful; 2) STAT STOPPED IMAGE if the operation is involved with an
image that has initiated normal termination (called stopped image);
3) STAT FAILED IMAGE if the operation has involved a failed im-
age. A failed image is one that has ceased participating in program
execution but has not initiated termination, for example because
the node where the image was running crashed due to hardware
failure. In the CAF model, failed images remain in that state for
the remainder of the program execution (i.e. CAF does not try
to address recoverable, temporary issues like packet loss due to
network congestion).

�e conditions that cause an image to fail are machine dependent.
�e exact value of STAT STOPPED IMAGE and STAT FAILED IMAGE
are constant and machine-dependent and they are de�ned in the
ISO FORTRAN ENV module.

Once the user-program detects a failure using the stat= a�ribute,
the most convenient way to get the list of failed images is through
the failed images intrinsic function. �is function simply returns
an array of integers representing the indexes of the images that have
failed from the beginning of the execution. In order to check for
possible stopped images, the stopped images intrinsic function
is also provided; similar to failed images, it returns the list of
stopped images since the beginning of the execution.

It is also possible to check the status of a group of images using
the images status(images) function. �is function allows one
to check the status of a group of images, de�ned by the image
index speci�ed by the argument passed to the function. Because
the function is de�ned as ”elemental” by the Fortran standard, if
an array of integers is passed as argument, the same function is
applied to each element of the array.

5 MPI USER-LEVEL FAILURE MITIGATION
To address the growing interest in fault-awareMPI, a working group
has been formed in the context of the MPI Forum. �eir User-Level
Failure Mitigation (ULFM [2]) features the basic interface and new
semantics to enable applications and libraries to repair the state of
MPI and tolerate failures. ULFM adds a small set of new routines
to the MPI-3 standard allowing to detect failures, propagate the
information about failures to other processes and recovery from a
failure.

ULFM focuses on the so called fail-stop failures: unrecoverable
failures that interrupt the execution of the application. �ese in-
clude all hardware faults, and some so�ware ones. Much more
di�cult to detect are the so called silent errors, namely a silent data
corruption. Although possible, the detection of silent errors re-
quires an arbitrary detection latency (not immediate), which makes
hard to manage this class of errors.

ULFM was built around three concepts: 1) simplicity, the API
should be easy to use in most common scenarios; 2) �exibility,
the API should allow varied fault tolerant models to be built as
external libraries; 3) absence of deadlock, no MPI call can block
inde�nitely a�er a failure, but must either succeed or raise MPI
error. In order to implement this mechanism e�ciently, two major
pitfalls should be avoided: 1) permanent monitoring of the health
of peers that a process is not actively communicating with and 2)
expensive consensus required for returning consistent errors at all
ranks. �e operative principle is then that errors are not indicative
of the return status on remote processes, but are raised only at
a particular rank, when a particular operation cannot complete
because a participating peer has failed.

Failure Noti�cation. �ere are two main mechanisms used by
UFLM to notify a process that a failure happened: 1) return codes
and 2) error handlers. In the �rst case, the developer is supposed
to check whether an MPI function returned MPI SUCCESS or an
error code. In the second case, a speci�c callback function a�ached
to the communicator is invoked automatically before returning
from an MPI function if an error occurs. Failure detection (also
called failure noti�cation) in ULFM involves only processes partici-
pating in the communication with dead processes. �is minimal
noti�cation system allows the library/application to de�ne the
scope of a failure (deciding which processes should be noti�ed)
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based on the application needs. When a failure gets detected by
a process, there are essentially two routines that should be called:
MPI COMM FAILURE ACK and MPI COMM FAILURE GET ACKED. Both
are local routines, the �rst one gives the users a way to acknowl-
edge all locally noti�ed failures on a speci�c communicator; the
second one returns a group of failed processes that have been lo-
cally acknowledged as failed by MPI COMM FAILURE ACK. �ese two
functions can be combined to get the list of all failed MPI ranks.

Error Propagation. If the application requires that all the pro-
cesses belonging to a speci�c communicator should be noti�ed
about a failure, ULFM provides a function called MPI COMM REVOKE
that can be used for this purpose. MPI COMM REVOKE is locally non-
collective but it has a collective e�ect: it revokes a communicator
and interrupts all operations on comm (future or active, at all ranks)
by raising MPI ERR REVOKED. Once a communicator has been re-
voked it cannot be used anymore.

Error Recovery. If the developer wants the application to keep
running, excluding the dead processes from the communicator, an
error recovery procedure must be executed. ULFM provides two
functions for this purpose: MPI COMM AGREE and MPI COMM SHRINK.
�e �rst function performs a fault-tolerant consensus between all
living processes in the associated communicator and consistently
return a value and an error code to all living processes. It is used
to make sure that all living processes in a communicator have the
same view of the application status. �e second function creates a
new communicator by excluding all known failed processes from
the parent communicator. Once the new and smaller communicator
has been created, the application can decide to keep going with
a smaller number of processes, spawning new processes that will
replace the dead ones or use spare processes.

It should be noted that not all recovery strategies require all of
these features. For example, in an application that implements a
Monte Carlo simulation, organized in a master-worker fashion, if a
slave process dies only the master will be noti�ed. Once the master
has acknowledged the failure, the other processes do not need to be
noti�ed and the communicator does not need to be shrunk. ULFM
is not a recovery strategy but a minimalistic set of routines for
implementing recovery strategies as simple or as complex as the
application developers see �t.

6 FAILED IMAGES IMPLEMENTATION IN
OPENCOARRAYS

OpenCoarrays [7] is an open-source so�ware project for developing,
porting and tuning transport layers that support coarray Fortran
compilers. It targets compilers that conform to the coarray parallel
programming feature set speci�ed in the Fortran 2008 standard.
It also supports several features proposed for Fortran 2015 in the
dra� Technical Speci�cation TS-18508 “Additional Parallel Features
in Fortran” [9]. OpenCoarrays uses a 3-clause BSD-style open-
source license to facilitate its incorporation into free and proprietary
compiler so�ware and it is currently used by the GNU Fortran
compiler. OpenCoarrays de�nes an application binary interface
(ABI) that translates high-level communication and synchronization
requests into low-level calls to a user-speci�ed communication run-
time library. �is design decision liberates compiler teams from

hardwiring communication-library choice into their compilers and
it frees Fortran programmers to express parallel algorithms once,
and reuse identical CAF source with whichever communication
library is most e�cient for a given hardware platform. At the time
of this writing, OpenCoarrays covers almost all the Fortran 2008
coarray features, as well as most Fortran 2015 features including
events, collective/reduction, new atomic intrinsics and failed images.

Since the �rst release of OpenCoarrays (August 2014), the widest
coverage of coarray features was provided by a MPI based run-time
library (LIBCAF MPI). Because of the one-sided nature of coarrays,
99% of the run-time library uses MPI one-sided communication
routines based on passive synchronization. We extended this MPI
based run-time library with the new interfaces proposed by ULFM.

At initialization time, an error handler function gets a�ached to
the communicator used by OpenCoarrays (a duplication of
MPI COMM WORLD).�e error handler function gets invoked automat-
ically when an MPI function gets noti�ed that a failure occurred.

�e error handler gets the list of failed images currently de-
tected by the image (not global view), using a combination of
MPI COMM FAILURE ACK and MPI COMM FAILURE GET ACKED as ex-
plained in Section 5.

A�er updating the list of failed images, the handler function
tries to build a new communicator and get a consensus among the
living images. As explained in Section 5, the recovery and con-
sensus operations can be implemented with the MPI COMM AGREE,
MPI COMM SHRINK functions. Once the new communicator has been
built a call to the MPI Comm split function is needed to reassign
the same original ranks to the surviving images.

7 FAULT DETECTION AND RESILIENCE
As already mentioned in Section 4, failed images allows program-
mers to detect failures in a coarray application but it does not
provide any prede�ned way to implement a recovery strategy to
keep the program running. Snir et al. [15] de�ne resilience in
exascale computing as the collection of techniques for keeping appli-
cations running to a correct solution in a timely and e�cient manner
despite underlying system faults. “Correct”, “timely”, and “e�cient”
are context-dependent. In some contexts “correct” may mean “bit
reproducible”; in another context, it could mean “within a rounding
error”. “Timely” and “e�cient” are relative rather than absolute (as
in before the hurricane arrives and within our power budget).

In most scienti�c applications, detecting failures is not su�cient
to guarantee resilience. For example, in a structured grid problem
every image computes a part of the grid and exchanges the halo
regions with the neighbor images. If one or more images fail during
the execution it is hard to rearrange the grid among the surviving
images and restart the computation from where it stopped. A
possible solution to deal with this sort of problems is to use spare
images able to replace the failed images without rearranging the
grid among the surviving images. �e group of spare images should
be idle while the active images are working; once one or more
failures strike, the group of active image should be reformed by
replacing the failed images with the spare images. Note that the
data belonging to an image must be saved somewhere (on disk or
in memory on a “buddy” image) in order to restart the computation
from where it stopped at the moment of the failure (or rather, some
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time earlier). �e Fortran 2015 standard provides a new feature
called teams that allows programmers to execute more e�ectively
and independently parts of a larger problem by grouping the images
into non-overlapping teams. �e combination of failed images and
teams can be e�ective for designing and implementing resilient
applications. In this paper we present only the failure detection
capability provided by failed images; the combination of failed
images and teams are already under study and the results will be
part of a future work.

8 RESULTS
In order to test the implementation of failed images in GFortran
and Opencoarrays, we wrote and run a fault tolerant version of a
very simple parallel prime number sieve. �e test case has been
run on Cheyenne, the new NCAR supercomputer equipped with
145,152 Intel Xeon E5-2697 v4 processors running at 2.30GHz in
4,032 dual-socket nodes (36 cores/node) and 313 TB of total memory.
�e network is a Mellanox EDR In�niBand high-speed intercon-
nect, organized in a Partial 9D Enhanced Hypercube single-plane
topology. At the moment, there are two main MPI implementations
that support the ULFM extensions: MPICH and OpenMPI. Since
version 3.2, it is possible to use the ULFM with MPICH just passing
the --disable-auto-cleanup �ag at execution time.

�e failed images support is already included in gcc-7+ and
OpenCoarrays-1.9.0+.

8.1 Fault Tolerant Parallel Primality Test
Before providing the description of the implementation it is worth
to stress again that failed images provides amechanism for detecting
failures and thus implementing a recovery policy that leads to “fault
tolerance”. For this simple test case, “fault tolerance” is achieved by
repeating elsewhere the computation of the images that failed. �e
prime numbers produced by the each image are periodically saved
on all other images, so the computation that needs to be repeated
is not the whole range. In this simple test case, the “resiliency”
de�ned in Section 7 is achieved by assigning the computation that
was supposed to be performed by the failed image(s) to all the
surviving images.

For sake of simplicity, the primality test used for testing a num-
ber is the naive trial division algorithm. Given an integer n, the
algorithm checks whether any prime integer m from 2 to sqrt(n)
evenly divides n. If n is divisible by any m then n is composite,
otherwise it is prime. In order to exploit parallelism, we decided to
divide the entire range of integers to test in sub-ranges; within a
sub-range, the images are free to test the integers independently.
At the end of every sub-range all the images synchronize and ex-
change the prime numbers that they have found. By doing so every
image has a complete list of all the prime numbers found so far. �is
redundancy is required in order to ensure fault tolerance in case
one or more images fail during the execution. At the beginning of
the execution all the images initialize the list of prime numbers by
checking a short range of integers (e.g. from 2 to 100). �e upper
bound of this range decides the sub-range width which will be the
square of the upper limit. In Figure 1 we show an instance involving
5 images, the range of integers to check goes from 2 to 50000 and
the initial list of integer goes from 2 to 100 on every image. �e

upper limit of every sub-range is �xed to 10000 (square of 100, the
upper limit of the initial list) in order to guarantee that every image
in the �rst sub-range has enough prime numbers available for a
valid primality test.

Keeping the sub-range width �xed to 10000 integers for all the
sub-ranges di�erent from the �rst is not required but it makes the
application more robust in case of failures. In fact, for checking
the second sub-range of integers, namely the one that goes from
10001 and 20000, the trial division algorithm only requires the prime
numbers contained in the range of 2 to 141, whereas at the end
of the �rst sub-range all the prime numbers less than 10000 are
shared, and a much greater sub-range could be used. However, that
would result in a quadradically increasing size of the sub-ranges,
with quadratically less frequent synchronizations. Keeping this
frequency constant is be�er from the point of view of detecting a
failure sooner and having less work to replicate. On the other hand,
using wider sub-ranges can improve the performance by reducing
the penalty of frequent communication and synchronization in case
no failures occur.

If one or more failures occur, the surviving images repeat the
computations that were assigned to the missing images; for wide
sub-ranges the entire application may incur in signi�cant slow
down that expose the same sub-range to a higher probability of
failures.

Figure 1: Parallel Trial Division

8.2 Performance Comparison
We ran a number of test cases, with process count ranging from
16 to 128, to search for all prime numbers less than 10 million. We
tested both correctness and performance, both in absence and in
presence of failures. �e failures have been arti�cially introduced
in di�erent parts of the program using the fail image statement.
�e performance have been measured as the execution time for the
entire application.

For all the tests we ran, the �nal list of prime numbers has always
been correct.

In Figure 2 we report the execution time of the parallel trial
division program with and without failures, striking in di�erent
moment of the overall computation. For this speci�c test we decided
to assign 16 images per compute node on Cheyenne.

�e scalability of this program is strictly related with the width
of the sub-range. In the scenario represented in Figure 2, every sub-
range is 8192 integer wide. For the case with 128 images running,
every image has 64 integers assigned, if no failure occurred, before
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Figure 2: Fault Tolerant Trial Division

a communication phase is needed. Because we decided to assign
only 16 images per node, the cost of inter-node communication
and the small amount of computation for each image, scalability
beyond 64 images is poor.

From Figure 2 it is clear that one or more failures will have a per-
formance impact, as expected since it is obvious from the algorithm.
In fact, as described in Section 8.1, all the remaining images will
perform the computation which would have been performed by
the failed image. �erefore, the impact is larger when the failure is
early during the execution, as opposed to when it is late. �is is be-
cause in the la�er case the failed image has already performed and
shared the results for the early sub-ranges, and the other images
need to take care only of the late sub-ranges. In case of an early
failure, instead, more sub-ranges need to be computed by every
one else. �e e�ect is even more dramatic in case of two failures,
since in that case the number of sub-ranges needed to be computed
by every other image is doubled.

Of course an application developer could devise smarter strate-
gies to mitigate the performance impact, such as further diving
(instead of duplicating) the work of the failed images, but an analy-
sis of such strategies is beyond the scope of this paper.

9 CONCLUSIONS AND FUTUREWORK
In this paper we presented the implementation of failed images in
the GNU Fortran compiler and OpenCoarrays based on the ULFM
proposal. We provided a working example of a fault tolerant parallel
primality test and showed the performance impact of failures during
the execution. Currently, GNU Fortran with OpenCoarrays is the
only available compiler providing support for failed images.

�e presence of a fault detection support in GNU Fortran and
OpenCoarrays allowed us to experience for the �rst time the chal-
lenges of fault tolerant algorithm design. In the future we plan
to implement a fully functional version of teams compatible with
failed images. Such a combination will make possible to design
much more resilient algorithms, as explained in Section 7.
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