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C o m p u t e r s  i n  

M e t e o r o lo g y :  

P r o s p e c t s  

a n d  P r o b le m s

This, the third issue of Atmospheric 
Technology, is devoted to the theme of 
computing in the atmospheric sciences. 
No one needs to be reminded of the 
tremendous impact on our science of 
modern computers in the early fifties. 
M eteorology has perhaps benefited 
more than most other sciences because 
of the vast computational needs of day- 
to-day forecasting and the even larger 
research problems. Modeling of the 
global circulation and of the dynamics 
and microphysics of thunderstorms are 
just two among numerous subject areas 
in which dramatic advances have been 
made. The next-generation computer, 
which we hope to have in operation by 
early 1976, will play a vital part in this 
revolutionary process.

But the impressive progress in com
puter technology and application has 
n o t been without its hazards. For 
example, the increasing sophistication 
of numerical models emphasizes the 
deficiencies of our observational capa
bilities. In many cases the real data 
required either as initial input to a 
model or as a means of validating it are 
unavailable or inadequate. Since a 
model alone is no more than an unsub
stantiated hypothesis, one must pause 
periodically to make sure that the move 
towards ever bigger and more complex 
models is accompanied by adequate 
plans for testing them against actual 
observations. The point is clear: ob
serv ing  te c h n iq u e s  and computer 
modeling must advance hand in hand if

we are to attain true understanding of 
the atmosphere.

Interestingly enough, the computer 
itself is at the heart of many modern 
advances in observational techniques. 
Without it we could hardly digest the 
data from a brief aircraft flight, let 
alone the massive data set flowing from 
complex programs such as the National 
Hail Research Experiment (NHRE) or 
the forthcoming GARP Atlantic Tropi
cal Experiment (GATE). Indeed, the 
advent of mini-computers has already 
begun to alter the complexion of experi
mental meteorology. Their use in auto
matic control of experiments, in data 
formatting and housekeeping, and in 
real-time analysis and display of data 
fields both optimizes and extends our 
observational capability. This is but a 
hint of the many exciting things we may 
anticipate in the years ahead.

NCAR is especially pleased to have 
been able to participate in these con
tinuing advances and to have served the 
a tm o sp h e ric  sc iences com m unity 
through its Computing Facility. We 
hope to serve you even better and more 
conveniently in the future with two new 
developments: the implementation of 
remote access to our computers by early 
1974, and, pending funding approvals, 
the installation of an Advanced Com
puter for Array Processing (ACAP) by 
the spring of 1976. The latter is ex
pected to provide at least a six-fold 
increase in our computing power while 
the former will virtually put all the

NCAR computers at your doorstep. 
Detailed information on the remote 
access system will become available in 
the months ahead.

While some of those responsible for 
the fine reputation enjoyed by the Com
puting Facility are identified in the 
articles which follow, we could not 
close without expressing special appre
ciation to the key people who have 
contributed so much to its success—  
past managers, Glen Lewis, John Gary, 
and Ted Hildebrandt; acting manager, 
Paul Swarztrauber; and two of our 
leading staff members, Paul Rotar and 
Jeanne Adams. Without the imaginative 
and dedicated leadership of these in
dividuals, and the support of the staff at 
large, NCAR could not have achieved its 
present stature in atmospheric com
puting.

/
( J J .

John W. Firor
Director
NCAR

(X0

David Atlas 
Director
Facilities Laboratory

2



T h e  S t r u c t u r e  o f  

t h e  C o m p u t i n g  F a c i l i t y

The purpose o f the NCAR Com puting 
Facility is to provide the m ost effective 
com puting service available to the a tm o
spheric science com m unity. Last year, we 
provided service to over 300 scientists from 
110  in stitu tio n s throughout the world. 
Although we recognize that quantity  is not 
always an accurate measure o f  scientific 
con tribu tion , we are nevertheless proud to 
have served such a wide com m unity, and 
resolve in the future to exceed past levels o f 
service bo th  in quantity  and quality.

The purpose o f this prologue is to in tro 
duce you to  the structure  o f the Com puting 
Facility and some o f  the individuals who 
play a m ajor role in providing its services. 
R ecently, we structured  our operation into 
six sections, which will be briefly described.

The System s  section is managed by Paul 
R otar and is responsible for the developm ent 
and m aintenance o f the systems software. 
The group has con tribu ted  significantly to  
the plans o f the Com puting Facility, partic
ularly in the area o f com puting hardware. 
For exam ple, they are currently  involved in 
planning our rem ote processing capability; 
present plans include the installation of a 
buffer com puter with auxiliary disk storage 
in late fall and the beginning of rem ote p ro
cessing early next year. We believe that this 
configuration will better serve the university 
co m m u n ity  by providing the flexibility 
required to handle a wide variety o f line 
speeds and com m unications protocols. The 
use o f a buffer com puter will not degrade 
the existing 7600/6600  system .

The Training, D ocum entation, and Uni
versity Liaison  section is managed by Jeanne 
Adams. Jeanne has the responsibility o f 
training new Com puting Facility s ta ff and 
frequently  finds o ther NCAR sta ff attending 
her seminars. She is also responsible for our 
sum m er student fellowship program , which 
is described later in this issue. Her form er

students are now established as professors in 
any num ber o f atm ospheric science depart
m ents across the country ; their students, in 
tu rn , are now beginning to a ttend  our stu 
dent program.

Thorough docum entation o f our services 
is essential to effective use o f our facility, 
and will be particularly im portant with the 
advent o f  rem ote use. The University Liaison 
Office will be m anned continually during 
working hours to answer any questions that 
visitors may have. This office will m aintain 
our program  library as well.

The A pplied  M athem atics and Library 
D evelopm ent section is managed by Alan 
Cline and is responsible for research, consul
t a t i o n ,  a n d  sem inars on m athem atical 
problem s in the atm ospheric sciences. A lan’s 
s ta ff has worked closely with atm ospheric 
scientists during the developm ental stages o f 
their problem s and often  this cooperation 
has led to coauthorship. Problems in the 
atm ospheric sciences have also m otivated 
individual research in num erical analysis and 
the Com puting Facility has con tribu ted  to 
the state  o f the art in certain areas. This sec
tion is also responsible for the developm ent 
o f  applications subprogram s. NCAR is a test 
site for the Argonne EISPACK Library and 
also subscribes to  the 1SML scientific sub
program library.

The A pplications Programmers section is 
managed by Joe Oliger. It comprises four 
groups, each of which is associated with one 
o f  the divisions o f NCAR: A tm ospheric 
Analysis and Prediction, Atm ospheric Qual
ity  and M odification, High A ltitude Observa
to ry , and Facilities L aboratory. Each has a 
Group Head who is responsible for the 
assignment and evaluation of the program 
mers, who are assigned to  projects rather 
than to individual scientists. The m ajority o f 
the program m ers are on the Com puting 
Facility staff, which perm its flexibility and 
variety in their assignments. This has co n tri
bu ted  to  low turnover and to a w ealth of 
experience in solving problem s that occur in 
the atm ospheric sciences.

The Data Analysis section, managed by 
Roy Jenne, is responsible for procuring and 
m aintaining many o f  the data sets necessary

for NCAR research. Within the Com puting 
Facility it serves as a general data facility 
and cooperates closely w ith the Systems and 
Operations sections to establish and m ain
tain a data archive. R oy’s section will be 
involved with the data from various GARP 
e x p e r im e n t s — DST, GATE, TWERLE, 
ACE, and FGGE. Its m em bers will also p ro
vide programming support to  the NCAR 
group which is being established for the 
purpose o f processing the GATE aircraft 
data. In addition to assisting NCAR sta ff and 
visitors to obtain their data, the group also 
provides a num ber o f data tapes to meet 
requests from university scientists. Last year, 
requests came from  15 universities and eight 
o ther research laboratories.

The Operations section is managed by 
Bob Biro; it represents a prim ary interface 
with the user and is dedicated to  providing a 
service which enables the user to be as p ro
ductive as possible. Bob’s section is divided 
into com puter operations, keypunch, and 
microfilm  groups. In com puter operations, 
the jobs are com pleted through a m ulti
process, batch-processing system . In addition 
to processing the user jobs, the sta ff provides 
services such as assigning m agnetic tape and 
supplying inform ation on com puter w ork
load so that each user can schedule his time 
efficiently. The microfilm  sta ff provides 
rapid and high-quality film processing and 
can assist the user in special requests such as 
movie-making. The keypunch group prepares 
data and programs for users and will also list, 
in terpret, and reproduce data on the unit 
record equipm ent. This equipm ent is also 
available for individual use.

Several articles in this issue o f A tm o 
spheric Technology  discuss our services in 
greater detail. If in the future you should 
require a com puting resource, we hope that 
you will not hesitate to  provide us with the 
opportun ity  to serve you.

Paul N. Swarztrauber 
Acting Head 
Com puting Facility
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T h e  N C A R  O p e r a t i n g  S y s t e m  
a n d  

A s s o c i a t e d  C o m p u t e r  H a r d w a r e

Paul Rotar

NCAR’s present computer complex 
started with the Control Data 6600 
system, shown (without its terminal 
equipment) on the left in Fig. 1. As we 
planned its growth we attempted to 
obtain a configuration of peripheral 
equipment that could parallel the hard
ware available on the original machine. 
Similar hardware configurations (but 
with increased capacity) offered some 
nice advantages; most important was the 
fact that users familiar with the original 
machine would profit from increased 
computing power without having con
ceptual difficulties in using the new

hardware. If either computer were 
inoperative, most users would be able to 
continue on the active machine. Similar 
configurations can be linked and the 
software can run those jobs which are 
independent of hardware in such a 
manner as to provide a balanced load.

In principle, the two systems are 
symmetrical with respect to available 
hardware devices, except for the large 
core memory (LCM) of the 7600. In 
p rac tice , d ifferences in hardware 
capacity may disrupt the apparent 
symmetry. If a very large number of 
data words— in excess of the drum

capacity of the 6600— are to be moved 
from rotating storage through the com
puter on each iteration of a program, 
then the 7600 must be used instead of 
the 6600 because its drum capacity is 
nearly 20 times as great. Also, the use of 
the TLIB options which were imple
mented around the very large 7600 disk 
capacity and the LCM of the 7600 can 
only operate on the 7600.

Table 1 lists the characteristics of 
supporting  or peripheral hardware 
items. Each machine has identical or 
equivalent devices except for the ter
minal hardware and the proposed mass

Figure 1

Terminal Access Configuration



Table 1
SUPPORTING HARDW ARE TYPES AN D  SPECIFICATIONS

6600 7600

I/O Station One 405 Card Reader: 1,200 cards/min 
Tw o 501 Line Printers: 1,000 lines/m in 
One 415 Card Punch: 250 cards/m in 
One 853 D isk Pack

Capacity: 24.5 m illion  bits 
Latency: 12.5 msec 
Access: 95 msec
M axim um  Data Rate: 1.2 m illion  bits/sec

Same
Tw o 512 Line Printers: 1,200 lines/m in
Same
Same

Rotating

Storage
Six 861 Drums

Capacity: 25 m illion  b its  each 
Latency: 17.5 msec 
Access: 17.5 msec
M axim um  Data Rate: 6 m illion  bits/sec

Tw o 7638 Disks
Capacity: 4.8 b illio n  bits each 
Latency: 17.5 msec 
Access: 85 msec
M axim um  Data Rate: 4.2 m illion  bits/sec

Tapes Eight 607 Tape Drives (seven-channel) 
M axim um  Forward Speed: 150 in./sec 
M axim um  Transfer Rate: 0.12 m illion  

characters/sec

Same

Film  Unit 

(COM)
One dd80 5-jxmsec m in vector to  45 idsec 

fu ll line vector 
8 /isec/character, 1 msec/line

Same

Console

Scopes
Dual 10-in. Display

Each u n it 64 characters X 64 lines 
A rb itra ry  refresh determined by software

Single-Tube Display w ith  80 characters 
X 50 lines
Refreshed 50 times/sec

storage device which we hope to add in 
the future. Each machine also has a 
m em ory, a central processing unit 
(CPU), and a set of peripheral pro
cessing units (PPU). A discussion of 
some of the more interesting aspects of 
each of these components follows. 
Some aspects of the capacity or organi
zation of components that are unique 
and result from NCAR’s software design 
will be noted.

Memory Capacities

Both computers have a small core 
m em ory (SCM) of 65,536 60 - bit 
words. The 7600 SCM is organized into 
32 2,048 - word banks with a 275 - nsec 
read/write time and a maximum transfer 
rate of 27.5 nsec/word. The 6600 SCM 
has 16 4,096 - word banks with a 
1 - jusec read/write time and a maximum 
transfer rate of 100 nsec/word. The 
7600 SCM has four parity bits per word, 
while the 6600 SCM operates without 
any hardware checks.

About 55,000 of the 6600’s 65,000 
SCM words are available for a program 
and its buffers. If the terminal package

is active, this number will be about 
51,000. On the 7600 about 53,000 
words are available and buffers are 
placed in the LCM. A user whose pro

gram fits very tightly into the SCM may 
prefer to have his problem execute on 
the 7600.

The 7600’s LCM has a capacity of
5 1 2,000 60 - b it words w ith a 
1.76 - /usee read/write time. It is parity- 
checked like the SCM and has the same 
maximum transfer rate. Although each 
reference reads eight words simul
taneously, single words can be fetched 
or stored by means of a buffer register. 
There is a set of subroutines in the 
FORTRAN library that requests or re
leases and directly accesses the LCM. 
This use of the LCM should be carefully 
considered since a program for which 
these subroutines are engaged must 
remain on the 7600. A better means of 
LCM access is the BRANRD routine 
which allows the LCM to be simulated 
on the 6600 drums so that the user can 
avail himself of either machine. NCAR’s 
operating system uses the LCM to great 
advantage by associating large LCM 
areas with each logical I/O device 
assigned to rotating storage. This utiliza
tion is independent of programming; it 
often reduces PPU time considerably 
and improves throughput for every 
program run on the 7600. If a data set



or file has fewer than 1.65 million char
acters, all rotating storage activity can 
occur directly in the LCM if the user 
wishes.

Performance

The rates at which the two machines 
can execute instructions is interesting. 
Most programs will execute five to six 
times faster (CPU times) on the 7600 
than on the 6600, yet the basic memory 
speeds differ by only 3.6 to 1. More 
efficient instruction issue and execution 
processes on the 7600 (about 11 million 
instructions per second vs 2.0 to 2.5 
million for the 6600) are responsible for 
the difference.

Both machines have 24 registers that 
tend to minimize references to memory 
and are involved in all CPU processing. 
The registers are divided into three 
groups: address, index, and operand. 
Placing an address into address registers

Al through A5 will cause data to be 
moved from the SCM to the correspond
ing ‘X’ or operand register. If the ad
dress register is A6 or A7, data are 
moved from the corresponding X regis
ter to the SCM. The index, or B, regis
ters provide flexibility in address arith
metic and program control, while the X 
registers are the principal data-handling 
registers for computation. All 60 - bit 
data operands originate and terminate in 
the X registers. All 24 registers provide 
data to a group of functional units that 
perform the fundamental operations 
th a t occur in the CPUs of both 
machines.

D ifferences in organization and 
scheduling of functional units provide 
the 7600 with its largest performance 
advantage over the 6600. The functional 
units on the 7600 operate in a pipeline 
mode, i.e., they are segmented to allow 
new operands to be accepted every 
clock cycle (except multiply and divide)

so that the different segments of the 
functional unit can be kept busy. Data 
moving through the segments arrive at 
the end of the pipe in proper order to 
separate the results. The multiplier can 
accept a new operand pair every other 
clock cycle. The divide is not segmented 
but depends on an algorithm. By con
trast, the 6600 functional units can be 
working on only one operand pair at a 
time. The issue of instructions to these 
units is controlled by a scoreboard that 
decides whether or not a unit can begin 
and schedules the result to the selected 
destination register.

The 7600 instruction stack also pro
vides a performance advantage over the 
6600 stack. Instruction stacks are im
portant when short program loops are 
handled, since the machine must access 
core only once to get instructions which 
will be executed many times. The eight- 
word 6600 stack allows seven words of 
instructions for program loops. The
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12-word 7600 stack allows ten words 
for loop execution. Instruction and data 
flow to and from memory, including 
functional units and registers, are dia
grammed in Fig. 2.

Peripheral Processing Units

The PPUs perform I/O tasks at the 
request of the central processor. The 
6600 has ten PPUs, each with 4,096 
12 - bit words of storage with a 1 - /xsec 
cycle time. At NCAR four PPUs are 
assigned to interrupt-generation, opera
tor’s console driver, intermachine com
munication, and terminal use. Six func
tion as a pool of processors to drive the 
other devices listed in Table 1. All ten 
PPUs share access to 12 12 - bit data 
channels. Seven of these channels are 
assigned to the equipment in Table 1, 
and four serve pool functions. The 
remaining channel is the 6600’s only 
clock: it is a 1 - /isec binary counter 
which the software samples to produce 
a 1 - msec interval clock, the wall clock, 
and a decrementing time slice control. 
The PPUs have instructions that directly 
access the SCM. In addition, the ability 
to start a process in the CPU is reserved 
for the PPUs (later model machines are 
different). The CPU is started when a 
PPU issues an exchange jump (EJP) in
struction causing the contents of 16 
cells of the SCM to be moved to the 
CPU’s registers. Communications to the 
CPU from the PPUs are either through 
the PPUs’ ability to reference the SCM 
or through the EJP instruction.

The 7600 has 12 PPUs, each with 
4,096 12 -bit words of storage and a 
275 - nsec cycle time. One of these 
processors, the maintenance control 
unit, spends its time scanning the ac
tivity of the other 11 processors and the 
CPU. It detects and displays error condi
tions arising in any of the other pro
cessors. It is a prime tool in the main
tenance of the 7600. The 11 other 
processors are dedicated to the sup
porting hardware in Table 1. The exact 
PPU involved can be determined from 
the numbers in Fig. 1. These PPUs can
not directly reference the SCM and can 
only influence the EJP activity through 
the behavior of the multiplexer that sits

between PPU data channels and the 
SCM. Each 7600 PPU has eight data 
channels; one is dedicated to the main
tenance control unit and another to the 
multiplexer that controls the flow of 
data from a PPU to the SCM. The other 
six channels may be used to effect data 
flow from a supporting hardware item 
into a PPU memory. A pair of PPUs is 
required to handle each of the disk files. 
Two data channels in each PPU handle 
data from the disk, two more transmit 
control information to the disk, and 
another channel in each PPU merely 
conveys switching information to its 
partner.

The data channels in the PPUs on 
both machines operate in an unbuffered 
mode. A PPU that is sending or re
ceiving data on a channel cannot initiate 
the operation and then go about other 
business while awaiting an interrupt at 
the operation’s end. It must tend to the 
data transmission until it is complete—  
unless the transmission is very slow and 
the channel can be sampled. The lack of 
a buffer ability and an interrupt system 
greatly influences software. Even with 
these restrictions, the PPUs are very 
fast, small computers and help to pro
duce an effective hardware/software 
complex.

System  Development

When we began to develop the 7600 
system in the summer of 1969, we con
trolled the 6600 hardware system with a 
monitor whose executive was located in 
a single PPU. This executive controlled 
all aspects of job sequencing, multi
programming, and I/O dispatching. It 
called on programs in the CPU and in 
the overlays to the nine other PPUs to 
help its activities. The ability of a 6600 
PPU to access any part of the SCM and 
control the transfer of the CPU’s regis
ters via the EJP instruction made this 
possible. This approach, however, had 
shortcomings: a single PPU had to scan 
the condition of the CPU and the other 
nine PPUs to decide what to do next. 
This scan time, coupled with any resul
tant activity, prevented the immediate 
recognition of a change of state by 
another PPU or the CPU. This delay in

response to CPU calls added a hidden 
overhead in the monitor’s operation. 
The 7600 architecture would not have 
permitted such an approach. The 7600 
was “CPU-centered,” whereas the 6600 
was ambivalent except for the conven
tional approach that would place all 
overhead into the PPUs, leaving the CPU 
to execute only users’ object codes.

It was our desire to produce 
operating system software that would 
overcome the architectural differences 
between the machines so that as much 
of the monitor code as possible could be 
used on either computer, thus reducing 
production costs. Since the greatest 
differences between the machines are in 
the PPUs, we concluded that the moni
tor’s executive should reside in the CPU 
of the host machine. It was also desir
able that a user’s program would consist 
of the same actual machine language 
instructions regardless of which machine 
was used for its execution— a measure 
th a t w ould guarantee consistent 
answers. With this in mind we set up the 
communication link between the user 
object program and the monitor so that 
only one cell in the user’s code would 
be dependent on the computer. This 
program to monitor the communica
tions area occupies the first four cells of 
a user’s area (see Table 2).

A job wishing to communicate with 
the monitor or some peripheral device 
executes a return jump to cell 2. Fol
lowing the return jump is a list of argu
ments or calling sequence describing the 
desired action. The program then exe
cutes a jump to one on the 6600 or an 
exchange jump on the 7600. On the 
6600 a dedicated PPU examines the 
program address register for the CPU. 
Within an average of 15 /isec the PPU 
will cause an exchange jump to occur 
which transfers control into the CPU 
monitor. The 7600 does this directly 
without a 15 - jusec scan loss, but both 
machines can now handle object pro
gram to monitor communications with 
only one cell requiring a change. A key 
concept in the system’s design was the 
dedication of a 6600 PPU to a very 
simple task— the sensing of the re
quirement and execution of CPU regis
ter swaps to leave a program and enter
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Table 2

M O N IT O R  C O M M U N IC A T IO N  LIN K

6600 7600

Cell 0 error link cell
1 EQ 1 XJ inform  system of call
2 return link
3 EQ 1 EQ 1

COMMON TO BOTH MACHINES

4
■

firs t location o f program

•
1

typical user to  m onitor call

10 RJ 2 transfer control to cell 3, leaving return to  cell 2

11 — JP 15 continue to  return from  m onitor

12 EQ OP code indicating operation desired

EQ 1

13 EQ UNIT pointer to cell containing logical un it number

EQ STATUS pointer to cell where system w ill place operator's result

14 EQ FWA pointer to  firs t word involved in data transmission

EQ LWA+1 pointer to  last word involved in data transmission

15 ►  ™ — continue on return from  m onitor

the monitor, or to return to a program 
at the completion of monitor activity.

Having decided on a CPU orientation 
for the monitor or executive as the best 
to serve both machines, we divided the 
tasks to be performed into two groups: 
(1) those which would require the abil
ity to initiate input or output (I/O) or 
monitor function calls closely parallel
ing the activities of a user job, and (2) 
those in which the activity, once 
started, had to continue without inter
ruption. The former tasks were assigned 
to control points (CP); the latter tasks 
to a mode of operation called system. 
Later we discovered that the 7600 
would force the system mode to be split 
into two parts. A CP may be thought of 
as a normal job, and it includes the table 
entries that the executive maintains 
about a job. An executive control point 
is given a bit of latitude not enjoyed by 
a user job: it may examine and modify 
any required part of core. The activities 
of each of the five executive control 
points are as follows:

•  Control point 0 controls the se
quencing of user jobs at all other con
trol points, including most resource allo
cation functions.

•  Control point 1 controls the opera
tion of the I/O station equipment 
a ttach ed  to  the machine (reader, 
printer, and punch group of Fig. 1).

•  Control point 3 is the COSY (com
pressed symbolic) and modification 
manager devoted to editing input and 
user library files, as well as forming, 
printer, and punch and microfilm out
put files.

•  Control point 4 is the terminal 
supervisor.

•  Control point 5 is the idle or time
out routine that allows the monitor to 
have a home when further dispatch 
activity requires awaiting completion of 
all earlier I/O activity.
The parts of the executive that operate 
in “system mode” and do not properly 
belong to any control point are divided 
into two classes of activity, monitor 
functions and I/O-control.

Monitor functions enable a user’s pro
gram to communicate with some of the 
monitor’s tables, and prevent the acci
dental destruction of these tables. They 
include such options as reading the wall 
clock, obtaining the number of milli
seconds the program has executed; 
obtaining, lengthening, and releasing

buffer space to be associated with I/O 
activity; and modifying the program’s 
field length.

The executive maintains a queue of 
I/O requests which it allocates to the 
proper driver and dispatches in sequence 
as the driver becomes free. Each peri
pheral device has a central processor 
driver that controls access to the device, 
allocates space, and maintains a history 
of activity so that each user is properly 
isolated from all others.

The collection of routines forming 
the executive thus described is loaded 
into the two machines in ways that 
reflect each machine’s design. Table 3 
shows how the executive and user codes 
sit in each computer. To regain the 
space preempted by the 7600 for its 
interrupt and channel buffer areas, most 
of the table space required for the 
executive’s operation has been allocated 
to the LCM. A simple macro that can 
switch SCM references on the 6600 to 
LCM references on the 7600 was used 
throughout the monitor’s code for all 
table references, providing an assembly 
time switch that converts a 7600 execu
tive source program to a 6600 source 
program.

User programs are assigned space 
directly after the executive area and as 
many of these are moved into core as 
there is space. These jobs are multi
programmed, i.e., they occupy core 
together and each runs individually for a 
predetermined time slice of 100 msec. 
At the end of the time slice, control 
passes to another job. This allows effi
cient use of the CPU, since periods of 
unbuffered I/O activity in one program 
are covered by execution in another.

Sym m etry

The hardware/software system de
scribed places a heavy emphasis on the 
symmetry of the components. Insofar as 
we were able, we attempted to insure 
that a user could operate on either



7600 LCM

0 Tables Indexable 
by Control Point

7000 Exchange Pack Storage for 
System Control Points

7130 Rotating (Disk) Control Table

14100 I/O  Station Buffer

15100 Console Display Buffer

15200
Overlays to Executive Routines

23000
T LIB  List 

and Control Area

27000
Control Point 5 Buffer 

and Control Area

77000
Control Point 5 Image Space

177000 ;

Control Point n 
Buffer and Control Area

Control Point n Image Space

1750000
Unused LCM

Table 3 
CORE LAYOUT 

7600 SCM

0 Storage fo r Input/O utpu t 
Exchange Packs

7777
Hardware I/O Buffer Area

Common Area 
fo r Executive Routines

10250

Executive Routines

26100
User Program 

(Executable Text only) (CP=5)

126100 :

User Programn (CP=5+n-1)

177777 Unused SCM

6600 SCM

0 Execution Control Point to  
Execution Communication Links

14 System L ink Exchange Packs

105 CPU to  PPU
Argument Transfer Area

225 Common Area 
fo r  Executive Routines

505
Executive Routines

17200 Tables Indexable by Control Point

20000 PPU Programs 
Stored in Control Core

21000 Buffer and Buffer Control Area 
fo r User Program) 1)

24000
User Program) i )  Text and Data

124000
:

Buffer and Buffer Control Area 
fo r User Program(n)

User Program(n) Text and Data

Unused SCM

176777
177777

I/O Station Buffer if 
Reader/Printers Busy

machine. This allowed an easy conver
sion when the 7600 was installed, and 
provided us with available computing 
power in the event of hardware failure 
on either machine. Gradually, the users’ 
programs are growing in size and many 
now require I/O capacity of the type 
available only on the 7638 disks. A few 
can execute properly only through the 
use of the LCM of the 7600. Some have 
checkout time requirements in excess of 
the capabilities of the 6600. Thus our 
symmetric base is being eroded as the 
installation moves toward the Advanced 
Computer for Array Processing. •

Paul Rotar is a systems programmer 
with the Computing Facility. He received 
his B.S. degree from Regis College 
(Denver, Colo.) in 1958, and subsequently 
worked at the Naval Ordnance Lab in 
Silver Spring, Md., and at Martin Marietta 
(Denver Division). He has been with 
NCAR since 1963. Recently he was a 
co-recipient o f  the Technical Advance
ment Award given by NCAR to the 
Computing Facility systems group.

9



A  S u m m a r y  o f  

C o m p u t i n g  F a c i l i t y  S e r v i c e s

Russell Rew

Prospective users of the Computing 
Facility will find in this issue pertinent 
details about NCAR’s computer hard
ware, software, and staff services. This 
article briefly summarizes some of this 
information and describes policies and 
procedures that apply to non-NCAR 
users.

The Computing Facility attempts to 
make available the computing resources 
needed by the atmospheric science com
munity it serves. Full advantage of the 
computing power of NCAR’s Control 
Data 7600/6600 computer system is 
obtained through an efficient operating 
system designed by the facility’s sys
tems programmers, the use of the most 
appropriate FORTRAN and Ascent 
languages, and the maintenance of a 
large library of mathematical and utility 
subroutines. An archive of historical 
meteorological data has been compiled 
and reformatted for use in atmospheric 
research.

Hardware

The 7600/6600 system is a large- 
scale, solid-state, general-purpose com
puting system; the two machines are

loosely coupled and operate full time in 
a batch processing mode. Although the 
input/output (I/O) rates of the two 
machines are about equal, the 7600’s 
arithmetic unit is more than five times 
faster and is thus better able to handle 
problems that require a large amount of 
computation. Both machines have cen
tral memories of 65,000 60-bit words, 
and the 7600 has an additional (auxil
iary) memory of 512,000 words.

Peripheral devices, some of which are 
shared by the two machines, include 
high-speed mass storage disks and 
drums, magnetic tape drives, microfilm 
plotters, card readers and punches, line 
printers, and a remote batch terminal at 
NCAR’s High Altitude Observatory. 
These I/O devices are controlled by 
peripheral processors, which are inde
pendent and relatively slow computers 
th a t communicate with the central 
processors through a central core 
memory.

The facility’s two Control Data dd80 
m icrofilm  p lo ttin g  units produce 
graphic and tabular output on microfilm 
which can be viewed with microfilm 
reader-printers and converted to hard 
copy. A Bendix Datagrid digitizer is
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available for converting graphic data to 
digital form on magnetic tape for com
puter input.

Unit record equipment is available for 
preparation of programs and data on 
cards; it includes keypunches, verifiers, 
printer, sorter, interpreter, and repro
ducing punch. A tape certifier is used to 
assure the data-recording quality of 
magnetic tapes.

Hardware tentatively planned for 
installation prior to acquisition of an 
Advanced Computer for Array Pro
cessing includes a high-precision, 
multiple-intensity, incremental micro
film plotter; hardware to handle dial-up 
access from university terminals; and a 
mass storage device.

Softw are

The software developed by the sys
tems group allows program decks to run 
unaltered on either the 7600 or the 
6600; considerations of efficiency 
usually determine which of the two 
loosely coupled machines will execute a 
particular job. Both machines can exe
cute several programs simultaneously, 
and large models often run as a “back
ground” for small programs, debugging 
runs, and test runs. The software thus 
results in efficient operation for the 
particular hardware configuration and 
job mix at NCAR (see “The NCAR 
Operating System and Associated Com
puter Hardware,” this issue).

Besides allowing almost complete 
interchangeability between the two 
machines, the NCAR-developed soft
ware allows easy access to the com
puters by researchers who must run pro
grams developed at other computer 
installations. The languages used by the 
Computing Facility include a superset 
of American National Standards Insti
tute Standard FORTRAN and an as
sembly language for the 7600/6600 
machines. The FORTRAN compiler 
handles most programs written in Stan
dard FORTRAN without modification. 
When modifications are required, they 
are usually fairly simple, unless the 
program has been written to make use 
of unique features of machines and 
languages elsewhere.

A library of programs and subrou
tines assists researchers in performing 
tasks commonly required for computer 
solution of atmospheric problems. The 
library contains:

•  M athem atical and statistical 
routines

•  Preprocessors that allow program 
editing and provide extensions of 
FORTRAN appropriate for pro
gramming finite difference codes 
needed in solving partial differen
tial equations

•  Graphic routines that facilitate use 
of the microfilm plotters to pro
duce publication-quality plots and 
tables, motion pictures, contours, 
maps, and perspective representa
tions of surfaces

•  U tility  routines for debugging, 
character and bit manipulation, 
data access and processing, and 
various I/O tasks

Copies of library programs and sub
routines are available in an editable 
form on a User Library disk file. The 
library is continuously updated to in
sure that it provides modern numerical 
methods, efficient and readable code, 
and comprehensive documentation (see 
“Scientific Subroutine Library,” this 
issue, and the Computing Facility’s 
Library Routines Manual).

Staff Services

The Computing Facility staff includes 
systems and applications programmers, 
operations staff, data and numerical 
analysts, mathematical and computer 
science consultants, administrators, and 
keypunch operators. The combined 
experience of the staff in all phases of 
scientific computing is shared with out
side users th rough  consultations, 
training programs, seminars, and Com
puting Facility publications.

The systems programmers develop 
and maintain NCAR’s operating system 
and assist in the long-range planning of 
the facility’s systems. Most of the appli
cations programmers are assigned to 
long-term program development for 
NCAR research projects. Their areas of 
expertise include large-model design, 
numerical techniques, plotting tech

niques, development of mathematical 
and utility software for the program 
libraries, and the collection, reduction, 
processing, and reformatting of mete
orological data. Applications program
mers are available to visiting users for 
consultation, and a liaison office pro
vides advice on debugging and 
conversion.

Some programmers and administra
tive staff conduct training programs, 
courses, and sem inars, including 
NCAR’s annual Summer Fellowship 
Program in Scientific Computing for 
graduate students in the atmospheric 
sciences.

Processing experimental and model- 
produced data for “human consump
tion” demands a significant amount of 
the facility’s resources; it involves the 
design of observing systems to gather 
more and better data, and the conver
sion of large amounts of raw data into 
forms that are more comprehensible and 
useful for incorporation in new theories 
and models.

The operations staff assists users with 
special problems encountered with 
tapes, microfilm output, scheduling, and 
the running of large models. Numerical 
analysts and mathematicians explore 
techniques for more effectively solving 
problems that occur in modeling atmo
spheric phenomena.

Keypunch operators assist users in 
the operation of the unit record equip
ment and, on a limited basis, prepare 
program and data decks. Inquiries about 
services and consultation should be 
directed to the Computing Facility 
office.

N o n -N C A R  Users

U niversity and other non-NCAR 
scientists may request allocation of 
computing resource for research pro
jects. Students engaged in thesis re
search are eligible if their requests are 
endorsed by their professors. A portion 
of NCAR’s computing resource is allo
cated to university users with no direct 
charge-back.

Problem s broadly interpreted as 
belonging to atmospheric research are 
eligible for computer support. Requests
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are subject to review by the Computing 
Facility Advisory Panel but the Head of 
the Computing Facility may review and 
approve requests for moderate amounts 
of computing resource. Either he or the 
panel may refer requests to qualified 
scientists for review. Acceptance criteria 
include scientific merit, efficiency of 
computer use, lack of other suitable 
computing facilities available to the 
req u ester, and the practicality of 
running the problem on NCAR’s com
puters. A sampling of past and present 
projects includes:

•  Development of global and limited- 
area atmospheric simulation models

•  Computer models of the solar and 
and planetary atmospheres

•  Solar effects on the earth’s weather 
and climate

•  Study of large-, medium-, and 
small-scale atmospheric processes

•  Research in oceanography and air- 
sea interactions

•  Study of problems related to tur
bulence and geophysical fluid 
dynamics

•  Synoptic meteorology
•  Cloud physics
•  Atmospheric chemistry (including 

pollution processes and photo
chemistry)

•  Radiative transfer and scattering
Scientists who wish to use the facility

should request application forms and 
the Computing Facility’s Guide for 
Prospective Users. The guide gives fur
ther details about request procedures 
and completion of the application 
forms. Correspondence should be ad
dressed to:

Head, Computing Facility 
National Center

for Atmospheric Research 
P. 0 . Box 1470
Boulder, Colorado 80302 •

Russell Rew received his B.A. in 
mathematics from the University o f  
Colorado in 1971, having already 
worked with NCAR for a year. 
Previously, he worked as an appli
cations programmer for ESSA (now 
NOAA) and for Ball Brothers 
Research Corporation. A t NCAR he 
has worked as a scientific applica
tions programmer and has assisted 
with programming classes and with 
the Summer Fellowship Program 
in Scientific Computing.



T h e  R o l e  o f  C o m p u t e r s  

i n  t h e  D e v e l o p m e n t  o f  

N u m e r i c a l  W e a t h e r  P r e d i c t i o n

Philip D. Thompson, Atmospheric Analysis and Prediction Division

In 1922 the Cambridge University 
Press published one of the most singular 
co n trib u tio n s  to the literature of 
dynamical meteorology, written by a 
rather obscure, slightly eccentric, and 
unconventional Englishman by the 
name of Lewis Fry Richardson. It was 
not an “earth-shaking” work, but it was 
almost literally “atmosphere-shaking.” 
Its title was Weather Prediction by 
Numerical Process, and it outlined a 
rational method by which tomorrow’s 
weather could be calculated from to
d ay ’s m eteorological observations. 
Solidly based on fundamental physical 
principles and the eternal mathematical 
verities, Richardson’s method of predic
tion might have been expected to alle
viate one of the greatest of nature’s 
uncertainties— the weather by which 
to sow, harvest, hunt, fish, or sail. But 
Richardson’s book did not remove those 
uncertainties. It was a candid report of 
an ad m itted , but spectacular and 
glorious, failure.

The notion of a rational physical and 
mathematical approach to weather pre
diction did not, in fact, originate with 
Richardson. The germ of the idea is 
detectable in the work of von Helm
holtz in the mid-nineteenth century, 
and the basic conceptual framework was 
laid out in Vilhelm Bjerknes’ remarkable 
manifesto of 1919. Bjerknes went so far 
as to devise graphical methods for ana
lyzing meteorological data and for sol
ving the so-called hydrodynamical equa

tions, which (in their most general 
form ) govern the behavior of the 
atmosphere.

In the limited correspondence and 
personal contact between Bjerknes and 
Richardson, there is ample evidence that 
the latter was either influenced by 
Bjerknes’ view of the physical problem, 
or at least agreed with it. It is clear, 
however, that Richardson had his own 
ideas about the mathematical formula
tion of the problem. Both understood 
the necessity of approximate methods 
in solving highly nonlinear equations 
b u t, whereas Bjerknes was inclined 
toward graphical (and, at that time, 
necessarily manual) methods of calcula
tion, Richardson had an early apprecia
tion of discrete-variable methods—  
n o tab ly  the method of finite dif
ferences. The principal virtue was that 
discrete-variable methods were reducible 
to  simple arithmetical computations 
that could, in principle, be carried out 
by an automaton.

Richardson,* a versatile and highly 
original statistician and economist, had 
a lively interest in the new method of 
finite differences and set out to apply 
them to the problem of weather predic
tion. Over a period of months, between 
ambulance trips to the Front during the

*R ichardson, a Q uaker, also w ro te  a charm ing 
essay, “ S ta tistics o f  D eadly Q uarre ls,”  re
prin ted  in N e w m a n ’s World o f  M athem atics, 
Vol. 2, 1254.

last stages of World War I, he completed 
a test calculation by hand and half
finished a manuscript in which he de
scribed his method and results. Ironi
cally enough, all his papers disappeared 
in the general confusion of war. They 
were later found under a coal heap in 
Belgium, returned to Richardson and 
expanded into Weather Prediction by 
Numerical Process.

Richardson’s trailblazing book on 
weather prediction is an oddly quixotic 
effort. He describes the failure of his 
method in meticulous detail: his labori
ous computations predicted that the 
large-scale atmospheric disturbances 
would move in the wrong direction and 
at speeds comparable with those of 
sound waves. The latter conclusion was 
clearly at odds with observation.

Near the end of his book, he de
scribes a phantasmagorical vision of the 
“ weather factory”— a simply enor
mous organization of specialized human 
computers, housed in a huge hall (such 
as Albert Hall), directed by a conductor 
perched on a raised pulpit, and com
m unicating by telegraph, flashing 
colored lights, and pneumatic tubes. He 
estimated that, even using the new
fangled mechanical desk calculators, it 
would take about 64,000 human auto
mata to predict weather as fast as it 
actually happens in nature.

Richardson’s preface ends with a 
rather wistful, but prophetic statement: 
“Perhaps some day in the dim future it



will be possible to advance the computa
tions faster than the weather advances 
and at a cost less than the saving to 
mankind due to the information gained. 
But that is a dream.”

Apart from some difficulties with 
Richardson’s mathematical and physical 
formulation of the problem (which have 
since been remedied), it was apparent 
that an absolutely necessary ingredient 
in the success of any practical scheme of 
“numerical weather prediction” was a 
computing device that was capable of 
calculating a one-day forecast in less 
than 24 hr. Even Richardson probably 
underestim ated  the “administrative 
overhead” in dealing with automata. In 
retrospect, we now see that a one-day 
prediction, based on a simplified version 
of the hydrodynamical equations, re
quires on the order of 109 numerical 
and logical operations. The require
ments on total data storage (memory) 
capacity and rate of data transfer from 
storage to processor are equally severe. 
What was clearly needed was a com
puting organism capable of performing 
something like 104 operations per 
second.

During World War II and the years 
immediately following, substantial pro
gress was made in designing numerical 
processors in which the “switching” 
elements were not cogged wheels or 
electro-mechanical relay switches, but 
consisted essentially of radio “tubes” 
(or electronic switches), which have 
virtually no mechanical inertia. By 
1945, in fact, Eckart and Mauchly had 
designed and built processors with 
speeds on the order of one logical opera
tion per millisecond. These develop
ments brought the basic operating speed 
of the processor to within one order of 
magnitude of that required for the 
ro u tin e  ap p lica tio n  o f numerical 
methods to weather prediction.

But there were still two basic defi
ciencies in the system. First, the data 
storage device— an acoustic delay 
line— was limited by the density of 
sound impulses that could be cyclically 
regenerated and propagated through a 
mercury-filled tube. Second, and more 
important, the programming of the 
processors was completely external and

“human limited” in the sense that the 
entire sequence of instructions to the 
processor was written out in advance 
and conveyed to it, instruction by in
struction, through a manually wired 
plug-board.

These deficiencies were clearly iden
tified by von Neumann, Goldstine, and 
Bigelow, the principal instigators of the 
now famous Electronic Computer Pro
ject at Princeton’s Institute for Ad
vanced Study. The development of 
larger, more reliable, and more acces
sible storage devices was recognized as a 
necessary but probably attainable engi
neering feat.

The big breakthrough, however, was 
not dependent on sheer hardware devel
opment. It arose from von Neumann’s 
realization that computing machines of 
this class must be “self-programming” 
— i.e., it should not be necessary to tell 
the computer what to do in complete 
detail. If, as a simple example, the same 
sequence of operations is to be per
formed on different sets of data, a 
degree of self-programming capability 
may be achieved by storing the 
operands (numbers to be operated on) 
at enumerated “addresses” or locations 
in the machine’s memory and, in addi
tion, storing in its memory the execu
tion orders, which include the address 
o f  the operand. Thus, the basic execu
tion cycle for one set of data (or 
operands) may be reused merely by 
concluding the cycle with a sequence of 
instructions to change the addresses of 
the operands that appear in the basic 
execution cycle. The whole cycle is then 
repeated. This is the essential logical 
basis of “stored programming” and the 
one that broke the human bottleneck of 
writing out the entire sequence of in
structions in advance.

This particular feature of “stored- 
prog ram ” computing machines was 
ideally suited to the weather prediction 
problem. In the first place, the basic 
execution cycle of numerical weather 
prediction is essentially the same from 
one stage of numerical time integration 
to the next, with only different sets of 
stored data. Second, the subcomponents 
of the main execution cycle are also 
highly repetitive, since the numerical



and logical operations required to com
pute a prediction at any single time 
stage are very nearly identical for each 
grid point. These features alone, quite 
apart from the advantages of second- 
order languages (e.g., FORTRAN or 
ALGOL, as opposed to pure “machine” 
language), brought about a 104 increase 
in the human efficiency of computing.

Early in 1946 von Neumann singled 
out the problem of numerical weather 
prediction for special attention. Al
though he had a deep appreciation of its 
practical importance and intrinsic scien
tific interest, he also regarded it as the 
most complex, interactive and highly 
nonlinear problem that had ever been 
conceived— one that would challenge 
the capabilities of the fastest computing 
devices for many years. By 1948 he had 
assembled the nucleus of the so-called 
Meteorology Project, a roster of whose 
sometime members reads like a mete
orological Who’s Who: Charney, Elias- 
sen, Phillips, Platzman, Fjortoft, Berg- 
gren, Hovmoller, Smagorinsky, Free
man, Shuman, Cressman, and a handful 
of other luminaries.

The first successful numerical 
weather prediction was reported by 
Charney, Fjortoft, and von Neumann in 
1950. This demonstrated the validity of 
a physical and numerical approach to 
the problem, but also highlighted the 
fact that greater computing capability 
was needed. Even though their basic 
mathematical model was much over
simplified (with no vertical dependence 
and strict conservation of vorticity), the 
limitations of the fastest machine then 
available (the ENIAC, developed for 
Aberdeen Proving Grounds by Eckart 
and Mauchly) would have precluded its 
operational, routine application. The 
effects of vertical structure and the 
simplest adiabatic thermodynamics of 
the atmosphere were not included until 
von Neumann’s electronic brainchild 
was completed in 1953. This was the 
MANIAC (Mathematical and Numerical 
Integrator and Calculator), sometimes 
affectionately called the JONIAC, for 
John of Neumann. It was the first full- 
scale stored-program machine, with a 
memory consisting of 40 “Williams 
tubes” (cathode-ray tubes with sensing

and pulse-regenerative scanning beams). 
The latter, arranged in two parallel rows 
inclined to each other, looked for all 
the world like a V - 20 engine! The 
MANIAC enabled Charney to demon
strate the practicality of numerical 
weather prediction and to show that the 
fundamental processes of energy conver
sion and cyclogenesis could be repro
duced in a mathematical model.

The MANIAC contributed to another 
major advance in dynamical meteorol
ogy. In 1955 Phillips carried out a long
time integration of the hydrodynamical 
equations, including (in an admittedly 
crude way) the effects of insolation, 
infrared emission, convection, and fric
tional dissipation of kinetic energy of 
the atmosphere. This calculation, the 
first attempt to deal quantitatively with 
the “general” or average circulation of 
the atmsophere and its dependence on 
external conditions, set the stage for a 
number of major developments in cli
mate theory and long-range prediction. 
We shall describe those developments 
later in more detail.

By 1953 num erical prediction 
methods had shown sufficient promise 
to justify putting them into practice. To 
that end, a group opted from the U.S. 
Weather Bureau, U.S. Navy, and U.S. 
Air Force was given the job of estab
lishing the Joint Numerical Weather 
Prediction Unit (now a division of the 
National Weather Analysis Center of 
NOAA). That group acquired an 
IBM 701, a direct descendant of the 
JONIAC in logical design, and began 
producing numerical weather forecasts 
on a routine daily basis in 1955. The 
IBM 701 was rapidly outgrown by more 
complicated and complete prediction 
models and was replaced by an IBM 704 
in 1957.

In the meantime, following Phillips’ 
pioneering attempt to solve the general 
circulation problem, several groups in 
the United States and abroad have de
voted increasing effort and attention to 
the problems of long-range prediction 
and climate change. These studies have 
led to vastly increased requirements on 
computer speed and memory capacity, 
on three counts:

1. The increasing sophistication with
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which the models treat the thermo
dynamical and transfer processes— e.g., 
radiative heat transfer, turbulent heat 
and momentum transfer, cloud micro
physics, interfacial exchange processes, 
etc.

2. Increased space- and time- 
resolution, to reduce systematic trunca
tion error and to remove computational 
instability.

3. Expanded domains of integration, 
over both space and time. The computa
tional mesh must cover at least a hemi
sphere and the total time interval of 
prediction must extend over a period of 
about a year.

Let us take, as an operational stan
dard, the capacity of the IBM 704 of
1957, and compare it with the current 
requirements for long-range forecasting 
and climate research.

On the first count, the required 
com puting capacity increases by a 
factor of 10 to 102. On the second 
count it increases by roughly 102 and, 
on the third, by a factor of 103. Thus, 
even an optimistic estimate indicates 
that the raw speed should be of the

order of 106 times that of the IBM 704. 
Even allowing for the fact that fore
casting research might proceed effec
tively at 10"2 times the speed of opera
tional forecasting, the problem still calls 
for an increase of 104 in raw speed. 
With successive generations of sequen
tially operating machines— through the 
transistorized IBM 7090, IBM 7094, 
Control Data 3600 and 6600, the ad
vanced IBM 360 series, the Control 
Data 7600 and other general-purpose 
computing machines— we are gradually 
approaching the ultimate requirements 
on sheer speed, storage capacities at 
several levels of memory with different 
access times, and total volume of 
storage. But we need at least one more 
order of magnitude of efficiency that 
has no t (o r, perhaps, cannot) be 
attained by “hardware” development 
alone, owing to limitations on trans
mission speed or size and the rate of 
heat transfer.

The next big contribution of com
puting technology to the atmospheric 
sciences, in our view, will occur when 
the logical design of computers is

changed to permit the execution of 
many parallel and simultaneous arith
metic operations of the same kind. 
Among the most encouraging designs 
are prototypes of the synchronized 
array processors proposed by Slotnik 
(ILLIAC IV) and the string array (pipe
line) machines now being developed by 
the Control Data Corporation and Texas 
Instruments, Inc. Both of these design 
concepts hold out the promise of 
meeting the requirements of the atmo
spheric sciences for the next decade.

Whatever the outcome, however, 
Richardson’s dream will have come 
true: the weather will be computed 
faster than it actually happens.
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U n i v e r s i t y  U s e  o f  

t h e  N C A R  

G e n e r a l  C i r c u l a t i o n  M o d e ls

Warren M. Washington, Atmospheric Analysis and Prediction Division

In May 1964 NCAR embarked on the 
development of a global circulation 
model (GCM). Even though significant 
progress in atmospheric modeling had 
already been made at other institutions 
in the 1950s and early 1960s, we aimed 
specifically toward development of a 
model that could be used for NCAR 
research objectives in large national and 
international programs, such as the 
Global Atmospheric Research Program 
(GARP), and for individual or joint re
search by the academic and scientific 
communities. Our aim was to make the 
GCM as modular as possible so that 
non-NCAR scientists could test hy
potheses by substituting different for
mulations for various physical processes 
in the model. Computer limitations in 
memory size and speed forced us to 
make certain compromises. It was not 
possible to construct a computer model 
with sufficient generality that every part 
could be changed without affecting 
other parts; however, experience with 
university users has shown that in most 
cases we can accommodate their needs.

As the title of this article implies, 
several versions of our GCM have al
ready been used for university experi
mentation. The basic distinction among

them is grid resolution, but we also have 
versions with somewhat different physi
cal processes. The accompanying table 
shows the versions now available for 
university experimentation as well as for 
NCAR staff. Version 1 is the basis for 
most university experiments and is suit
able for problems dealing with tropo
spheric simulation (for details see 
Kasahara and Washington, 1967, 1971). 
Version 2 is similar to 1 but has six 
layers added to the top and includes

Available GCM Versions

VERSION
H O R IZO N TAL
RESOLUTION
( A \  and A 0)*

NUM BER OF V E R T IC A L  
LA Y E R S  (Az = 3 km) +

HO R IZO N TAL
E X T E N T

RUNNING
TIME
(m in )*

1 5° 6 Global 12

2 5° 12 Global 24

3 2.5° 6 Global 100

4 2.5° 6 Hemispheric 50

5 Variable 6 Lim ited Area Variable

* Horizontal grid increment in longitude (AX) and latitude (A0). 

t  Az is the vertical grid increment.

*  Time required to compute one day on NCAR's Control Data 7600; 
the time must 6e increased by a factor o f five fo r the 6600.
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Schematic diagram o f  vertical grid structure for the six-layer version o f the
NCAR GCM.

ozone heating within the stratosphere. 
This stratospheric model is used pri
marily to investigate the climates of 
January and July and seasonal changes; 
partial results from this model are found 
in Kasahara et al. (1973).

Versions 3 and 4 have higher resolu
tion and are used for investigation of 
short-range forecasting and climate 
simulation. For global forecasts with six 
layers, the 2.5° version is slower than 
the 5° version by a factor of eight, and 
only a few limited experiments can be 
accommodated by the slower version. 
However, we recommend this version 
for experiments in which grid resolution 
is critical. Of all the versions, the 2.5° 
model incorporates the most sophisti
cated  parameterization of physical 
processes such as soil moisture and snow 
cover. We are now experimenting with 
new forms of cumulus parameterization. 
Version 5 is used for limited areas of the 
globe and was specifically designed for 
investigating the effects of grid resolu
tion on short-range forecasting in the 
tropics and mid-latitudes. It will be used 
for tropical studies during the GARP 
Atlantic Tropical Experiment (GATE), 
and for mid-latitude studies during the 
Data Systems Test (DST).

The next-generation NCAR model is 
currently being tested by D. L. William
son, T. Sasamori, and G. L. Browning. 
One major improvement over previous 
versions is its more accurate treatment 
o f longitudinal derivatives near the 
poles. The present versions tend to 
produce higher-than-normal pressure 
near the poles. W illiamson and 
Browning (1973) have found that this 
problem can be corrected by using a 
fourth-order, finite difference scheme 
over the entire globe and by not de
creasing the number of longitudinal 
points near the poles, contrary to the 
conventional method. Their scheme 
does not require a short time step 
because they Fourier-filter computa
tionally unstable modes near the poles. 
The effect of orography is considered 
by the use of a transform z-coordinate. 
This type of system is discussed by Gary 
(1973) with respect to truncation errors 
caused by orography. The present 
models compute cloudiness only at 3 
and 9 km and thus have discontinuities 
in the vertical temperature profile; the 
next-generation model will compute 
cloudiness at all levels. We have tried to 
anticipate the next-generation computer 
in the design of the program which is 
w ritten  in operator language; for 
example, all horizontal derivatives make 
use of the same operators, which greatly 
simplifies the program and makes de
bugging easier. Almost any economi
cally feasible horizontal or vertical grid 
resolution can be adopted with little 
reprogramming.

We plan to carry out research in 
model improvement in several areas 
during the next few years. Some of this 
work will be in cooperation with univer
sity researchers. A partial list of topics 
will serve to indicate the direction of 
our future work:

•  Development o f the upper atmo
sphere model. In our recent publication 
on the stratospheric model (Kasahara et 
al., 1973), we found that the vertical 
velocity boundary condition of zero at
36 km interferes with a proper simula
tion of the lower stratosphere. We in
tend to extend the upper boundary in 
the next-generation model to twice that



of the previous model. For this model 
we will require better radiative treat
ment and dissipative mechanisms in the 
upper atmosphere.

•  Treatment o f  cloudiness in the 
radiative portion o f  the model. The 
problem is complicated by the need to 
account for the statistical nature of 
cloudiness and to treat properly the 
interaction of cloudiness and radiation 
on a sub-grid scale; this interaction must 
be related to large-scale model variables.

•  Hydrological cycle. This feature is 
one of the most important aspects of 
general circulation modeling and we 
already have a simple representation for 
soil moisture and snow cover (Washing
ton, 1972a). Substantial improvement 
will be needed if the models are to be 
used for climate studies where the net 
increase or decrease of glaciers is of 
critical importance. Changes in pack ice 
distribution in the polar regions may 
also be essential for proper climate 
simulation in the polar regions. None of 
our present GCMs properly account for 
this important component of the sur
face energy balance. Another area 
needing improvement in the present 
models is the lack of explicit accounting 
for sensible heat flowing in and out of 
the soil and ice; this omission leads to 
incorrect phases in the prediction of the 
diurnal variation of surface temperature.

•  Boundary layer parameterization. 
We are now experimenting with a 
boundary layer parameterization devel
oped by Deardorff (1972) in which 
boundary fluxes of momentum, sensible 
heat, and latent heat are determined 
from large-scale variables for all stability 
conditions. One novel aspect of Dear- 
dorff’s formulation is that the boundary 
layer height is allowed to grow and 
decay. Whenever the boundary layer is 
unstable, portions of it can separate and 
form cumulus convection. We plan to 
incorporate this entire process, together 
with cumulus parameterization, into a 
future version of the model.

N C A R /U n ive rsity  Jo in t Projects

Our experience in cooperative pro
jects with universities has shown that we

must allow for a variety of mutual 
arrangements. For example, it is not 
always necessary that the university 
scientist remain at NCAR to carry out 
joint research. Most scientists can do 
research at their institutions and visit 
NCAR only for discussion or initiation 
of the project and perhaps for extended 
discussions of the results. We are pre
pared to aid them in incorporating 
changes into the models and to run the 
experiments on the NCAR computers. 
We have developed a wide spectrum of 
analysis programs and can usually pro
vide experimental results in a form that 
makes interpretation easy. These analy
sis programs compute various com
ponents of the energy, momentum, and 
moisture budgets as well as zonal and
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geographical means and differences, and 
they spectrally analyze various fields. 
We have also developed a large number 
of programs to compare experiments 
with the observed atmosphere and with 
each other. To ensure success of a joint 
project we usually assign an NCAR 
scientist familiar with the subject to 
coordinate NCAR’s contribution. A 
sam pling of joint NCAR/university 
projects includes:

•  Stratospheric Ozone (Julius Lon
don, Department of Astro-Geophysics, 
University of Colorado). The purpose of 
the project is to investigate the trans
port, production, and loss of ozone in 
the stratosphere using the NCAR strato
spheric GCM. London has developed a 
parameterization of ozone photochemis
try which can be used in the model. The 
study’s most important objective is to 
determine whether, with this improve
ment, the model can increase our know
ledge of the ozone distribution in the 
stratosphere. The model may make it 
possible to conduct experiments to 
evaluate the sensitive factors deter
mining the present distribution. Once 
the distribution is adequately under
stood, we can address ourselves to 
experiments such as those requested by 
the U.S. Department of Transporta
tion’s Climatic Impact Assessment Pro
gram.

•  Clear Air Turbulence Study (Hans 
Panofsky, Department of Meteorology, 
Pennsylvania State University). This 
project is designed to determine the 
effects of CAT on short-term fore
casting and climate simulation. Dissipa
tive mechanisms within the atmosphere 
are poorly understood, but as observa
tional and theoretical studies begin to 
shed more light on these processes, we 
will be able to incorporate their effects 
into large-scale models.

•  In frared  Radiation Calculation 
(Lewis Kaplan, Department of Geo
physical Sciences, University of Chi
cago). This group has tested in the GCM 
a highly detailed infrared radiation 
calculation which is used for compari
son with the shorter, more approximate 
method of Sasamori (1968a, b).

•  Ice Age Climate Simulation (Roger 
Barry and Jill Williams, Department of

Geography, University of Colorado). 
This project deals with simulation or 
climate reconstruction of the last ice age 
(Wiirm/Wisconsin glacial maximum at 
about 20,000 B.P.). The albedos, moun
tain heights, surface topography of the 
ice sheets, and ocean surface tempera
tures were modified in the GCM ac
cording to the latest paleoclimatological 
evidence. The ice age experiments for 
January and July were compared with 
simulations of the present-day atmo
sphere to investigate differences in 
large-scale flow.

Finally, returning to the broader 
point of this article, we at NCAR are 
willing to assist university scientists in 
the use of the GCM and have assembled 
reprints, manuals, and descriptions of 
the models. We actively encourage them 
to correspond with us if their research 
objectives involve the use of a global 
circulation model.
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S o m e  A s p e c t s  
o f  C o m p u t i n g  w it h  

A r r a y  P r o c e s s o r s

C. E. Leith, Atmospheric Analysis 
and Prediction Division

To meet the increasing demand for 
computer power at NCAR arising from 
the requirements of the First GARP 
Global Experiment (FGGE), the con
tinu ing  development of numerical 
models for the simulation of the atmo
sphere as required by GARP, and the 
general increase in the use of numerical 
methods for research in the atmospheric 
sciences at universities, it is clear that 
we need about a tenfold increase in 
computer speed over that of our Con
trol Data 7600/6600 system. In the 
present state of computer development 
the most promising way to achieve such 
an increase is through the use of an 
array processing computer.

An array processing computer repre
sents a major change in hardware organi
zation from the conventional serial com
puters with which we are familiar. Many 
of the numerical methods and program
ming techniques that have been devel
oped along with the development of 
serial machines must therefore be recon
sidered in the light of this change, and, 
indeed, such a reevaluation of old 
m ethods and development of new 
methods is going on at many computing 
and scientific research centers.

It is the purpose of this article to 
describe in general terms the ways in 
which array processing computers differ 
from serial computers, the possibilities 
for increased computing speed arising 
from such hardware changes, and the 
kinds of computer programs that will be 
able to achieve the potential speed of 
these new machines. This is intended to 
be only a user’s introduction to array 
processors; for specific technical details 
one must turn to the rapidly expanding 
literature on the subject.

Num erical Models

The principal demand for greater 
computing speeds is for the kind of cal
culation involved in the simulation of 
geophysical fluid flow by means of a 
numerical model. Common examples 
are atmospheric and oceanic general 
circu la tion  m odels, atm ospheric  
boundary layer models, and models of 
mountain waves and clouds. Although 
many different numerical techniques 
have been used to construct such 
models, they all have certain common 
characteristics of importance to com
puter design.

In a numerical model the state of the 
physical system is specified at a given 
model time by the numerical values of a 
large but finite number, P, of prognostic 
variables. The number P is a fundamen
tal measure of the size of a model; it is 
the number of values that must be speci
fied in order to start a calculation or 
that must be saved to interrupt and re
start a calculation. We may think of P as 
the dimensionality of the model’s phase 
space; the state of the model is repre
sented at any time by a P-component 
position vector.

The evolution of time, t, in the physi
cal system is modeled by a sequence of

calculational time cycles. In a single 
time cycle each of the P prognostic vari
ables is advanced by numerical process 
to a value appropriate to a time that is 
later by a time step At. The execution 
of a time cycle will require a large num
ber, Na, of arithmetic operations, and 
the number Na is a measure of the com
puting power required. The ratio 
na = Na/P is a measure of the arithmetic 
complexity of a model. It can be on the 
order of ten for highly simplified 
models but is typically on the order of 
100 for more realistic general circula
tion models. The parameter na is impor
tant in deciding on the proper balance 
between the speed of execution of arith
metic operations and the speed of access 
to the memory holding the P prognostic 
variables.
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Fig. I Block diagram for a conventional serial computer. CU, control unit;
A U, arithmetic unit; M, memory. Flow o f  operands-solid lines;

flow o f  instructions-dashed line.

Serial Com puters

A serial computer consists (in a 
highly simplified description) of three 
components, as shown in Fig. 1. The 
memory (M) holds values of prognostic 
and working variables as floating-point 
numbers, and also holds the set of in
structions that defines the numerical 
model. The arithmetic unit (AU) carries 
out arithmetic operations on operands 
supplied from the memory and returns 
results to the memory; the two-way 
flow of floating-point numbers is indi
cated by the solid lines in the figure. 
Control of this process is vested in the 
control unit (CU) which fetches its 
instructions from the memory as indi
cated by the dotted line. The CU de
codes an instruction to determine which 
operands are involved, fetches the 
proper operands from memory to the 
AU, determines the operation to be 
performed by the AU, and stores the 
resu lt back from the AU to the 
memory. The CU is also able to choose 
between alternate algorithms, depending 
on the outcome of numerical compari
sons which have been carried out in the 
AU.

The computer memory is usually 
divided into a hierarchy of levels of in
creasing word capacity and word access 
time but of decreasing cost per word. 
For our purposes the level in which the 
prognostic variables are stored must 
have a capacity of at least P words. In 
order to complete a time cycle we need 
at least P fetches and P stores. If the 
average access time at the P-storage level 
is T m  then the total memory-accessing 
time in a cycle is at least Tm = 2PTm.

The floating-point operations of addi
tion, subtraction, multiplication, and 
division carried out by the AU generally 
take different execution times. We can, 
however, define an average arithmetic 
operation time r a such that the total 
time required for arithmetic in a time 
cycle is Ta = Nar a = Pnara. The time r a 
is usually about five hardware clock 
cycles. For optimal use of computer 
hardware we want Ta = Tm which re
quires that Ta/Tm = 2P/Na = 2/na. For 
models with greater arithmetic com
plexity we need relatively slower access 
time to the P-level memory.

During the past two decades many 
computers have been built that more or 
less fit our simplified description of a 
serial computer. The table lists eight of 
these, each of which, in its time, has 
represented one of the fastest com
puters available for scientific computa
tion. The listed fixed-point addition 
times and memory-level access times 
give rough estimates of the times r a and 
r m. Both have been getting dramatically 
shorter, ra perhaps more rapidly than 
7m. But there is some possibility that 
this historical rate of speed increase 
must now slow down since the inherent 
limitation on the speed of propagation 
o f electromagnetic signals, namely, 
30 cm/nsec, is beginning to be felt in 
computers with hardware cycle times of
30 nsec. However, a way of by-passing 
this limitation is to use concurrency in 
both memory access and arithmetic 
operations. This has already been done 
to some extent in recent serial com
puters in which efforts are made to have 
memory accesses, instruction decoding, 
and arithmetic operations overlapping in

time. The idea is being pushed much 
further in the design of array processing 
computers.

A rray Processing Com puters

In many numerical models the calcu- 
lational time cycle can be decomposed 
into subcycles, each of which in turn 
can be decomposed into independent 
tasks that are identical in the arithmetic 
sequence or algorithm followed and 
differ only in the values of the operands 
involved. We assume here that the tasks 
in a subcycle are independent in the 
sense that they may be performed in 
any sequence without changing the final 
result; it is obvious then that the tasks 
can be performed simultaneously. Array 
processing computers are designed to 
take advantage of any such parallelism 
in a numerical model. Presently de
signed array processing computers fall 
into two categories which we shall call 
parallel array processors and string array 
processors. Although the hardware 
organization is quite different for these 
two categories, they are logically nearly 
equivalen t so far as the user is 
concerned.

Parallel A rray Processors

A parallel array processor differs 
from a serial computer in that the arith
metic unit (AU) and memory (M) are 
replicated many times, as shown in 
Fig. 2. The number of copies, W, is 
called the width. The primary example 
of a parallel array processor is the one- 
quadrant Illiac IV (Barnes et al., 1968; 
McIntyre, 1970) which has a width 
W = 64. Each AU carries out arithmetic 
operations on operands supplied from 
its own memory to which it then 
returns the results. A single CU acts on a 
sequence of instructions that is distri
buted through all the memories. After 
the CU fetches an instruction from a 
m em ory, it determ ines the local 
memory addresses of operands, simul
taneously fetches proper operands from 
each memory to the corresponding AU, 
determines the operation to be per
formed simultaneously by all AUs, and 
simultaneously stores results from each
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AU back to the corresponding memory. 
On a given calculational step each AU 
must generally carry out the same arith
metic operation that all others do. The 
exception is that, depending on the 
results of a local test, an AU may do 
nothing.

At times an AU may need an operand 
from another memory. This need is 
satisfied indirectly by a transfer of 
operands between memories using a 
process called routing. In a routing cycle 
operands are fetched to the AUs, moved 
to AUs that are neighboring in a one- or 
two-dimensionally cyclic sense, and 
stored in their new memories. In this 
way W operands are simultaneously 
shifted into neighboring memories. By a 
number of such routing steps any 
operand can be moved into any 
memory.

It is obvious that if all AUs can be 
kept usefully busy, then a calculation 
can proceed W times faster than one 
using the same AU in a conventional 
serial design. Keeping AUs busy requires 
that the calculational time cycle be 
decomposed into subcycles consisting of 
W independent identical tasks. In 
general, if we can subdivide a time cycle 
consisting of a total of r tasks into s' 
subcycles each of which contains at 
most W tasks, then the average number 
of tasks per subcycle w' = r/s' is the 
parallelism of the calculation and w'/W 
is the efficiency with which it can be 
carried out.

A parallel array processor provides a 
considerable saving in cost when com
pared to a collection of W conventional 
serial computers. Although there is no 
saving in the cost of AUs, there is an 
obvious saving in the shared CU. A less 
obvious saving is in the smaller in
dividual memories. The Illiac IV in
dividual memories have a capacity of 
2,048 words. This capacity would be 
woefully inadequate in a conventional 
computer but is sufficient for local 
memory and provides a total memory of 
64 X 2K = 128K words (in binary com
puters K = 1,024 = 21 °). There is also a 
considerable saving from sharing the 
peripheral equipment that accounts for 
a major part of the total cost of a com
puting system.

The most severe constraint on the use 
of a parallel array processor is the re
quirement that a single CU must control 
many processors. Hardware configura
tions in which each processor has its 
own CU avoid this constraint. Such 
designs are called simply “parallel pro
cessing computers” and are not actually 
array processors; they have their own 
special programming problems which we 
shall not consider in this article.

String A rray Processors

A string array processor, such as the 
STAR or the ASC being built by the 
Control Data Corporation and the Texas 
Instruments Corporation, respectively,

Fig. 3 Block diagram 
for a string array processor. CU, 
control unit; A U, arithmetic unit; M, 
memory. Flow o f  operands-solid 
lines; flow o f  instructions-dashed line.

achieves a speed comparable to that of a 
parallel array processor but in a quite 
d iffe ren t way (see, for example, 
Graham, 1970). A string array processor 
has, as shown in Fig. 3, a single AU and 
a single memory. An arithmetic opera
tion is divided into a sequence of ele
mentary stages, each carried out in an 
independent part of the AU. An opera
tion with a new pair of operands can 
start in each hardware clock cycle, but 
it takes many such cycles for the opera
tion to be completed and the result to 
become available. To provide a stream 
of operands rapidly enough to feed the 
AU, the memory is divided into many 
independent banks from which oper
ands are fetched and back to which 
re su lts  are sto red  sequen tia lly .

As with a serial computer, a separate 
sequence of instructions flows from the 
memory to the CU, but now an instruc
tion may initiate a vector arithmetic 
operation in which the same operation 
is carried out repetitively, using oper
ands from two linear arrays and pro
ducing a linear array of results. An 
im aginary pipeline runs from the 
memory through the AU and back to 
the memory. The time to feed new 
operands into the pipeline is much 
shorter than the total transit time, and, 
if the pipeline can be kept full, the cal
culation can proceed many times faster 
than in a conventional serial computer.

Although the organization of a string 
array processor is quite different from

Fig. 2 Block diagram for a parallel array processor. CU, control unit; A U{, i-th 
arithmetic unit; Mi, i-th memory; W, width. Flow o f  operands-solid lines;

flow o f  instructions-dashed line.
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C O N V E N T I O N A L  C O M P U T E R  C H A R A C T E R I S T I C S

COM PUTER FIRST D E LIV ER E D
(Month/Year)

A D D  TIME
(nsec)

M EM O R Y  

C Y C L E  TIME
(Msec)

M EM O R Y
CAPACITY

(Words)

Univac 1 3/51 282 242 1,000

IBM 704 12/55 24 12 32K

Univac 5/60 4 4 30,000
LARC

IBM Stretch 5/61 1.5 2.2 96 K

Control Data 9/64 0.3 1.0 128K
6600

IBM 360/90 2/67 0.18 0.75 512K

Control Data 1/69 0.0275 0.275 64K
7600 1.760 512K

IBM 360/195 2/71 0.054 0.054 32K
0.810 256K
8 16M

N o te : In  re c e n t c o m p u te rs  som e c o n c u rre n c y  has been used to  decrease b o th  add  t im e  and 
m e m o ry  c y c le  t im e . K =  1 ,0 2 4  = 2 1 0 , M = 1 ,0 4 8 ,5 7 6  = 2 2 0 . D ata  f r o m  C harles W.
A d a m s  A ssocia tes, Inc . (1 9 6 7 )  and  K e yd a ta  C o rp o ra tio n  (1 9 7 1 ).

that of a parallel array processor, both 
make similar demands on program 
parallelism. Since a vector operation in 
general cannot use an early result in a 
later step, it is logically equivalent to 
the simultaneous execution of all steps. 
There is no limitation on the number of 
operations or steps in a vector opera
tion. The time r n needed to complete a 
vector operation of length n is given by 
r n = (n0 + n)ra, where r a is the in
dividual step time and nG is the number 
of overhead steps required to start and 
stop a vector operation. Consider a cal- 
culational time cycle characterized by a 
total of r tasks divided into s subcycles 
with a consequent program parallelism 
of w = r/s. For such a program the effi
ciency of task execution is r/(n0s + r) = 
w/(n0 + w). The number n0, which 
seems to be about 40 for the STAR and 
the ASC, serves as a measure of com
puter parallelism similar to the number 
W for parallel array processors. In order 
to achieve an efficiency of use greater 
than one-half, we must have w >  n0 in a 
string array processor and w' >  W/2 in a 
parallel array processor. It is to be 
hoped that some overlapping of over
head cycles with execution cycles can 
be achieved, but in any case efficiency 
of execution will be seriously degraded 
for calculations with w <  n0.

Parallel Program Organization

With array processors it is evident 
that there can be a serious degradation 
of efficiency for programs that have not 
been specifically organized to fit the 
parallelism of the computer. It will 
therefore be important for a pro
grammer to know how his program is 
being executed and not to have this 
knowledge concealed behind the in
tricacies of a compiler. For this reason 
the FORTRAN language at NCAR and 
elsewhere is being extended by the addi
tion of explicit vector arithmetic state
ments which will be compiled into vec
tor instructions on array processors. 
FORTRAN programs to which vector 
statements have been added will still be 
suitable for serial computers since for 
these the vector statements will be 
compiled as loops. There may even be 
some increase in efficiency on NCAR’s 
C ontrol Data 7600/6600 machines 
arising from the more effective use of 
stack loops.

A general rule for the conversion of 
programs written for serial computers is 
that those programs will be most effi
ciently transferred to an array processor 
that have long parallel inner loops in 
which most of the serial computing time 
is spent. For such programs the transfer

is made by replacing the inner loop by a 
collection of vector operations in which 
the loop index becomes the vector 
index. Evidently the longer the loop the 
more efficiently the vector operation 
will be executed. An important con
straint on these inner loops, however, is 
that they be parallel and not sequential 
or inductive. That is, the loop must be 
such that it could be executed in any 
order without modifying the result. This 
rules out, as an inner loop, the sort of 
inductive loop that arises in the inver
sion of tri-diagonal matrices by back- 
substitution; each step requires the 
result of the previous step, but these 
most recent results are generally not 
available from vector operations. The 
exception would be a special inner 
product operation, but this is not 
directly applicable to the present case.

Many models for the numerical simu
lation of geophysical fluid flows are 
based on a finite difference mesh with 
an explicit marching scheme for the 
integration of the equations of motion. 
For these models the general rule will 
require that the inner loop be in the 
longest mesh direction and that com
parison tests leading to choices of alter
nate algorithms be avoided. Thus it will 
be desirable, if possible, to impose 
boundary conditions not as special 
algorithms but as the general interior 
algorithm; special operand values should 
be used even if they require the addition 
of a few exterior mesh points. The only 
logical decision that can be made with 
array processors is to execute or not to 
execute the operation called for at a 
particular step. The decision depends on 
the value (1 or 0) of the corresponding 
element in a logical control vector, and 
it is obviously inefficient to skip execu
tion at a step. In atmospheric models 
special thought must be given, for 
example, to the treatment of moun
ta ins, convective adjustment, and 
precipitation.

For models based partly on implicit 
numerical algorithms there will be the 
special problems mentioned earlier. For 
multidimensional models such implicit 
relations are often confined to one
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dimension at a time, as in alternating- 
d irec tio n  or fractional-tim e-step  
schemes. The general rule is that the 
innermost loop must be explicit; that is, 
each step in an implicit sweep should be 
executed for all elements in an explicit 
inner loop. Such an organization of the 
calculation requires additional storage 
for working vectors and, in the case of 
alternating-direction methods, requires 
some careful planning to effect the 
required array transpositions efficiently, 
which will depend on the specific array 
processor used.

A number of people are working on 
spectral or pseudo-spectral transform 
methods as a more efficient replacement 
for finite difference methods. Such 
methods benefit from the regularity of 
domain and uniformity of algorithm 
desirable for array processing. Although 
array transposition may cause some 
problems, there is general optimism that 
the necessary fast-Fourier-transform 
algorithms can be worked out, and that 
spectral transform methods will use 
array processors efficiently.

C ertain  other new numerical al
gorithms seem to be evolving in ways 
that are not particularly suitable for 
array  processors. For example, the 
development of finite-element methods 
based on a mesh of irregular topology or 
o f various semi-Lagrangian hydrody
namic schemes with fluctuating nearest- 
neighbor relations would seem to pose 
serious problems for effective imple
mentation on an array processor.

Conclusion

The efficient use of array processors 
will provide new constraints on the 
choice of algorithms for the construc
tion of numerical models. Some al
gorithms will be completely inappro
priate, and some, such as those involving 
implicit techniques, will require careful 
p lanning. But the large numerical 
models that currently consume most of 
the computing power at NCAR are 
based on explicit marching schemes and 
will be readily converted to make effi
cient use of an array processor.
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S c i e n t i f i c  S u b r o u t i n e  L i b r a r y

Margaret A. Drake

The Computing Facility provides its 
users with a collection of routines that 
perform many of the tasks commonly 
done on NCAR’s C ontrol Data 
7600/6600 computers. This scientific 
subroutine library, filed on a system 
utility library called ULIB, includes 
many mathematical algorithms for curve 
fitting, eigenvalue problems, differential 
equations, linear algebra, Fourier analy
sis, and other functions, with particular 
emphasis on those algorithms frequently 
used in the atmospheric sciences. The 
library also contains computer manage
ment routines that help the user per
form nonmathematical tasks on the 
NCAR computers. There are programs 
for graphical display of computational 
results, which provide convenient and 
sophisticated ways to display multi
dimensional functions in space and 
tim e. There are also routines for 
managing files, for expanding input and 
output capabilities, and for extending 
the FORTRAN language to improve its 
power and flexibility.

Consultation Services

The ULIB routines are kept on a 
high-speed disk and are stored in card 
image form so that they can be in
spected and modified by the user; sys
tem control cards are used for easy

access and editing. A brief description 
of each routine in ULIB can be found in 
the NCAR Library Routines Manual 
(NCAR-TN/IA - 67). More extensive 
documentation is filed in the library 
room next to the computers, where a 
Computing Facility staff member serves 
as librarian.

The librarian acts as a general consul
tant to users from NCAR, the university 
community, and other installations in 
several ways. He not only helps the user 
implement a routine for his problem, 
but also helps him choose the best rou
tine. If the library does not contain an 
applicable routine, the librarian will 
attempt to find one through various 
external sources. If the user wishes to 
consult someone on a mathematical or 
computational procedure, the librarian 
will either answer questions himself or 
direct the user to an expert within the 
Computing Facility. Before bringing a 
program to NCAR, the user might find 
it useful to discuss with the librarian the 
options and restrictions of the machines 
and systems available, as well as the best 
procedures to follow.

Special Programs

The library currently has many good 
algorithms for specific use in atmo
spheric research problems; some of

these are described elsewhere in this 
issue, but there are several special pro
grams worth mentioning here.

There are two interesting languages 
available, “PDELAN” and “FRED,” 
which are extensions of FORTRAN, but 
which permit a simplification and ver
satility of coding not possible in FOR
TRAN. Both languages are precom
pilers, that is, they interpret the addi
tional instructions allowed and translate 
them into the equivalent FORTRAN 
code. Both have proven very useful in 
the modeling efforts conducted at 
NCAR.

PDELAN was designed by John Gary 
and implemented at NCAR to facilitate 
the coding of finite difference schemes, 
particularly for partial differential equa
tions. It is a procedural language; it does 
not select a finite difference scheme but 
rather provides mesh and operator con
structs to simplify the coding of such 
schemes. It allows the user to write code 
that is close to the normal expressions 
used in physics and to define those 
expressions in a very flexible and 
dynamic way, thus significantly re
ducing the coding effort of a problem. 
In codes where the numerical schemes, 
additions to the physics, or the resolu
tion of the mesh are still experimental, 
the coding time for such changes is also 
greatly reduced.
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FRED is a less specialized language 
than PDELAN, but incorporates some 
of the powerful versatility of PDELAN 
as well as additional coding aids. For 
example, it will check the subscripts in a 
code to see that they conform to the 
dimensions during execution. This fea
ture can be very useful when the user is 
checking out a complicated section of 
code.

A nother valuable package in the 
library is a group of routines for eigen
value problems. These routines are the 
result of a successful effort to package a 
library of mathematical and computa
tio n a l quality . Distributed by the 
A rgonne N ational Laboratory, the 
package will handle almost any eigen
value problem more efficiently than has 
been done by previously existing pro
grams. The routines are well docu
mented and easy to use, and include a 
simple guide which selects the routine 
needed for a particular task.

Lib rary  Grow th

The C o m p u tin g  Facility library 
started out as an informal collection of 
frequently used algorithms coded by the 
staff. When the disk library was imple
mented, the scientific subroutine library 
was put on ULIB and automated. Since 
then, it has undergone rapid expansion 
with the addition of the commercial 
library and other valuable routines. The 
increased size and use of the library 
have made the standardization of the 
code and documentation of the routines 
critical to their accessibility and useful
ness. For these reasons, a library com
mittee was formed last fall to specify 
the goals of the library and to outline 
the criteria for inclusion of routines.

The committee agreed that the pri
mary responsibility of the library was to 
the needs of the community using the 
NCAR C o n tro l D ata 7 6 0 0 /6 6 0 0  
machines; that is, the library should 
provide a central pool of efficient 
routines for work done at NCAR. Com
m itte e  m em bers recommended an 
evaluation of all programs in the library 
and specified criteria for documentation 
and coding that would make the pro
grams easy to use. One of the main

criteria was portability, since UCAR 
users sometimes wish to transport 
routines to their own installations. 
Although portability cannot be guaran
teed, the Computing Facility makes a 
reasonable attempt to insure it and to 
document those areas of the code where 
users may have difficulty.

The evaluation of the library is now 
in progress. Members of the Computing 
Facility staff are investigating the best 
algorithms available for each section of 
the library. They are reviewing each 
routine and recommending additions, 
im p ro v em en ts , or discontinuations. 
They plan also to evaluate the routines 
in such a manner that users can deter
mine the relative merits of one program 
over another. As all these evaluations 
are completed, other members of the 
staff will implement the coding and 
d o c u m e n ta tio n  standards. We are 
limited in the staff we can devote to 
these activities, but we hope to have a 
steady and significant improvement in 
the quality and usefulness of available 
programs in the next few years.

We are constantly improving the 
various sections of the library, especially 
those which are heavily used. The addi
tion of the International Mathematical 
and Statistical Library has provided 
additional scope and flexibility. Al
though it is new and has had certain 
problems in control, this commercial 
library is conceptually well designed and 
promises to maintain the state of the art 
in its algorithms; it seems to be a good 
supplement for the future. • ,;;r
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C o m p u t i n g  

F a c i l i t y  

P u b l i c a t i o n s

Vincent B. Way land Jr.

Com puting F a c ility  Notes

The Computing Facility Notes is 
the means of formal communication 
of technical information to in-house 
staff and outside users. The Notes 
con tains program ming techniques, 
announcements of system changes and 
of the availability of new subroutines, 
change pages for the reference 
m anuals, and trouble reports. (A 
trouble report is a concise description 
of a software problem, its intended 
correction, and a means of avoiding 
the problem until the correction can 
be made; when the problem is re
solved, the trouble report and its 
correction date are republished.)

Reference Manuals

The Computing Facility reference 
manuals contain programmer informa
tion for development and execution of 
programs. The manuals are compiled 
and edited by Jeanne Adams, Paul 
Rotar, and E. Cicely Ridley; titles and 
descriptions follow.

•  The FORTRAN Reference Manual 
(NCAR Technical Note TN/IA - 70) 
describes the FORTRAN language as 
implemented in the NCAR FORTRAN 
compiler. It also contains descriptions 
of all the operating system control cards

necessary for a program to be executed 
on the computers.

•  The Library Routines Manual 
(NCAR Technical Note TN/IA - 67) de
scribes the standard FORTRAN mathe
matical routines and commonly used 
general subroutines resident in the 
operating system. The description of 
each subroutine includes (where appro
priate) algorithm, space requirements, 
execution time, instructions for use, 
rules, limitations, and diagnostics.

•  The 6600/7600 Primer deals with 
topics ordinarily covered in a beginning 
programming class. It supplements the 
other reference manuals and provides 
further clarification of topics that often 
present problems to the beginner.

•  The Ascent Reference Manual de
scribes the Assembly Language used on 
the 7600/6600 computers. Also in
cluded are descriptions of the computer 
organization (or architecture), descrip
tions of individual instructions for the 
computers, and instruction timing infor
mation for both computers.

•  The manual entitled The Bendix 
Da tag rid Graphic Digitizing System 
Operational Procedure and Available 
So ftw are  (NCAR Technical Note 
TN/IA-78) gives the operational pro
cedure for the Bendix Datagrid digitizer 
and software. The system enables 
graphic data to be translated into x,y
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coordinates which are recorded on mag
netic tape for subsequent input to the 
computers.

Subroutine Lib rary  Docum entation  
and Program Writeups

The subroutine library contains rou
tines additional to those contained with
in the computers’ operating system. 
These routines are generally too spe
cialized to be in the regular library; they 
are kept either on the Utility Library 
(ULIB) on the computer mass storage, 
or in deck form in the library card file. 
Writeups of the routines are available in 
the library room and describe how to 
use the various routines and algorithms. 
A program writeup is the users’ manual 
to a general-purpose program, published 
after the program is completed, and is 
available for general use.

Journal A rticles and 
Conference Presentations

While not directly available from the 
Computing Facility, papers authored or 
coauthored by Computing Facility per
sonnel are a significant effort in the 
documentation and communication of 
our activities. Some of these recent 
publications and conference presenta
tions follow.

Adams, Jeanne C., 1972: Programmer 
Training for Young Scientists— A 
Case Study , NCAR Technical Note 
NCAR-TN/PPR - 79, 16 pp.

Adams, John C. (in press): Rings with a 
finitely generated total quotient ring. 
Canad. Math. Bull.

Browning, Gerald, H.-O. Kreiss, and 
J. Oliger, 1973: Mesh refinement. 
Math. Comput. 27 (121).

Cline, A. K., 1972: Implementation of 
the spline under tension. Paper pre
sented at the SIAM Fall Conference,
16 Oct., Austin, Tex.

—, 1972: Rate of convergence of 
Lawson’s Algorithm. Math. Comput. 
26.

---------- , 1973: An elimination method
for the solution of linear least squares 
problems. SIAM J. Numer. Anal, (in 
press).

---------- , 1973: Curve-fitting of one
dimensional and planar functions 
using splines under tension. Com
munication o f  the ACM. (in press).

---------- , 1973: Lipschitz conditions on
uniform approximation operators. J. 
Approx. Theory (in press).

---------- , 1973: Six algorithms for curve
fitting using splines under tension. 
Comm. ACM (in press).

Danielsen, E. F., R. Bleck, and D. A. 
Morris, 1972: Hail growth by stochas
tic collection in a cumulus model. J. 
Atmos. Sci. 29 (1).

DeLuisi, J. J., I. H. Blifford Jr., and 
J. A. Takamine, 1972: Models of 
tropospheric aerosol size distributions 
served from measurements at three 
locations. J. Geophys. Res. 77 (24).

Drake, R. L., and T. J. Wright, 1972: 
The scalar transport equation of 
coalescence theory: new families of 
exact solutions./. Atmos. Sci. 29 (3).

---------- , W. L. Briggs, and T. J. Wright,
1972: Airflow pattern and droplet 
trajectories about an electrostatic 
cloud droplet problem. PAGEOPH 
96 (4).

Durney, B. R., and N. Werner, 1972: On 
the domains of existence of the three 
types of supersonic solutions of the 
inviscid solar-wind equations. Astro- 
phys. J. 171.

Gammill, R. C., and D. Robertson, 
1973: Graphics and interactive sys
tems: design considerations of a soft
ware system. Paper presented at the 
National Computer Conference, New 
York, N. Y.

Gary, John, and R. Helgason, 1972: An 
extension of FORTRAN containing

finite difference operators. Software 
Practice and Experience 2 (4).

Haurwitz, B., and A. D. Cowley, 1973: 
The diurnal and semidiurnal baro
metric oscillations, global distribution 
and annual variation. PAGEOPH 
1 0 2 (1).

House, Lewis L., and R. K. Rew, 1973: 
The resonance fluorescence of po
larized radiation IV. The doppler 
broadened Mueller matrix. J. Quant. 
Spectrosc. Radiat. Transfer (in press).

Kreiss, H.-O., and J. Oliger, 1972: 
Comparison of accurate methods for 
the integration of hyperbolic equa
tions. Tellus 23.

---------- , a n d ---------- , 1973: Methods
for the approximate solution of time 
dependent problems. GARP Publica
tion Series No. 10, World Meteoro
logical Organization, Geneva.

Miller, J. R., and K. S. Gage, 1973: 
Physical mechanism for the instabil
ity of a stratified free shear layer at 
low Prandtl number. Phys. Fluids (in 
press).

Nakagawa, Y., E. R. Priest, and R. E. 
Wellck, 1973: Evanescent magnetrat- 
mospheric waves. Astrophys. J. (in 
press).

Oliger, J., 1972: Effects of mesh refine
ments in a forecasting scheme. Paper 
presented at the Symposium on 
Numerical Weather Prediction for 
Limited Areas, Stockholm.

---------- , 1973: Fourth order difference
methods for the initial boundary 
value problem for hyperbolic equa
tions. Math. Comput. (in press).

Swarztrauber, Paul N., 1972: A direct 
method for the discrete solution of 
separable elliptic equations. SIAM J. 
Numer. Anal.

---------- , 1972: On the numerical solu
tion of the Dirichlet problem for a
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region of general shape. SIAM J. 
Numer. Anal. 9(2).

---------- , and R. A. Sweet, 1973: The
direct solution of the discrete Poisson 
equation on a disk. SIAM J. Numer. 
Anal. 10(6).

Sweet, Roland A., 1972: A direct 
method for the solution of Poisson’s 
equation. NCAR Facilities for Atmos. 
Res. 22.
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D a t a  S e t s  a n d  F i l e  M a n i p u l a t i o n

Bernard T. O ’Lear

The Computing Facility has imple
mented two software subsystems to 
facilitate program maintenance and data 
storage for the NCAR Control Data 
7600/6600 machines. The systems are a 
Program Library (PLIB) and a Tape 
Library (TLIB). Both help to supply the 
co m p u te r’s high-speed central pro
cessing unit (CPU) with programs and 
data at a rate commensurate with its 
capabilities. During the last decade CPU 
speeds have increased dramatically (the 
7600 is 60 times faster than the 
IBM 7090 class of machine), while data 
rates from peripheral tape drives and 
card readers have remained about the 
same.

One method of keeping the CPU busy 
is to interpose high-speed peripheral 
devices such as disks or drums between 
the CPU and the slow-speed tapes, card 
readers, and printers. Data can be 
moved from the slower devices to the 
high-speed peripheral devices for tem
porary storage prior to use by the CPU.

In the meantime, the CPU can be exe
cuting jobs with the data stored earlier 
on the disks or drums or saving output 
there until the slower output devices are 
free. This method is known as hierarchi
cal storage.

A drawback of the high-speed devices 
is their limited storage capacity. We 
have therefore designed our systems to 
provide the best possible storage and 
maintenance of programs under PLIB 
while allowing the data flow to remain a 
function of its use under TLIB.

P L IB

The PLIB system enables computer 
users to store programs on the large disk 
in a compressed symbolic code known 
as COSY. The programs are placed on 
the disks by PLIB control cards; the 
user then calls programs from the disk 
to the CPU for execution. Alter-cards 
placed in the call deck can be used to 
modify the program for a given run



before execution. Changes are either 
inserted into the program or replace 
parts of the program file as it is being 
prepared for execution. This allows a 
user to modify a master program or 
routine for checkout runs without 
actually changing the basic code stored 
on the disk. If the modifications prove 
to be good, the user can update the 
master program or create a new version 
for storage on the disk with the original.

Additional features of PLIB are an 
option for card-punch output of all 
library programs for backup against loss 
(see below), and the ability to read 
other users’ PLIB files to allow sharing 
of specialized routines among users.

Maintenance of P L IB

Ideally, programs stored by the PLIB 
system on the disk should remain intact 
indefinitely. However, like any piece of 
computing equipment, the disk file will 
occasionally fail. Therefore a set of 
maintenance and recovery routines has 
been written to prevent loss of the 
users’ information. All routines and 
changes to routines stored by users on 
the disk are saved daily on magnetic 
tape. A check routine examines the 
state of the PLIB files, and missing or 
non-readable files are loaded back to the 
disk from the previous day’s tape. This 
procedure has been effective in pre
serving the PLIB file information, but 
users are also urged to keep a backup of 
their routines on cards or tape.

Once each month the entire PLIB 
program set is searched for files that 
have been inactive for at least 30 days. 
These unused files are removed from the 
disk and saved on tape. A user can reac
tivate them easily before they are dis
carded at the end of eight months. Such 
a procedure is necessary to provide 
adequate space on the disks for the 
most-used programs and routines.

T L I B

TLIB is a staged tape subsystem 
designed to simplify and expedite tape 
use in the NCAR computing system. 
The first of two phases of implementa

tion has been completed without addi
tional hardware; the second phase will 
require a special mass storage device 
(MSD) capable of storing the equivalent 
of thousands of tapes. Two 7638 disk 
files are used as an MSD under phase 
one. Each can store 1.6 billion char
acters, or about 94 completely filled 
2,400-ft (732-m) tape reels. Disk space 
must be shared with the PLIB files, so 
that only a small portion of NCAR’s 
14,000-tape library can be accom
modated.

TLIB is activated by a *TLIB card 
which is matched by a logical unit 
number to an NCAR *ASSIGN tape 
control card. Both cards appear at the 
front of the deck. Operation parameters 
punched on the *TLIB card following 
the logical unit number control the 
TLIB system. The parameters specify 
various forms of data manipulation 
between the MSD and a tape.

Most normal tape programming prac
tices remain in effect, since programs 
are executed from the TLIB “virtual 
tape” in the same manner as from a 
physical tape. A tape can be mounted, 
read to the MSD, and unloaded before 
the program starts execution. No pro
gram changes are necessary, since inser
tion of the *TLIB card is equivalent to 
mounting a physical tape. All normal 
tape operations take place from the 
MSD until program execution is com
plete. Data from the tape can be left on 
the MSD for use in subsequent jobs. 
Programs that generate a tape during 
execution require no physical tape. The 
ouput data can be sent to the MSD and 
left there for subsequent use or written 
onto a physical tape during the termina
tion phase, or both, depending on the 
choice of TLIB parameters.

Storage limitations in phase one cause 
files which are not in current use to be 
gradually “aged off” the MSD. Part of 
the tabular information kept about a 
tape data set is the last time it was used 
or referenced. If there is no room for a 
file that requests entry, the longest and 
oldest data set will be aged off. The use 
rate of a data set also contributes to its 
residence time on the MSD, and files 
that are under constant use by several

programs are not aged off. Restoring a 
data file of information to the MSD 
requires remounting the tape and the 
use of certain control cards.

Operational Gains

Phase one of PLIB has significantly 
increased tape-data traffic by allowing 
more data to be read from tapes with 
fewer tape mounts. Without a tape- 
staging system the machine room staff 
would have to mount an average of 410 
tapes a day; at least half would be re
peat mounts of the same tapes. Usually 
only 25-50% of a tape’s total footage is 
read, so that if it remained mounted 
during program execution, hardware 
resources would be wasted. Other pro
grams would have to wait for access to 
the tape drive and when several pro
grams needed access to the same tapes 
at the same time, the delay could be 
considerable. By gathering and con
trolling all data flowing through the 
computer system in large blocks, TLIB 
reduces the wait for input/output time 
and improves CPU utilization.

Two special problems inherent in the 
NCAR job set have been partially solved 
by the TLIB. The first problem is the 
need for large numbers of tape re
mounts, primarily during the first and 
second work shifts. Through the use of 
TLIB a tape which is to be used exten
sively can be recorded onto the MSD 
the first time it is used that day. If the 
data set is of moderate size and under 
frequent use, it is likely to remain on 
the MSD during the first two shifts. 
Additional physical mounts for that 
tape are eliminated and tape drives are 
available more often. Several jobs can 
access the data from the MSD at the 
same time so that throughput for jobs 
needing a common data set is increased. 
If heavy use of TLIB on that day causes 
a tape to be aged off occasionally, the 
overall number of tape mounts is still 
reduced.

The second problem is the need for 
very large data bases, primarily for long 
numerical simulations. These programs 
handle extensive amounts of data from 
several tapes and must usually be run



during the third shift when there is less 
demand for rapid turnaround. Placing 
data from all the tapes on the MSD 
before starting the problem brings 
several advantages. The TLIB requires 
only a small amount of CPU storage for 
staging the tapes in, so that the CPU can 
overlap tape reading with the execution 
of other programs. Data on the MSD 
can be manipulated identically as from 
tape, but at disk speeds. Similarly, the 
generation of large output files as virtual 
tapes on the MSD requires minimal CPU 
storage and can overlap with the execu
tion of other programs. The large out
put file will force several tapes off the 
MSD, but these can be restored the next 
day if they are needed. The larger MSD 
will be required to optimize the com
bined advantages of reduced tape 
mounting and TLIB manipulation of 
large data bases.

Phase Tw o

The MSD planned for phase two will 
entirely replace many tapes for most 
purposes. Volumes of information will 
be moved from the MSD through the 
7600’s large core memory (LCM) and 
onto a disk file prior to a program’s 
execution. After execution, the infor
mation will be returned to the MSD. 
Several users of large data sets will have 
their data bases on-line to the computer, 
and the need for other peripheral de
vices (such as more tape stands, higher 
density tapes, drums, or disk packs and 
files) should be reduced. The completed 
system will provide data rates better 
matched to the 7600’s processing capa
bility and is also considered to be a pre
requisite for installation of any larger 
computer at NCAR in the future. •

Bernard T. O ’Lear received his B.S. in 
mathematics from Regis College 
(Denver, Colo.) in 1962. He has worked 
at the Martin Company (Denver) on 
program development for applied 
engineering projects. He joined NCAR 
in 1965, and worked on the develop
ment o f  the first General Circulation 
Model, its associated processors, and 
the first computer movies made for the 
GCM. His software contributions 
include system routines for the GCM, a 
Declarative Processor for the NCAR 
FORTRAN Compiler and other parts 
o f  the monitor, and portions o f  the 
new tape staging system (TLIB) which 
he plans to expand for a proposed Data 
Management System. O ’Lear is a 
member o f  the Association for Com
puting Machinery and was a co-recipient 
o f  the 1972 NCAR Technical Advance
ment Award.
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D a t a  A r c h i v e d  a t  N C A R

Roy L. Jenne

The meteorological data systems sec
tion of the Computing Facility procures 
and maintains data sets necessary for 
NCAR research and in this activity con
siders the data needs of universities. The 
basic national archive for meteorological 
data is NOAA’s National Climatic 
Center (NCC) in Asheville, N. C. How
ever, since we receive data from sources 
other than the NCC and have refor
matted it in a way that may be con
venient for other groups, we make our 
data available as a service to members of 
the research community. Many national 
and foreign organizations and several 
universities help us to build up our data 
base for scientific research. We are 
especially grateful to the NCC, the 
National Meteorological Center (NMC), 
the U.S. Air Force and Navy, the 
National Environmental Satellite Service 
(NESS), and NASA.

In planning for data acquisition, we 
emphasize multiple-use data sets, con
tinuity in time, and sufficient informa
tion to monitor some of the changes in 
the global atmosphere. Since there is 
often a one- to three-year delay in ob
taining foreign historical data sets, data

needs must be anticipated well in ad
vance of their use. We are involved in 
data planning for the various GARP 
experiments such as DST, GATE, ACE, 
TWERLE, and FGGE.* In addition, we 
are trying to prepare a data base for 
studies of climatic change and long- 
range prediction. We routinely archive 
synoptic-scale data, and will archive an 
augmented set of data during the GARP 
experiments. We often process the data 
sets that NCAR receives in order to 
reduce their error content and to put 
them into formats that reduce the data 
volume and the time necessary to 
unpack the data. We attempt to main
tain information about the content and 
reliability of each set. We also have 
information about some data sets kept 
elsewhere so that we can help re
searchers to find the data that will meet 
their needs.

The follow ing sections present 
general information about data sets

*D ata System s Test; GARP A tlan tic  T ropical 
E xperim ent; A n ta rc tic  C urren t E xperim en t; 
T ro p ic a l W ind, Energy C onversion, and 
R eference Level E x p erim en t; First GARP 
G lobal E xperim ent.
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available at NCAR for use on com
puters. An NCAR Technical Note now 
in preparation will give detailed infor
m ation abou t data sets that are 
available.

D aily  G rid Data

Our collection of northern hemi
sphere sea level pressure grid data begins 
in 1899 and is complete except for a 
span of ten months in 1945. We have 
height and temperature grids at 700 mb 
since 1947, at 500 mb since 1946, at 
300 mb since 1950, and at 100 mb since 
July 1957. Other stratospheric grids are 
available from July 1957 through June
1959, and continuously since 1962 or
1964, depending on the source. Many of 
the earlier grids have a resolution of 
only about 5° latitude by 10° longitude, 
whereas most of the later grids have a 
spacing of about 400 km (approximate
ly 3 .5 °). Figure 1 summarizes the 
height and temperature grids now avail
able.

Other daily grid data include:
•  Dew-point analyses for 850, 700, 

500, and 400 mb since 1 Septem
ber 1963

•  Nephanalyses for total clouds from 
September 1963 to April 1964, 
and for low, middle, high, and 
total clouds from April 1964 to 
November 1969

•  1,000- to 500-mb average relative 
humidity from March 1968 to 
present

•  850- to 100-mb wind analyses 
from August 1966 to present; 
some analyses available from 1963

•  Tropical analyses of winds for 
700 - 200 mb from 1968 to pre
sent, and of temperature from 
1970 to present (48° S to 48°N)

•  Analyses of southern hemisphere 
sea level pressure and 500-mb 
height for 18 months during the 
IGY (1957 - 58)

•  Sea-surface (water) temperature 
grids for the northern hemisphere 
from November 1961 to present

4 / 5 9  1 / 6 2  100

1 1 1  1 / 6 2  2 0 0

1945 1950  1955 1960 1965 1970
Y E A R

Fig. 1 Northern hemisphere daily grid height (colored bar) and temperature 
(gray bar) analyses available at NCAR. The daily sea level pressure grids start in 
1899. Southern limit for most grids is about 15 or 20°N. The resolution o f the 
more recent grids is about 400 km. Dots signify less frequent analyses.

Mean Grids

Long-term mean monthly climato- 
logical data are available on one mag
netic tape for each hemisphere. They 
include height, temperature, dew point, 
and geostrophic winds from the surface 
to 100 mb. Another tape has a climatol
ogy of the northern hemisphere strato
sphere from 100 to 10 mb, and German 
stratospheric analyses are available for 
each month since July 1964.

We also have long-term mean global 
sea-surface water temperature data. 
Monthly grids of surface water tempera-

mb
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NMC DATA FOR Y R /M O /D Y /H R  60 7 15 0 
ALL LEVEUS OF DATA
CODE X=RAOB. 0=W[ND OR RAWIN. V=ACFT

Fig. 2 Data coverage o f  conventional 
observed upper air data from the NMC for 

a typical time in 1968 (0000 GMT on 15 
July). Separate wind-with-height soundings 

received from stations that have thermal 
RAOB data are counted as RA WIN reports; 

i f  thermal data are lacking, they are 
counted as WIND reports. ACFT denotes 
aircraft report. Nearly all RA OB reports 
also report winds at mandatory levels. A 
zero plotted on top o f  an X  looks like a 
rectangle. A spot check in 1969 showed 

that data above 100 mb were generally 
not received from the southern hemisphere, 

North Africa, China, or the Middle East.

625 RAOB RPTS 

246 RAWIN RPTS 

257 WIND RPTS 

672 ACFT RPTS

Fig. 3 Data coverage o f  reconnaissance 
data, o f  winds derived from satellites, 

and o f bogus data on the synoptic tapes 
from the NMC for a day in June 1970.

NMC DATA FOR Y R /M O /D Y /H R  70 6 21 12
CODB B=BOCUS O-flLOW OFF L=LOW ATS H = HI ATS (BRECON 59 BOGUS 

71 BLOW OPP 
40 LOW ATS 

0 HICH ATS 
11 HECON
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ture in the North Pacific cover the 
period January 1949 through December 
1962.

Syn o p tica lly  Filed Observed Data

Our upper air data in synoptic se
quence start in May 1958. The first five 
years were obtained from MIT, and the 
last ten from NMC (and sometimes the 
USAF). The coverage on the NMC tapes 
became global (as received operation
ally) in June 1966; Fig. 2 shows cover
age for a day with normal data receipt 
in 1968. Data for 0600 and 1800 GMT 
were included starting in November 
1969. The NMC tapes include aircraft 
wind reports, wind data from cirrus 
blowing from cumulonimbus clouds 
(“blowoff winds”), wind data from the 
drift of clouds seen on ATS satellite 
film loops, and “bogus” data put in by 
analysts to help the objective analysis 
programs. Figure 3 shows the coverage 
of these data on a given day in 1970. 
NCAR has surface data only for 
19 February through 25 April 1967 and 
for December 1967. More complete sets 
are maintained by three other organiza
tions.

Tim e Series of 
Upper A ir  Observed Data

NCAR also has data on 48 tapes from 
about 1,600,000 rawinsonde ascents 
sorted into station-time series. We are 
a ttem p tin g  to  obtain all available 
mandatory-level rawinsonde data for the 
stations south of about 30°N. Our pri
mary source has been the NCC, with 
additional data from England, Australia, 
New Zealand, Argentina, Singapore, and 
Mauritius. We will soon obtain data 
from Brazil and are corresponding with 
several other countries to try to make 
this set more complete.

M onthly Mean Surface Data

We now have about 421,000 monthly 
reports from surface stations. There are 
reports for three stations in the years 
1761 - 1860; 15 stations for the next 
ten years; 50 for 1871 - 1910; 243 for 
1941-1950; 1,866 for 1951-1960;

and 1,900 for 1961 - 1970. Many more 
reports are now being added to this set.

M onthly Mean Rawinsonde Data

We are cooperating with the NCC to 
make a set of about 75,000 global mean 
monthly rawinsonde reports available 
(CLIMAT reports). NCAR’s southern 
hemisphere climatology project (see 
Taljaard et al., 1969) made extensive 
use of these data. Error detection and 
correction work on the northern hemi
sphere reports is not yet complete.

Satellite Brightness Data

Daily global brightness data, averaged 
by 5° latitude-longitude squares, are 
available for 1 January 1967 through
31 August 1972. One average brightness 
value is given for each grid point. The 
satellites view the earth at about 1500 
local time each day. To produce the 
data set, the NESS summarized the 
mesoscale brightness data given for 
squares that are about 50 km on a side 
(one-eighth of the NMC grid). For each 
square there is a count of how many of 
the 64 sub-squares have brightnesses in 
each of the categories 1 through 5.

Geographic Data

We have two sets of global 1° eleva
tion data; one of these also has water 
depth and ice thickness. Elevation data 
for each 5 min are also available for 
North America and Europe. A set of 5° 
global mean elevation data is included 
on the clim atology tape for the 
southern hemisphere.

Data-Handling Methods

Our input data are received in a 
number of different formats on cards 
and tape and can be made easier to use 
through changes in format. Some of the 
card formats have overpunches on the 
data, some binary packed data require 
reordering of the bits to be meaningful, 
and the various levels for individual 
rawinsonde balloon ascents often are 
not together in a data set. We have 
taken time to restructure many of these

formats so that the information is easy 
to use. One set of 602,000 rawinsonde 
reports on 56 tapes was repacked into a 
variable length binary format. The 
volume dropped by a factor of 3.9, and 
the time on the Control Data 6600 to 
unpack all the data dropped from 464 
to 34 min.

Often we choose a format that uses 
packed positive binary numbers in order 
to save storage volume and machine 
time. Most of the data are also kept 
under check-sum protection. If another 
computer is to use the binary packed 
data easily, it must have a binary capa
bility (nearly all computers now do), 
and one standard general purpose 
routine (GBYTES) must be written for 
it. We have written such a routine for 
IBM 360 systems and for the Uni- 
vac 1108. A second NCAR Technical 
Note in preparation describes some of 
the techniques for data processing, 
storage, and exchange; considerations 
involved in choosing formats; time and 
volume comparisons for different op
tions; and methods for processing data 
that have been received in various 
formats.

Motion Pictures

Several motion pictures have been 
made to support research and educa
tional goals at NCAR and the univer
sities. These were made using our data 
base and the NCAR 35-mm computer 
microfilm facilities. According to a 
recent count we have sold (at cost) a 
total of 115 copies of the following six 
16-mm films:

•  Se lec ted  Climatology o f  the 
Southern Hemisphere (Film J-l). Shows 
the change of the monthly mean clima
tology through the year (surface to 
100 mb). Includes temperature/dew- 
point spread for the surface through 
500 mb. Some northern hemisphere 
data are included for comparison. Has 
some daily 500-mb maps from both 
hemispheres. Black and white, silent;
29 min at 16 frames/sec; NCAR, 1969; 
supplementary text available.

•  Sou thern  H em isphere Daily 
Weather Maps, 1 July 1957 to 30 July
1958, Surface Pressure and 500-mb
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Height (Film J-2). Black and white, 
silent; 13 min at 16 frames/sec; NCAR, 
1970; no interpolation between daily 
maps.

•  N orthern  H em isphere Daily 
Weather Maps, 1 July 1964 to 31 July
1965, 1,000- and 500-mb Heights (Film 
J-3). Black and white, silent; 13 min at 
16 frames/sec; NCAR, 1970; no inter
polation between 12-hourly maps.

•  Daily 500-mb Heights and Long- 
Period F lu c tu a tio n s  (Film  J-4). 
Twelve-hourly height maps (with inter
polated frames) for 1 August 1969 to 
30 July 1970; very smooth movement 
of the pressure systems. Filtered maps 
for 1 July 1966 to 30 June 1971 
(periods longer than 15 days shown). 
Tw ice-daily, 500-m b, low-pressure 
anomalies are superimposed on the 
15-day, time-filtered flow for the period 
1 August 1969 to 30 July 1970. Black 
and white, silent; 13 min at 24 frames/ 
sec; NCAR, 1970. Supplementary text 
in preparation.

•  A Selected Climatology o f  the 
Northern Stratosphere (Film J-5). 100 
to  10 mb. Black and white, silent; 
12 min at 24 frames/sec; NCAR, 1972.

•  Long-Period F luctuations in 
500-mb Heights (Film J-6). Data for
1 July 1969 to 30 June 1971 (periods

longer than 15 days), 1 July 1967 to 
30 June 1971 (periods longer than
30 days), 1 July 1963 to 30 June 1971 
(periods longer than 60 days). Black and 
white, silent; 11 min at 24 frames/sec; 
NCAR, 1973.

J-2 20.00
J-3 20.00
J-4 25.00

J-5 23.00

J-6 22.00

Fo r Further Reading

T aljaard , J. J., H. van Loon, H. L. 
Crutcher, and R. L. Jenne, 1969: 
Climate o f  the Upper Air: Southern 
Hemisphere. Vol. I, Temperatures, 
Dewpoints, and Heights at Selected 
Pressure Levels. NAVAIR 50-1C-55, 
C hief Naval Operations, Washing
ton, D.C., 135 pp.

Films may be ordered from the 
author; payment may be made in ad
vance (to the National Center for 
Atmospheric Research) or a statement 
may be requested. The following prices 
are subject to change without notice:

21.00 24.50
21.00 24.50
26.00 30.00
24.00 28.00

23.00 27.00

in, H., R. L. Jenne, and
K. Labitzke, 1972: Climatology of 
the stratosphere in the Northern 
Hemisphere, Part 2, Geostrophic 
winds at 100, 50, 30 and 10 mb. 
Meteor. Abhandl. 100 (5), 97 pp. •

Via A ir  U.S. A ir
Film Numbers Surface Mail and Canada Overseas

J-1 $36.00 $38.00 $45.50 

Supplementary
Text no charge

Roy L. Jenne received his B.A. in mathematics from Washington State 
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later as a computer programmer at the A F  Global Weather Central. Since
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at NCAR; he has collaborated in data archiving with Dennis Joseph, Wilbur Spangler, 
and Dori Bundy. Jenne is a member o f  the NAS Data Management Panel for 
GARP and participated in the ICSU- WMO Planning Meeting for GA TE Data 
Management in Moscow. He is also a member o f  the weather data base working 
group for the ARP A net. His professional affiliations include the American 
Meteorological Society, the American Association for the Advancement o f  
Science, the Association for Computing Machinery, Phi Beta Kappa, Phi Kappa 
Phi, and Sigma Xi. He has published numerous articles on climatological 
problems.
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S t a n d a r d i z a t i o n  o f  t h e  

F o r t r a n  L a n g u a g e

Jeanne Adams

Continued growth in the Computing 
Facility during the next decade will 
create a demand for careful planning to 
assure effective service to the university 
community and the NCAR scientific 
staff. As the number of non-NCAR 
users increases, the variety and com
plexity of computer programs intro
duced into our system from other in
stallations will grow, whether these 
programs are brought to NCAR for 
processing or submitted through remote 
terminals. Program portability is there
fore important for users who bring pro
grams to NCAR and for NCAR scien
tists who may run their programs at 
other installations.

Recognizing an increasing demand for 
program  compatibility, the systems 
programming group at NCAR decided 
to appoint a member of the Computing 
F acility  to serve on an American 
National Standards Institute committee 
(designated X 3J3) for developing 
FORTRAN standards. The author is the 
NCAR member, and Vincent Wayland, a 
member of the systems group, is her 
alternate. The committee meets bi
monthly; NCAR was the host organiza
tion in September 1972 and will again 
be host this month.

The committee provides guidelines to 
users and vendors of software. Most 
manufacturers provide compilers in

which the national standard for FOR
TRAN is a subset of their particular 
FORTRAN language. Likewise, the 
NCAR compiler contains standard FOR
TRAN as a subset of the FORTRAN 
language in general use in the Com
puting Facility.

Attention to standardization began in
1960, when the American Standards 
Association established a committee for 
computers and information processing. 
A subcommittee was formed to consider 
common program languages, and in May 
1962 a working group began studying 
the possibilities of a standard FOR
TRAN language. Representatives of 
manufacturers and user groups cooper
ated in the study and preparation of the 
FORTRAN standard; its completion in
1966 marked the first standardization 
o f a programming language in the 
United States. The committee con
sidered such factors as current FOR
TRAN usage, clarity of syntax, feasibil
ity of implementation, and potential for 
future extensions. Improvements to the 
standard were issued in 1967 and 1969.

The standardization committee is 
now working toward a new standard. 
Many useful extensions have been con
sidered; some reflect practices com
monly used in current FORTRAN com
pilers, and others reflect a relaxation in 
the syntax. Extensions are being added
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to provide new flexibility and power to 
the basic language. The committee 
hopes to release the new proposal soon 
for consideration by the professional 
computer world.

C om m ittee representatives come 
from universities, government agencies, 
sc ien tific  organizations, computer 
manufacturers, and industrial users. 
While they are engaged in the prepara
tion and maintenance of new standards, 
the representatives serve as individuals 
rather than as organizational spokes
men. Minutes of each meeting of X3J3 
record the actions taken on new stan
dardization proposals, and include cor
respondence and clarification state
ments as well. During the last few 
months the committee has been pre
paring its final document and has con
sidered no new proposals except those 
th a t help to  clarify and correct 
inconsistencies.

The National Bureau of Standards 
plans to provide a program set that will

be able to validate a compiler with 
standard FORTRAN as a subset of the 
language processed. These routines will 
be modified to include specifications in 
the new standard to be released. Thus 
the federal government is encouraging 
compliance with the standard FOR
TRAN language. Betty Holberton of the 
Bureau’s Institute for Computer Science 
and Technology developed the routines 
and is currently making final checkouts.

Users who plan to transport programs 
from one computer to another should 
consider using standard FORTRAN. 
There have been studies to show that it 
is cost-effective and brings gains over 
the features unique to a given FOR
TRAN compiler that make it worth any 
inconvenience or extra programming 
effort. Most manufacturers are com
plying with the FORTRAN standard, 
and we are seeing a significant decrease 
in problems of converting programs for 
use at other installations or on new 
computers at the same installation. •
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L o n g - W a v e  R e s e a r c h ,  a t  N C A R

Andrew C. Vastano, Texas A&M University

During the past three years long-wave 
studies for the Coastal Engineering Re
search Center (CERC) have been carried 
out in conjunction with the NCAR 
Computing Facility. The focus of this 
research has been on the inundation of 
coastal regions by surges associated with 
tsunamis.* The present studies are con
centrated on improving the predictive 
capabilities of numerical analogs.

The tsunami response in shallow 
water regions depends on sequences of 
dynamic events which produce unique 
surge characteristics for each occur
rence. Even so, inquiry into this aspect 
of long-wave dynamics can be useful in 
identifying general physical mechanisms 
that represent the dynamics, and in 
studying the results of their interactions 
within numerical analogs. The local 
topographic modification of tsunami 
waves at Kauai, Hawaii, is the particular 
subject of the CERC-NCAR research.

*A tsunam i is a d istu rbance  o f the ocean 
produced  by subm arine earth  m ovem ent or 
volcanic e ru p tio n . A lso called tidal waves, 
these great seism ic waves have noth ing  to  do 
w ith  oceanic tidal m otions.

The generation of tsunamis by seis
mic activity produces trains of surface 
waves whose amplitudes and periods 
vary as complicated functions of the 
spatial and temporal scales of the ocean 
floor’s movement. In spectral terms 
such waves can be resolved into char
acteristic distributions of component 
periods and associated energies. Each 
tsunami thus possesses its own potential 
for inducing surges at distant shorelines. 
The response that develops at these 
shorelines is directly related to the 
correspondence of the tsunami energy 
spectrum to the inherent resonance 
characteristics of the local underwater 
topography and to the wave train’s 
direction of approach.

The Hawaiian Islands are vulnerable 
to tsunamis from seismic source areas 
distributed around the periphery of the 
Pacific Ocean from Chile to Japan. The 
northernmost of the principal islands, 
Kauai, Niihau, and Oahu, are the first to 
intercept and interact with wave trains 
proceeding southward from the active 
source regions along the Aleutian 
Trench.

The numerical techniques that can be 
used to explore the response of these

three islands depend on the scales of 
underwater topography in the numerical 
model. E. N. Bernard of the NOAA 
Joint Tsunami Research Effort at the 
University of Hawaii has represented 
Kauai as a right circular cylinder flanked 
by reflecting wedges of appropriate size 
in a constant-depth ocean (Bernard and 
Vastano, 1970). This analysis showed 
that features of the Kauai response are 
related to interisland reflections and 
their interaction with the incident wave 
train. At NCAR a numerical study by 
the author and Bernard has expanded 
the underwater topograpy of the three- 
island system (Fig. 1) to include a 
conical representation of Kauai with 
geometric approximations of the ridge 
lines and the reflecting islands of Niihau 
and Oahu.

Numerical models to simulate the 
response of a physical system require a 
method of exciting the system to its 
characteristic modes of oscillation. In 
term s of linear analysis, the most 
straightforward method is to develop a 
dynamic steady-state condition at the 
shoreline in question through the action 
of a continuous harmonic wave train, 
whose direction of incidence is the same
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as that of the tsunami. Relative to the 
incident wave amplitude, the steady- 
state amplitude at the island represents 
the response for a single period. This 
procedure is repeated to cover a spectral 
range of periods.

The analytically equivalent procedure 
is to excite the system by a transient 
pulse with a known energy spectrum 
and to Fourier-analyze the time series of 
water elevations developed at the shore
line for the spectral response. This tech
nique was adopted for the NCAR re
search effort through the use of a 
Gaussian-shaped plane-wave pulse of 
unit-maximum amplitude and an effec
tive length of 95 km. Experimentation 
has shown that a transient pulse of this 
nature is effective in studying the re
sponse for the topographic scales in
cluded in this model. Smaller spatial 
scales must be dealt with in a different 
manner since the incident pulse may not 
last long enough to develop the com
plete response. For such scales, ex
perience indicates that a statistically 
stationary time sequence with a stipu
lated spectrum will work best to gener
ate the response (Knowles and Reid, 
1970).

The numerical analog used to study 
the Kauai response is a finite difference 
system based on a linear partial differen
tial equation representing long-wave 
motion. The boundary condition at the 
Kauai shoreline and the reflecting 
islands is represented as a vanishing flow 
perpendicular to a vertical wall. The 
outer boundary includes a condition 
which specifies that wave energy scat
tered from the island system moves 
radially outward as the incident pulse 
propagates through the grid system.

A response curve has been developed 
which represents resonances for the 
Kauai Cone without the remaining 
underwater topography. This curve has 
been normalized by the spectrum of the 
incident wave (Fig. 2) and indicates the 
presence of nine resonances between
16.0 and 4.7 min. The response curve 
for the complete topographic model 
(Fig. 3) shows a more energetic response 
overall, with an increased capability of 
responding within the entire range that 
is generated by the additional topog
raphy. Each response curve is a com
posite of spectra, computed by Fourier 
analysis, of 72 time series taken at the 
shoreline representing Kauai.

A numerical model of this scope 
requires a large grid system to provide 
sufficient spatial coverage and topo
graphic resolution. Even with a con
venient radial coordinate system such as 
the one used in this model, 7,200 grid 
points must be used to calculate water 
elevations at each time level and the 
integration procedure must be stepped 
through 2,000 iterations. The examina
tion of the entire wave field computed 
at each grid point for even a single itera
tion becomes a lengthy task without the 
use o f a computer graphics routine. 
Thomas Wright of the Computing Facil
ity developed a perspective graphics 
program which was used to make a film 
of the entire grid system for the 2,000 
time steps. The film gave the first 
opportunity to examine the complete 
operation of the algorithm and the 
adequacy of the outer boundary condi
tion; two points of considerable interest 
were immediately apparent:

•  A prominent and persistent wave 
interaction develops along the Kauai-
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Oahu ridge line and continues long after 
the transient pulse has left the system; 
the extent of this interaction had not 
been realized before (Figs. 4, 5, and 6).

•  Transient azimuthal modes of mo
tion are generated around Kauai; these 
modes of motion had been studied 
analytically by Longuet-Higgins (1967), 
but had been undetected in transient 
numerical computations.
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P r o c e s s i n g  

E x p e r i m e n t a l  

A v i a t i o n  

D a t a

R. L Lac km an Research Aviation Facility
(RAF) provides the atmospheric science 
com m unity  w ith an aircraft data 
gathering and data processing service. 
Meteorological data are sampled by 
numerous instruments mounted aboard 
NCAR’s six aircraft: a de Havilland 
Buffalo, two Beechcraft Queen Airs, a 
North American Rockwell Sabreliner, a 
sailplane, and the recently acquired 
Lockheed Electra. The Electra is under
going extensive modification to incor
porate an elaborate meteorological in
strumentation system which will include 
a dual computer system for data 
gathering, computation, and display. It 
is intended that the Electra be opera
tional in time to participate in the 1974 
GARP Atlantic Tropical Experiment 
(GATE).

A comprehensive description of the 
RAF and its research aircraft is given in 
the March 1973 (No. 1) issue of Atm o
spheric Technology. This article dis
cusses only the programming and data 
processing operations of the four- 
member programming staff assigned to 
the RAF by the Computing Facility; 
reference is made to articles in the 
earlier issue. The group is responsible 
for meeting the demanding schedule of 
aircraft data production and for con
ducting  developmental programming 
activities. In addition to the author the 
RAF programming group includes Celia 
Huang, Bonnie Gacnik, and Ken 
Hansen.

Measurements of atmospheric vari
ables are recorded on magnetic tape at 
regular sampling intervals aboard the 
NCAR aircraft. At the termination of a 
test or research flight the tape is con
verted to computer-compatible form on

the RAF Aircraft Recording Instru
mentation System (ARIS III) ground 
station equipment and taken to the 
Computing Facility at the Mesa Labora
tory. The data are then processed by the 
RAF programming group according to 
an enclosed set of detailed specifications 
which include:

•  Calibration data
•  In stru m en ta tio n  data channel 

designations
•  Flight tape particulars such as tape 

start-stop times, aircraft involved, 
tape recording speed, and tape 
number

•  Data display information, especial
ly plotting and printing specifica
tions

•  Variables to be written on mag
netic tape

Because of the huge volume of data 
continually being recorded, there is a 
limited amount of time that the pro
gramming staff can devote to any parti
cular data set. Thus, limits must be 
imposed on the degree of processing 
through which the data can be taken, 
and at this cutoff point more detailed 
processing must be initiated by the 
scientific investigator. In its initial pro
cessing effort the RAF attempts to 
determine:

•  Instrumentation and data system 
performance

•  Overall data quality
•  Atmospheric conditions during the 

flight
•  Precise aircraft location and orien

tation throughout the flight
•  Accurate calibrations of the atmo

spheric variables (in MKS units)
Upon request, the scientific investigator 
is provided with a magnetic tape of the 
calibrated variables which he can use in 
subsequent, more detailed analyses.

The RAF programming staff con
centrates its efforts in three general 
categories: standard processing, special 
request processing, and program devel
opment. Standard processing jobs are 
normally referred to as production runs. 
Several options of an existing computer 
program are available for processing 
aircraft data tapes; input data cards 
specify the option chosen. Jobs that 
require a new program or extensive
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modification of an existing program are 
classed as special requests. Program 
development activities attempt to re
duce “special request” jobs to standard 
processing jobs through increased pro
gram flexibility.

Standard Data Processing

A typical aircraft flight tape contains 
one to three million words of meteoro
logical data. Sampled parameters in
clude various measurements of tempera
ture, pressure, humidity, etc., as well as 
a number of aircraft attitude and posi
tion parameters. The aircraft parameters 
are needed for establishing the spatial 
coo rd ina tes o f the meteorological 
samples and for determining relative 
wind vectors. All of NCAR’s powered 
a irc ra ft (except the Electra) carry 
Doppler navigational systems, and the 
Sabreliner, Electra, and Buffalo also 
carry inertial navigation systems (INS) 
(Kelley, 1973). The INS, Doppler, and 
meteorological parameters are sampled 
at different rates, ranging from one per 
second for the inertial true heading, to 
128 samples per second and higher for 
the fast temperature. An item can be 
sampled as often as 32 times per data 
frame in the ARIS III system (Glaser, 
1973). Moreover, the ARIS system is 
capable of multiple tape speeds of four, 
eight, 16, 32, 64, and 128 frames per 
second, although the slow speed is most 
often used. When a quantity to be de
rived is functionally dependent upon a 
number of items having non-uniform 
sample rates, a synchronization problem 
occurs: the parameters must all either 
be interpolated to common time incre
ments, or the data must be averaged to 
some compatible base rate. Since the 
slowest recording rate is once per 
second, and since all possible rates are 
integral within a second, it was natural 
that 1 - sec averages would become the 
common processing time standard. In 
production data processing of aircraft 
research flights, all of the measured 
parameters are converted to 1 - sec 
averages. All subsequently derived 
values are thus at the 1 - sec rate as well. 
The calibrated and derived parameters 
are then displayed as requested in

printed and/or plotted form on dd80 
microfilm at this standard rate. Mag
netic tape output of the calibrated data 
in binary or BCD form is available as an 
option. Full descriptions of options for 
data display, including plot scaling and 
print format selection, are presented by 
Rodi et al. (1973).

Standard research flight data are 
handled on a quick-turnaround basis. 
The time between the arrival of the 
ARIS tape at the Computing Facility 
and delivery of the microfilm output to 
the experimenter is seldom more than 
one day and is usually less than 4 hr. 
Fast processing allows the scientific 
investigator to evaluate his flight data in 
time to formulate decisions and flight 
plans for the subsequent day’s activities.

The RAF aircraft engineers also study 
the microfilm output in order to evalu
ate the performance of aircraft instru
mentation. Often the engineers request 
additional diagnostic outputs on the 
production runs, as well as special pro
cessing for instrument recalibration and 
software fixes to hardware or sampling 
problems. Usually, however, special 
requests by the aircraft engineers occur 
during test flights, tower fly-bys for 
instrument checkout, and intercompari
son flights if more than one aircraft is to 
be involved in a particular experiment. 
Quite often all or at least some of the 
flights of an experiment are reprocessed 
with revised instrument calibrations or 
software fixes to data problems which 
arose during the course of the experi
ment. All such requests fall under the 
category of standard data processing. A 
tabulation of such requests between 
16 March and 28 April 1973 showed 23 
separate jobs involving 93 data files on 
69 magnetic tapes. There were also 
three special processing requests in
volving 17 data files on 17 large tapes. 
Microfilm output was required in all 
cases and a majority of the jobs required 
output of calibrated data on magnetic 
tape as well.

Special Processing

Most requests for special processing 
involve data rates other than 1 - sec 
averages. The present general processing

program can handle uniform rates for all 
items that are multiples of the tape 
frame speed. The original concept was 
that each sampled item must occur at 
least once per frame; consequently, by 
averaging those meteorological variables 
that occur more than once per data 
frame a common time reference could 
be achieved for all variables. This as
sumption was nullified, however, by the 
installation of the INS platforms, whose 
parameters are not measured as mul
tiples of the frame rate. Some sort of 
interpolation or data repetition is there
fore required for these items.

Often, however, experimenters who 
request high-sample-rate processing are 
interested in the data at the measured 
rate and not at some lesser rate achieved 
through averaging several successive 
values. Since the variables are generally 
sampled at different rates, derivation of 
new items and printed display are diffi
cult. A recent and typical request called 
for several derived parameters as 1 - sec 
averages, a number of other variables at
32 samples per second, and another vari
able at 256 samples per second.

Data Merging

An order of magnitude in additional 
complexity and expended programming 
time is required when the special re
quest for a high sampling rate involves a 
multi-track data merge. The ARIS III 
system issues four serial data strings to 
four tape tracks. Each string has a dif
ferent sampling format; the first track 
generally contains one or more samples 
of all recorded variables, and the re
maining tracks contain selected param
eters at faster rates. Derivations of addi
tional parameters at the highest possible 
rate necessitates simultaneous access to 
data from all tracks. Since the strings 
were serially recorded, playback conver
sions on the ARIS ground station result 
in four separate computer-compatible 
tapes. Lackman (1971) describes a series 
of programs for multi-track merge and 
processing operations. Special requests 
of this type can take several weeks to 
complete, depending upon the amount 
of data requested and the existing work 
load. The merge-related programs are
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currently being modified in an attempt 
to simplify program conversion from 
one experiment to another.

Data Enhancem ent

In keeping with growing RAF em
phasis on quality data, more effort has 
recently been committed to the devel
opment of software methods to improve 
that quality.

A recent example involves the No
vem ber 1972 Sabreliner Turbulent 
Cloud Particle Growth Experiment 
(Kelley, 1972). The vector wind is given 
by

Vi = VA; + VP; + VBj

where VA, the velocity of the air with 
respect to the aircraft, is a function of 
pitch, roll, yaw, true airspeed, angle of 
attack, and sideslip; VP, the velocity of 
the aircraft with respect to the earth, is 
given by inertially recorded E - W and 
N - S velocities; and VB, the velocity of 
the gust boom, is determined from hori
zon tal and vertical accelerometers 
mounted in the boom tip. The differen
tial pressure sensors used to measure the 
angle of attack and sideslip were found 
to exhibit large drifts which prevented 
dc values of the gust velocities from 
being obtained. It was decided that the 
system was sufficiently stable for gust 
velocity measurements in the wave
length band of 27 m to 2.1 km. Thus 
the gust probe parameters were passed 
through a digital bandpass filter with a
0.08 - to 6.0 - Hz passband. It was also 
discovered through cospectral analysis 
that boom-tip motions did not differ 
significantly from INS measurements at 
frequencies below 1 Hz. Consequently 
the boom accelerations, which likewise 
exhibited a dc drift, were bandpassed 
through a digital filter with a passband 
of 1.0 to 6.0 Hz. Other functional 
parameters in the wind equation were 
subjected to low pass filters of either
2 - or 6 - Hz cutoff frequencies. The 
Rosemount temperature sensor’s low- 
frequency response has a time constant 
that corresponds to a 1 - Hz frequency, 
so a 2 - Hz cutoff filter was used. Rose
mount temperature was used to correct

the aircraft’s true airspeed. Figure 1 
shows the power spectrum of the hori
zontal accelerometer mounted in the 
boom tip. This prefilter spectrum dra
m atically  demonstrates the 7 - Hz 
resonant frequency of the boom. A
6 - Hz, high-frequency filter cutoff was 
chosen from all parameters in the gust 
computations in order to remain below

Figure 1

the resonant value. Figure 2 shows the 
horizontal accelerometer power spec
trum after filtering with the 1.0 - to
6.0 - Hz bandpass filter. A final opera
tion involved eliminating the computa
tionally produced biases by removing a 
12.5 - sec running mean. The data were 
accumulated at speed four of the ARIS 
recording system, which generates 32
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data frames per second. The INS param
eters were interpolated to a rate of 32 
values per second, whereas the normal 
ARIS variables recorded at one or more 
samples per frame were averaged within 
each frame such that a resulting 32 
values per second were obtained as well. 
All gust velocity computations were 
done at this sample rate; then, prior to 
variable output on magnetic tape, all 
parameters other than the three gust 
components were reduced to 1 - sec 
averages. Power spectra were generated 
for all related variables before and after 
filtering to insure that the proper filters 
were being applied successfully.

Future Softw are Development

As the demand for quality aircraft 
meteorological data continues to in
crease, so will the demand for more effi
cient and more elaborate data pro
cessing. Acquisition of the Electra 
aircraft with its highly sophisticated 
instrumentation system has itself vastly 
expanded the RAF’s data processing 
commitment. Although the Electra will 
carry an ARIS recording system as a 
backup, the Electra Data Management 
System (EDMS) is sufficiently different 
from the ARIS to warrant a new tape 
decoder for the general processing pro
gram. The EDMS will generate on
board, computer-compatible magnetic 
tapes of variable record size rather than 
th e  f ix e d  64 - w ord-per-fram e,
1,024 - word records generated by the 
ARIS ground station. Word locations 
within the record will not be similar, 
nor will the parameter sampling rates. 
Moreover, there will be a number of 
instruments whose sampled parameters 
will require special processing, such as 
the Knollenberg particle probes, the 
Omega wind-finding dropsonde, and the 
PRT-6 radiometer.

General Processor

Rather than to expand and modify 
the present general processor to account 
for these changes and additions, we 
decided to develop a new general pro
cessing program. The usual fond dream 
of a programmer attempting to develop

a general program is that no matter 
what is requested in the subject area of 
the program, transcription of the appro
priate control parameters to data cards 
will suffice to execute the program and 
provide the requested results. Trying to 
provide this sort of generality within a 
single interrelated package usually re
sults in an excessively large, inefficient 
program.

Considerable improvement can often 
be realized by writing the program in 
modular form. The requested options 
can then be executed by constructing a 
simple driver routine and selecting an 
appropriate set of modules. Modular 
design is one of the criteria that has 
been set for the new general processor. 
A number of other design criteria have 
been placed on the program, which are 
of proven value in the existing processor 
or have become desirable features for 
enhancing data quality. They include:

1. Arrays must be available to store a 
variable amount of input data before 
calibration and other processing begins. 
This is to allow the data to be “de
spiked” (removal of noise peaks of 
limited duration), filtered, interpolated, 
and to have a running mean computed, 
or similar operations performed that 
require several values of a parameter to 
be available simultaneously.

2. The program must be capable of 
sim ultaneously  processing variables 
which are at various sample rates.

3. As many items as possible that 
vary between experiments and individ
ual flights must be data card inputs.

4. Statistical data must be printed on 
each parameter processed so that an 
evaluation of the data can be made 
without waiting for microfilm output. 
This feature is to supplement the quick 
turnaround so often required.

5. The program must anticipate the 
most commonly detected tape errors 
and proceed with execution, when 
possible, with the sort of error correc
tion that would be applied manually.

6. There must be a complete set of 
diagnostic prints so that reasons for 
program failure can be readily traced, 
especially when the error is in data card 
inputs.

7. The program must contain the

flexible print and plot microfilm op
tions currently available in the existing 
processor.

8. The program must be thoroughly 
annotated and separately documented 
to allow others to readily understand, 
utilize, and modify it. It is intended that 
the expanded general processor be 
equally applicable to EDMS or ARIS III 
generated  data , possibly through 
module selection.

Future Resource Requirem ents

It is hoped that the general processor 
program being developed will allow a 
higher level of processing— including 
de-spiking based upon instrument 
response, interpolations of higher order 
than linear, and data filtering if 
requested— to be performed with the 
same ease of modification as the present 
processor. If more data are to be pro
cessed once the Electra is operational, if 
a higher level of sophistication in pro
cessing is to be demanded to enhance 
data quality, then additional Computing 
Facility resource will be needed. Effi
cient use of this resource will result 
from the advanced planning and active 
cooperation of the RAF with the scien
tific user community.

The amounts of printed and plotted 
output that could be generated from a 
typical aviation flight tape are enor
mous. The dd80 microfilm plotters have 
a system limitation on the number of 
plot instructions which can be generated 
by a single job running under the nor
mal system mode. If a job exceeds this 
number of instructions, its execution is 
terminated. The program can then be 
run in only one step by selecting the 
dd80 on-line system option. This option 
holds all other jobs from execution until 
the on-line job terminates. Data pro
cessing jobs of Buffalo aircraft tapes 
w ith  requested  microfilm options 
commonly require dd80 on-line assign
ments at the present time. The 6600 
time allocations for these jobs are typi
cally from 15 to 30 min and up to
2,000 microfilm frames are generated. 
Present estimates call for approximately 
four large computer tapes of data to be 
generated during a single 8 - to 10 - hr
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Electra flight. The increased number of 
meteorological instruments on this air
craft will increase the number of items 
available for display per increment of 
time during Buffalo processing. Pro
jected estimates of computer resource 
units for a 1 0 -hr Electra flight, based 
upon current Buffalo requests, could

Robert L. Lackman received his B.S. degree in physics from Montana State 
University in 1962. He continued his education while gaining work experience 

under the Masters Fellowship Program o f Hughes Aircraft Company and received 
his M.S. degree in physics from the University o f  Southern California in 1965. 
While a member o f  the Hughes Space Systems Division, he helped develop the 

Surveyor spacecraft mission control software package. He came to NCAR in 1968 
and is currently responsible for the programming and data processing needs o f

the Research Aviation Facility.

conceivably reach 16,000 microfilm 
frames and 2 hr of 6600 CPU time. 
Depending upon the amount of de- 
spiking, filtering, and interpolation to 
be performed, this time estimate could 
be insufficient.

Magnetic tape acquisition and storage 
requirements will also increase. Tapes 
generated on the Electra are retained as 
master flight tape copies; consequently, 
the masters must be immediately copied 
onto another set of tapes. During pro
cessing the scientist might reasonably 
request that calibrated data be output 
for him on yet another set of tapes. The 
result of a single 8 - to 10 - hr Electra 
flight would be the utilization and sub
sequent storage of approximately 12 
large tapes.

Many factors will contribute to the 
efficient use of this additional resource, 
including the continued comprehensive 
planning o f experiments, selective 
choice of processing and display op
tions, flexible general processors, and 
conscientious programmers. The com
bined efforts of the RAF and the RAF 
programming group will continue to 
provide an outstanding data collection 
and processing service to the scientific 
community.
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David Robertson

Computer-produced graphics are a 
vital part of NCAR’s computer opera
tion. We regard them as a primary form 
of computer output, and indeed pro
duce more frames of graphics per month 
than pages of line printer output. Since 
graphics make information assimilation 
and understanding easier, they have 
become indispensable to most users of 
our computer system. We have designed 
our operation for fast turnaround of 
graphics output so that users can profit 
from graphic information in preparing 
for their next job submissions.

The majority of computer installa
tions do not use graphics as an integral 
part of the research process. Plotters of 
various kinds are generally used to pre
pare meticulous (usually publishable) 
illustrations of problem solutions after 
computations have been completed. 
These graphics are typically used to 
accompany journal articles. Many in
stallations also work with interactive 
graphics, a technique in the general area 
of interactive computing. This is an 
exciting but expensive field which re
quires each user to have a terminal of 
some kind and to expend a nontrivial 
amount of computer resource. The 
m iddle ground between these two 
approaches is the area NCAR has ex
ploited.

Historically, the atmospheric sciences 
have been heavily committed to the 
extensive use of computers and to 
graphics, although not necessarily to

gether. The weather map has been a 
basic tool of the meteorologist for many 
years and predated the use of com
puters. Programs to produce contour 
maps and x,y plots on the line printers 
were introduced at NCAR almost simul
taneously with the arrival of the Control 
Data 3600 computer in late 1963.

Line printer plots are very coarse 
because resolution is a function of char
acter spacing. To produce a satisfac
torily detailed map of a large field, it 
was often necessary to tape together six 
to 12 pages of printer output; the map 
was over a meter on a side and difficult 
to manage. In mid-1964 we wrote a 
software package to produce magnetic 
tapes containing instructions for the 
University of Colorado’s Calcomp drum 
plotter. With an increment size of 0.01 
in. (0.25 mm), maps of reasonable size 
and excellent detail could be drawn. 
The drawback was, and still is, one of 
plotting time. A typical contour map 
took about 20 min to produce on the 
Calcomp. While this was much faster 
than hand drawing, it still did not pro
duce many maps in a day’s time.

When it became clear in early 1965 
that we would get a Control Data 6600, 
it also became clear that we would need 
a graphics device that could produce the 
large number of graphs and maps we felt 
sure would be required. We decided on a 
Data Display dd80 microfilm recorder 
which was compatible with the 6600 
computer.



G R A P H IC S  P R O D U C E D  A T  IMCAR

YEAR
FRAMES OF 
M ICRO FILM

HARDCOPIES 
FROM MICROFILM

1965 300,000 e 15,000 e
1966 2,000,000 e 100,000 e
1967 2,800,000 140,000
1968 3,100,000 150,000
1969 2,600,000 160,000
1970 3,600,000 180,000
1971 4,600,000 210,000
1972 7,500,000 250,000

e = estimate I

The dd80 is composed of a cathode 
ray tube (CRT) which can display vec
tors and characters under computer 
control, and a shutterless 35-mm movie 
camera in which each frame advance is 
under computer control. The camera 
faces the CRT in a light-tight box so 
that every line displayed on the CRT is 
recorded on the film. Since the camera 
is shutterless, there is no need to display 
the whole picture at once on the CRT.

At that time Glenn Lewis and Paul 
Rotar made what was to be perhaps the 
single most important decision affecting 
our future course in graphics. That was 
to put the dd80 on-line to the 6600 and 
to have a graphics package automati
cally loaded, as required, with a user’s 
program. The plot package contains 
scaling routines, all the actual plot in
structions, and a complete set of graph- 
paper routines. At a higher level, we 
have evolved utility routines, most 
written in FORTRAN, to perform such 
often-needed functions as x,y plotting, 
contouring, solid object depiction, etc. 
(See the article “Utility Plotting Pro
g ra m s  at N CA R,” im m ediately  
following.)

David Robertson has been a programmer, administrative assistant, and 
systems programmer with the Computing Facility since 1964. He received 
his B.A. in geology from Lehigh University in 1956 and subsequently was 
employed as a geologist with the St. Jospeh Lead Co., Bonne Terre, Mo., 
and as manager for Administrative Services at NCAR (1963 - 64). A large 
part o f  his work in the Computing Facility has been in writing and 
acquiring graphics software; he has also been extensively involved in 
parts o f  the 7600/6600 operating system. He is currently working with 
remote access plans and software. He is a member o f  Computer Micrographics 
Technology and was a co-recipient o f  the NCAR Technical Advancement Award 
given recently to the Computing Facility’s systems group.

Fred Walden, our microfilm spe
cialist, came in June 1965 and set up 
our processing facilities so that the dd80 
could go into use shortly after its arrival 
that August. Besides the choice of a film 
processor, readers had to be obtained so 
that the microfilm produced would be 
usable. A decision was made to get only 
reader-printers; these would offset the 
inconveniences of microfilm by pro
viding hard copy quickly and easily. We 
decided against devices that would auto
matically produce hard copy of all 
images, feeling that they would not be 
cost-effective since most microfilm 
output, like most printer output, would 
be discarded.

When the Control Data 7600 was 
ordered in 1971, we got a second dd80 
to fulfill the same function as the first. 
Although microfilm recorders of much 
higher quality are now available, budget 
limitations prevented our acquiring a 
substantially improved model. It will be 
imperative to get an up-to-date micro
film recorder with the next-generation 
computer since increased detail in com
putational models will require equiva
lent graphic improvements for adequate 
portrayal of results.

An interesting use of our dd80 has 
been for movie-making. Movies are par
ticularly useful for displaying time- 
dependent phenomena and a great many 
of the problems worked on at NCAR 
are of this type. Since 1966 we have 
produced over 200 movies. We have 
developed a fairly large collection of 
utility routines to aid movie-making, 
and are in the process of consolidating 
these to a movie-generation skeleton 
program to aid novice moviemakers.

The requirements of a satisfactory 
movie are quite different from those of 
everyday graphics. A great deal of atten
tion must be paid to details of the 
graphic arts, an area unfamiliar to most 
programmers and scientists. Thus it 
becom es important to have utility 
routines that produce good, aesthetic 
output through “default options.” Our 
goal is to reach a point where audiences, 
instead of thinking how amazing it is 
that a computer can make a movie, will 
no longer realize that a movie was 
computer-generated. •
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U t i l i t y  P l o t t i n g  P r o g r a m s  

a t  N C A R

Thomas J. Wright

The Computing Facility program 
library contains a comprehensive selec
tion of utility routines for generating 
scientific computer graphics. Generally, 
these routines represent the most up-to- 
date plotting methods consistent with 
NCAR’s graphics philosophy and avail
able hardware. Present capabilities and 
anticipated improvements and innova
tions are discussed.

Sim ple Graphs

A utility routine is available for auto
matic graphing of functions or param
eterized curves. The user supplies linear 
arrays containing the coordinates of the 
curve to be drawn, and the necessary 
labels. The routine computes appro
priate rounded values for the limits of 
the graph, plots a set of axes with 
numbered tick marks, and labels, plots 
the curve, and titles the graph (Fig. 1). 
In the near future this routine will be 
improved to include better labeling for 
m ultip le curves; a version which 
smooths the lines may be written.

Dashed Lines and Lin e  Labeling

Two software dashed-line packages 
supplement the hardware dashed-line 
feature of the dd80 graphic plotter. The 
hardware dashed-line generator works 
by turning the cathode ray tube beam 
on and off while lines are being drawn. 
Unfortunately, the length of a drawn

CLD NO. 6 TIME* 30 HR 1 MIN

Fig. 1 Autom atically generated graph.

segment varies with the total length of 
the line, and dashed lines can even 
appear to be solid if their lengths are 
short enough. The software dashed-line 
routines contain entry points corre
sponding to the line-drawing entry 
points of the system plot package. In 
one software routine the arguments 
match those of the system entry points. 
The routine computes the lengths of the 
dashed segments, making them always 
accurate. A second routine has addi
tional arguments to produce characters 
along the line as part of the line pattern. 
It improves line labeling in some con
touring routines and will be used to 
improve the labeling of multiple curves 
drawn by the simple graph generator.
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D isplay of 
Tw o-Dim ensional Fields

Two-dimensional fields can be dis
played by streamlines, vectors, con
tours, halftone shading, and by simula
tions o f three-dimensional surfaces. 
Figure 2 shows display o f two- 
dimensional velocity fields by a stream
line program. The direction of the veloc
ity field is shown by the arrows, and the 
magnitude by the closeness of the 
arrows.

In the near future a versatile routine 
for plotting velocity vectors will be 
added to the library to generate plots 
similar to Fig. 3.

The contouring routines are being 
revised to yield a family of four routines 
for randomly spaced data and four 
rou tines for data stored in two- 
dimensional arrays. Each set of four 
routines provides four levels of com
plexity, speed, size, and picture quality 
of the programmer’s choice (Fig. 4).

NCAR’s contouring routines will 
perhaps be the most comprehensive and 
up-to-date routines available; they will 
contain the following features:

•  Contour levels can be automati
cally generated at “nice” (integral) 
values.

•  Scaling is done automatically un
less otherwise specified. For randomly 
spaced data, rounded bounds are com
puted and used to draw a labeled perim
eter around the map. For data stored in 
a rectangular array, scaling is done with 
coordinates proportional to the sub
scripts. For non-square N by M arrays 
where M is not greatly different from N, 
the plot is rectangular with sides propor
tional to N and M.

•  In all but the fastest routine for 
each type of data, the dashed-line, 
character-insertion routine is used to 
produce labeled contour lines. Where 
possible, labels show true data values 
and are not normalized; if labels must 
be normalized, a scale factor is written 
below the plot.

•  Data points with unknown or 
undefined values are easily marked, and 
the contouring routines omit contour 
lines around these points.

•  Rectangular arrays have three re
finements: (1) a new, fast algorithm 
marks relative minima and maxima; (2) 
changes to perform transformations 
before plotting are easily added; and (3) 
contouring of rectangular subregions 
within arrays requires no modification 
of the contouring subroutines.

Halftone displays of two-dimensional 
data fields are produced through plot
ting of varying light intensities. The 
dd80 has only two intensities and one 
dot size, and must plot dot patterns to 
obtain a gray scale. Resolution is limited
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Fig. 4 Four levels o f  contour plotting are available for randomly and regularly 
spaced data (here the latter are shown). “Simple” is the fastest but least 
attractive method, and lacks line labels. I t requires the smallest program, and 
machine language is available for the most time-consuming part. “Standard” is 
the most commonly used and has line labels. “Sm ooth” uses splines under tension 
to smooth the contours. “Super” is the slowest but most attractive method and 
requires the largest program. Crowded lines are eliminated, labels are improved, 
and the results are often directly publishable.

Fig. 5 Halftone picture on the dd80.
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Fig. 6 Halftone picture on the MS-5000.

Fig. 7 Perspective display o f  a function 
o f  two variables.

Fig. 8 Four contour surfaces o f  
the wave function o f  a 3p electron in a 

one-electron atom.



Fig. 9 Volume o f  high vorticity and its coupling with surface pressure. 

Fig. 10 Cartography sample.

to about 128 X 128 cells per frame 
(Fig. 5). In late 1972, an MS-5000 high- 
precision, multiple-intensity plotter was 
loaned to NCAR, and software was 
developed that produced 16 intensity 
levels and a resolution of 2,000 X 2,000 
(Fig. 6). Procurement of an advanced 
plotter of this type is planned for fiscal 
year 1975.

Two-dimensional data fields can be 
considered to be altitudes approxi
mating a surface in three-dimensional 
space. Another algorithm developed at 
NCAR can display the surface, with 
hidden parts omitted, in only a little 
more time than is required for con
touring the field (Fig. 7). Options in
clude contours on the surface, stereo 
pairs, lettering in three-dimensional 
space, and skirts around the edges of a 
surface.

Display of 
Three-Dimensional Fields

An algorithm has been developed that 
can draw contour surfaces of a function 
of three variables (Fig. 8). Output from 
three-dimensional models can be pro
cessed with this routine; Fig. 9, for 
exam ple, shows a model-generated 
cloud of high vorticity. In this case the 
algorithm is linked with other routines 
to plot surface pressure (isobars) and a 
map, both with the hidden parts not 
drawn. This routine requires a high- 
resolution, three-dimensional array to 
produce accurate results. A resolution 
of 40 X 40 X 40 is generally the re
quired minimum, but only a one or a 
zero is needed at each position. The 
data plotted in Fig. 9 had an original 
resolution of 20 X 20 X 10; they were 
densified to 80 X 80 X 40 before being 
processed by the three-dimensional 
plotting program.

Cartography

The plotting utility routines contain a 
map-generating package. The continen
tal outlines are stored in a file with the 
latitudes and longitudes at a resolution 
of about 0.5°. The continental outline 
points then can be translated onto the 
plotting plane via any of eight projec

tions contained in the mapping package 
(Fig. 10). Latitude and longitude grid 
lines and boundaries of states within the 
USA can also be plotted. The package 
can translate user-supplied latitudes and 
longitudes onto the plotting plane so 
that information such as isobars or wind 
barbs can be added to the map.

Character Generation

Hardware characters are available on

the dd80, and have the advantages of 
requiring only a small amount of space 
in the plotter instructions and a small 
amount of time to plot. Since they are 
unattractive and can be plotted only 
vertically or horizontally, they are sup
plemented by software character genera
tors. One of these uses a huge data base 
containing descriptions of characters 
from many alphabets and is designed 
primarily to produce directly publish
able scientific papers. Part of a sample
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line e n d -p o in t s  are then found by adjusting these  
co ordinates  by dx, dy, and dz (see figure 5) which are 
defined in tw o-space  as follows:

xlr-x ll
dx = .5----------

NY-1
ylr-yll

dy=.5  

dz = .5

NY-1
yul-yll
NZ-1

where NY is the number of points in the Y direction, NZ is 
the number of points in the Z direction, xlr is the tw o-space  
x co -o rd in a te  of the lower right-hand point of this slab, 
xll is the x co -ordinate  of the lower le f t -hand point of 
this slab, and so on.

Once the tw o-space  co -ord inates  of the end points of 
a line have been found, the visibility of the end points is 
determined by examining the virtual screen. Since the

Fig. 11 Software characters on the dd80.

Fig 12 Software characters on a high-resolution plotter.

s in 27lG2 °°
------------------ dtp = Y, ( m + l ) a 2m s in 2n+2” V  dip (126)

0 (1  -  cx2s i n 2ip ) s 771=0 J  0

A lth o u g h  th e  se rie s  e xp a n s io n s  a re  a b s o lu te ly  c o n v e rg e n t in  th e i r  ra n g e  o f a p p lic a t io n , 
th e y  do n o t  co n ve rg e  ra p id ly  u n le ss

a 2s in z(j> «  1 (127)

The re c u r re n c e  e q u a tio n s  fo r  th e  te rm s  o f th e  c o n v e rg e n t se rie s  a re  d o c u m e n te d  in  
A p p e n d ix  A.

The fo rm u la e  in  Tab le  I I  a re  n o t  u s e fu l w hen  th e  c o m o d u lu s  is  s m a ll, because  th e  
te rm s  o f th e  fo rm u la e  c o n ta in  pow e rs  o f th e  c o m o d u lu s  in  th e i r  d e n o m in a to rs . 
C a n c e lla tio n  o f th e  pow e rs  o f th e  c o m o d u lu s  can  be a c h ie ve d  i f  th e  e l l ip t ic  in te g ra ls  
a re  e xp re sse d  b y  su ch  m o d if ic a t io n s  o f th e  D iD ona to  se rie s  as to  is o la te  th e  te rm s  o f 
lo w e s t degree . The m o d if ic a t io n s  o f th e  se rie s  a re  d o c u m e n te d  in  A p p e n d ix  A.

The l im i t in g  va lu e s  o f th e  in te g ra ls  w hen  a = c a re  g ive n  re s p e c t iv e ly  b y  th e  
e x p re s s io n s

(a 2 + f ) 2 (a 2 + ? )2 (a 2 + £)2
(128)

w hen  th e  in te g ra ls  a re  o f ze ro  deg ree , f i r s t  degree , o r  second  deg ree . T h ese e xp re s s io n s  
g ive a lso  th e  l im i t in g  v a lu e s  o f th e  in te g ra ls  a t la rg e  d is ta n c e  w h e re  V a 2 +  f  becom es 
e q u a l to  th e  ra d ia l d is ta n c e  f r o m  th e  c e n te r  o f th e  e llip s o id .

The g ra d ie n t o f X(£) is  g ive n  b y  th e  e q u a tio n

V X = ------ . : =  -  Ha  +  B  + C)V£ (129)
V 4 ( a 2 + f ) ( 6 2 + f ) ( c 2 + ?)



page is shown in Fig. 11. A routine was 
developed at NCAR to produce an at
tractive text useful for labeling graphs 
and titling movies using a subset of the 
character data base. When the high- 
resolution plotter is obtained, these 
routines can be used to produce directly 
publishable text and figures (Fig. 12).

A routine using a very small data base 
of characters was developed to plot 
simple characters at any orientation. 
This capability is for the more sophisti
cated  software dashed-line package 
which can put characters in the line, as 
shown in Fig. 4.

Movies

Movie generation is perhaps the most 
advanced application of the dd80 be
cause all graphics techniques can be 
used with the parameter of time added. 
Utility routines that have been written 
to aid the moviemaker are:

•  Softw are character generators 
(mentioned above). These routines are 
vital to the production of attractive, 
readable titles and labels, and their in
troduction has been the single biggest 
improvement in NCAR’s computer- 
produced movies over the last several 
years.

•  A routine using the software char
acters that automatically positions, 
titles, and repeats them on the required 
number of frames to make them read
able. An effort will be made to improve 
the aesthetics of the title composition 
automatically.

•  A routine that “rolls” movie titles 
on the screen like a scroll. New lines of 
text appear at the bottom of the screen, 
rise, and disappear off the top. The 
routine also uses a software character 
generator that correctly clips characters 
at the edge of the screen.

•  An interpolation routine for pro
ducing intermediate steps between plots 
for certain classes of plot buffers. It can 
economically change title sizes or posi
tions and produce zoom effects.

Plans for additional plotting software 
include a package to aid inexperienced 
scientific moviemakers. At present, be
ginners are advised to consult pro

gram m ers experienced  in movie 
production.

Further Developments

In addition to the specific areas of 
future development mentioned, work 
will probably be done in the following 
areas: automatic generation of calls to 
plotting routines by the more widely 
used FORTRAN preprocessor; adapta
tion of the old interactive package to 
new and less expensive hardware; and 
further work on scientific applications 
o f multiple-intensity, high-resolution 
plotters and of mechanical plotters. 
Suggestions for other areas of develop
ment will be considered. •

Thomas J. Wright has been with the Computing Facility since 1969; in 1970 
he received his B.S. degree from the University o f  Colorado. In the area 
o f  computer graphics he has worked with methods o f  displaying two- and 
three-dimensional arrays using combinations o f  contouring and hidden line 
techniques, and in the area o f  numerical solutions to partial differential 
equations he has studied the coagulation equation and simulation o f  
cloud probes. He is a member o f  the Institute for Electrical and Electronic 
Engineers.



N C A R ’s  B e n d ix  D a t a g r id  D i g i t i z e r

E. Cicely Ridley

At NCAR it is frequently necessary 
to reduce graphical data to a digital 
form which can be analyzed quickly and 
efficiently by computer rather than by 
the more tedious process of visual inter
pretation. For this purpose, the Com
puting Facility acquired a Bendix Data- 
grid digitizer, which enables graphical 
data to be translated into digital co
ordinates and recorded on magnetic 
tape compatible with the Facility’s Con
trol Data 7600/6600 computers. The 
digitizer system has been in use for 
nearly three years, and has proved in
valuable in analyses of meteorological 
charts and contour maps.

Charts

Although many meteorological in
struments now record digitally on mag
netic tape, this is not always practicable. 
There is still a role for the slowly ro
tating drum on which a moving pen 
records such variables as temperature, 
barometric pressure, and wind speed. In 
the past, the traces on these strip charts 
were read laboriously by eye; now the 
use of the digitizer has greatly speeded 
up the process.

A chart to be processed is placed 
upon the 4 X 5 ft (1.2 X 1.5 m) table 
and the cursor is carefully positioned 
where coordinates are required. Signals 
from the cursor are collected by a 
printed circuit grid beneath the surface 
of the table. The electronic unit trans
lates these signals to digital coordinates 
which describe the position of the 
cursor on the table. Each coordinate 
pair is then transmitted to a seven- 
channel tape recorder. A limited key
board enables the operator to record 
other information such as data related 
to identification, orientation, isopleth 
values, and instructions for subsequent 
processing.

Tapes output by the digitizer are 
analyzed on the 7600/6600 computers. 
For this, software has been developed at 
NCAR. The tapes are processed initially 
by the Datagrid Prepass program, which 
reduces the data to a form that can be 
handled by the FORTRAN programs; it 
also performs a variety of editing tasks 
so that corrections, additions, and dele
tions may be made without redigitizing 
a chart completely. The processed data 
are output on tape to be used as input 
for later stages of analysis. The program



also produces a microfilm plot of the 
digitized data, which may be used to 
check the digitizing process.

Contour Maps

Contour map analyses present some 
o f the same recording and reading 
problems as the meteorological charts. 
Numerical objective analysis has made 
great strides in recent years, but is effec
tive only when observations are well 
distributed: in areas where weather sta
tions are sparse and report irregularly, 
mathematical interpolation is unsatisfac
tory.

With graphic techniques it is possible 
to assemble all available information to 
produce contour maps describing such 
scalar fields as geopotential height, pres
sure, temperature, and wind speed; 
direction fields are used in the form of 
streamlines and isogons. The skilled 
analyst is able to use continuity in space 
and time to obtain information from 
previous times and neighboring levels. 
His experience enables him to deduce 
weather patterns where data are limited. 
The resulting fields are often needed as 
input for numerical forecasting models. 
For this, the contour map must be 
reduced to a digital array on a regular 
grid. Again, before the digitizer was 
acquired, this interpolation was a time- 
consuming process performed by eye.

The digitizer’s interpolation program 
reduces a contour map to a two- 
dimensional digital array on a regularly 
spaced grid specified by the user. This 
program will process both scalar and 
direction fields, which may be in the 
form of streamlines or isogons.

For Further Beading

Jenne, Roy L., Dennis H. Joseph, 
E. Cicely Ridley, and Raymond C. 
Fabec, 1972: The Bendix Datagrid 
Graphic Digitizing System Operation
al Procedure and Available Software, 
NCAR Technical Note TN/IA - 78, 
164 pp. •
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C u r v e  F i t t i n g  

U s i n g  S p l i n e s  U n d e r  T e n s i o n

Alan K. Cline

One of the most fundamental require
ments of numerical analysis is fitting a 
curve through given data points. One 
may want a standard scalar-valued curve 
in order to perform integration or dif
ferentiation, to determine maxima or 
minima, or simply to provide a graphical 
display. For general curves in the plane 
or higher dimensioned spaces, one may 
seek to determine areas enclosed, arc 
lengths along the curve, or points where 
a curve intersects itself. Given these 
many applications, the mathematician is 
faced with the problem of designing a 
general method for curve fitting that 
will serve all purposes.

Such a description of a problem illus
trates one difficulty of the applied 
mathematician’s assignment: he must 
think beyond the initial description of 
the problem to anticipate additional 
characteristics of the solution that are 
desired but unstated. He must under
stand the nature of the problem source 
and then ask the proper questions. In 
the case of curve fitting, there is an 
infinite variety of possible solutions and 
yet relatively few would be acceptable 
even to the layman. Although the curve 
is specified at only a few discrete points, 
the user visualizes how the curve should

behave between these points; most 
curves which simply pass through the 
data would not agree with his mental 
picture. The mathematician’s problem is 
to give mathematical formulation to the 
user’s expectations before designing a 
solution to the problem. In many in
stances the criterion for proper curve 
behavior is smoothness. In other cases 
maintaining a convex character of the 
data is essential. Translating these re
quirem ents into mathematical con
straints is not trivial. This article de
scribes one method explored success
fully at NCAR.

Classical Curve Fitting

We shall begin with the most basic 
curve-fitting problem: that of fitting a 
smooth, scalar-valued function through 
a set of x,y pairs (smooth will be initial
ly interpreted as a function having two 
continuous derivatives). Thus we are 
given a set of abscissae in in
creasing order and corresponding ordi
nates {yi}p=i; we seek a scalar-valued 
function f, defined and possessing two 
continuous derivatives on [xi,xn], 
which accepts the value y; at the point 
Xj----i.e ., f(xj) = yj— for i = l,...,n.
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There is an infinite set of solutions to 
this problem, two of which merit dis
cussion: polynomials and cubic splines.

From classical theory it is known that 
a polynomial of degree n-l can be 
passed through the given data. Such a 
polynomial has not only two continu
ous derivatives but all derivatives are 
continuous (in fact, derivatives of order 
n and higher are identically zero). Such 
a high degree of continuity might sug
gest a pleasingly smooth behavior, but 
usually even the low-order derivatives 
are of such great magnitude that unde
sirable oscillations are displayed in the 
curve. In Fig. 1 eight data points have 
been fitted with a seventh degree poly
nomial and the oscillations are obvious. 
The curve probably bears no resem
blance to what is desired; moreover, if 
one desired to differentiate the poly
nomial to obtain slopes, these would be 
even less acceptable.

One cause of the failure of poly
nomial interpolation to represent data 
properly is the extreme dependency of 
the entire curve on each individual data 
point: a slight movement of a point 
even at one end can radically affect the 
curve all the way to the other end. 
Visually one desires more local depen
dency. If a data point is altered slightly, 
the curve should adjust slightly in the 
neighborhood of the point and be 
nearly unaffected away from the point. 
In an effort to decrease the curve’s 
general dependency on each data point, 
the set of functions known as poly
nomial splines was introduced by I. J. 
Schoenberg in 1946. These have been 
greatly generalized since then, but ori
ginally a spline was a function com
posed of a sequence of polynomial 
pieces with certain conditions on con
tinuity at the boundaries between the 
pieces. The most basic spline is the 
piecewise constant (or “step”) function. 
The most investigated is the cubic spline 
composed of a set of cubic polynomials 
which maintain second-derivative con
tinuity as each piece intersects its 
neighbors.

The cubic spline of interpolation to 
given data represents a mathematical 
approximation to the curve formed by

constraining a thin beam to pass 
through the points. (Details of this and 
other material on splines can be found 
in Ahlberg et al., 1967.) The cubic 
spline does have the property of being 
influenced locally by each data point 
along the curve. Furthermore, it has two 
continuous derivatives (the third deriva
tive is piecewise constant and thus, in 
general, has discontinuities) and a very 
sm ooth  appearance. Unfortunately, 
oscillation may still be present.

Figure 2 shows the same data as 
Fig. 1, but now fitted with a cubic 
spline. Notice that the data display a 
convex character which the curve 
betrays with inflexion points visible on 
either side of the fifth data point. Re
turning to the physical analogy of the 
thin constrained beam, we would like to 
grasp the beam at each end and apply 
sufficient tension to remove the ex
traneous oscillation. The spline under 
tension (first discussed by Schweikert,

1966) represents a mathematical ap
proximation to this procedure.

Description

The representation of a spline under 
tension is developed from a differential 
equation involving unknown values of 
the spline’s second derivatives at the 
abscissae The representation of
the solution also involves these values. 
The enforcement of the second-order 
continuity condition induces a tri
diagonal linear system for these un
knowns. Hence, before the spline can be 
evaluated, this system must be solved.

Letting f represent the spline under 
tension, we seek to have the quantity 
f” - a2 f (necessarily continuous) varying 
linearly  on each of the intervals 
[xj,xj+i] where i = l,...,n-l. We call a 
the tension factor. For a = 0, this devel
opment yields the cubic spline; hence
forth it will be assumed that o=£0.
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From the piecewise linear character of f" - a2 f, we have for 
Xi< x < x i+1.

f " ( x )  -  a  f ( x )  =
/ x -2 I i+1 )-  CT y .

h.l

E" ( x i + i )  - CT y i+1

(i)

and we require f to satisfy also

f ' ( x i )  = y l  and f , ( x i ) = y ;

By differentiating (2) at Xi and xn, then equating to y[ and 
y'n, respectively, we obtain

CT cosh ^
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where hi = x;+i - Xj for i = 1 ,...,n-l. The quantities f''(xi) and 
f”(xi+i) are unknown; however, the differential equation can 
be solved for f— with boundary conditions f(xi) = yj and 
f(x;+1) = yi+1 — resulting in
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for x e [xi,xi+1] .
For fixed values {^(xi)}-, f will be continuous. However 

to make f' continuous we must have the derivative of ex
pression (2) on [x j_ i , x j ]  and [ x i ,X i+ i ]  agree at X j; it is 
obvious that f' is continuous on each of the open sets 
(x;,xi+1) for all interior values (i.e., i = 2,...,n-l).

Differentiating expression (2), then equating values from 
the right and left at xj, we obtain

f" /xi - i

Alternatively, suppose we seek a periodic solution to f, so 
that for some xn+i <  xn equation (1) holds on [xn, xn+j] 
together with
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for i = 2,...,n-l. We now have n-2 conditions for the n 
unknown values of f"(xi) and we consider two separate pairs 
of additional conditions resulting in two different types of 
behavior. Now, suppose end-point slopes yi and y'n are given
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It should be observed that the matrix representing the 
system of linear equations (3) and (4) for {f”(xj)/o2} f=i is 
tridiagonal (i.e., coefficients appear only on the main, first 
upper, and first lower diagonals). Furthermore, by virtue of 
its strict diagonal dominance (the diagonal coefficients 
exceed in magnitude the sum of the magnitudes of the 
off-diagonal coefficients in the same row) the matrix is 
nonsingular, hence it yields a unique solution. The matrix 
corresponding to the system generated by Eqs. (3) and (4') is 
also tridiagonal with an additional element in the upper right 
and lower left corners. It too is strictly diagonally dominant 
and thus nonsingular. Either system may be solved with a 
number of operations proportional to n.

We know that in the case of either prescribed end slopes or 
periodic end conditions, the set of unknowns -{f''(xj)/a2}- f=i 
has a unique solution and that these values result in a 
continuous f’. But now from Eq. (1), with f(xj) and f(xj+i) 
fixed, we see that f"  is also continuous and that we have 
satisfied the second-order continuity condition for the curve.

To solve the curve-fitting problem using a spline under 
tension we must first solve a linear system for the unknown 
second derivative values (actually the more useful quantities 
f"(xj)/a2 are determined). This needs to be done only once 
for each curve. Points may then be mapped onto the curve 
using expression (2); a given x is first associated with its 
proper interval [ x j , x ; + 1 ], and then the values of y;, yi+1 , hj,
a, f(x;)/a2 and f(xi+j)/a2 are used to evaluate f.

In actual practice the quantity a is replaced by a “dimen- 
sionless tension factor” o'. As previously given, the factor is 
related to the scaling of the data and, for example, if all the 
data values were simply doubled, the resulting curve would 
not be doubled but would display twice the tension. To 
remove the effect of scaling on the tension factor we mul
tiply a by the average distance between abscissae (i.e., by 
xn - X! /n-l in the nonperiodic case and by xn+i - X] /n in the 
periodic case).

Thus, various splines having the same dimensionless 
tension factor have a similar appearance of curviness, 
independent of scaling. In practice, if this quantity is less 
than 0.001 the curve is indistinguishable from a cubic spline; 
if the quantity is greater than 50, the curve appears to be 
piecewise linear. One usually takes o' = 1 and adjusts later if 
necessary (though this is rare).

In Fig. 3 we see the result of fitting the data using a spline 
under tension. The dimensionless tension factor here is eight 
and although the curve appears nearly piecewise linear it has 
two continuous derivatives, and the convex character of the 
data’s curve has been maintained.

General Curves in Several Dimensions

A more general problem is fitting a curve through a set of 
points in a space of several dimensions. We shall discuss the 
two-dimensional case here, but the results for higher dimen
sions are analogous.

We are given a set of data-point pairs -|(xj,yj)}-p=i and we 
seek a smooth curve which passes through them in order. We 
assume nothing about the points, e.g., the xj values need not 
be in increasing order as was the case before; the curve can 
have loops or double back on itself. The method of solution 
is to turn this problem into a pair of simultaneous one
dimensional problems and apply the technique of the pre
vious section.

We define
= o and

i+1 s Y  -  (yM  -  >>y

for i = l,...,n -l; thus sj is the arc length along the polygonal 
line connecting (x ^ y i)  to ( x j , y j ) .  We may then determine 
two splines under tension, x(s) and y(s), with x(sj) = xj and 
y ( s j )  = y i  for i = l,...,n.

The curve (x(s),y(s)) for s e [0,sn] passes through the 
required points and both components have two continuous 
derivatives with respect to the polygonal arc length param
eter s. If initial and terminal slopes of the curve are given, the 
end-point derivative conditions are easily determined. If a 
closed curve is desired, periodic splines x and y are deter
mined. The matrices for the systems of equations for the x 
and y splines depend only on the quantities {sj}-, and thus 
are identical; the systems differ only in the right-hand sides 
of Eqs. (3) and (4) or (41). Thus they can be solved simul
taneously with only slightly more effort than when solving 
for one.

Figure 3
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In Figs. 4 and 5 we display open and 
closed curves in the plane. An important 
use of the tension in planar curves is the 
removal of extraneous loops which may 
appear if cubic splines (or too little ten
sion) are used. Figure 6 is the signature 
of the mathematician David Hilbert. 
This signature considered as a set of 
planar curves represents an ultimate 
challenge for a general curve-fitting 
technique due to its tight loops and long 
straight sections. In Fig. 7 we display 
the result of fitting 50 points selected 
on the signature by a set of ten splines 
under tension.

Applications

The general applicability of splines 
under tension covers many problem 
areas, including differential equations, 
integral equations, functional approxi
mation, and surface fitting. We shall 
concentrate here on those applications 
related to curve fitting.

Splines under tension were first used 
at NCAR by E. Cicely Ridley for the 
reduction of data from the Bendix 
datagrid digitizer; she had found the 
excessive curviness phenomenon dis
played by cubic splines to be unsatis
factory for her purpose. The technique 
of splines under tension is now used for 
many curve-fitting problems, always 
with favorable results. Besides simply 
mapping points onto the curve, the 
functional representation can yield rela
tive maxima and minima, derivatives, 
and integrals.

The planar curves have received quite 
a different and important application. 
This is the replacement of the polygonal 
lines in contour maps by smooth curves. 
Both open (nonperiodic) and closed 
(periodic) curves are required, and the 
important characteristic of splines under 
tension (as opposed to all other types of 
curves used to produce smooth contour 
lines) is that with sufficient tension the 
curves can come as close as desired to a 
polygonal line while still maintaining 
their smoothness. One requirement for a 
contour map is that contour lines cor
responding to different contour values

Figure 4

Figure 5

must not intersect. If a polygonal con
tour line is replaced by any smooth 
interpolating curve, it may violate this 
requirement, but with splines under 
tension we know that contour lines will 
be distinct, given sufficient tension.

As a consequence, splines under ten
sion have been incorporated by Thomas 
Wright into several specific contour- 
plotting computer programs at NCAR 
with results certainly comparable to 
those of technical artists. Figure 8 dis
plays such a computer-produced con
tour map.

Other applications "of the planar and 
higher dimensioned curves are the 
fitting of storm tracks, balloon and 
aircraft flight paths, and rocket trajec
tories. An unusual request for a three- 
dimensional curve fitter was received 
from a university researcher who was 
designing a package for the combined 
human/computer production of three- 
dimensional motion pictures.

Computer Software for 
Splines Under Tension

At present, the author has written 
eight FORTRAN subprograms for the 
solution of various curve-fitting prob
lems employing splines under tension. 
The modules have the names CURV1, 
CURV2, KURV1, KURV2, KURVP1, 
KURVP2, QURV1, and QURV2. The 
in itia l “ C” is for one-dimensional 
fitting, “K” is for planar curves, and 
“Q” is for three-dimensional curves. The 
suffix “ 1” denotes the subroutines 
which determine the second-derivative 
quantities for the curve. The suffix “2” 
denotes the subroutines which use these 
quantities along with other data to 
actually return points on the curve. All 
the programs are for the nonperiodic 
curves with the exception of KURVP1 
and KURVP2, which are used for the 
closed planar curves. The nonperiodic 
routines CURV1, ICURV1, and QURV1 
allow end slopes as input but include an 
o p tion  for this information to be 
omitted; in this case values for these 
slopes are determined internally, based 
on the given data.
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Figure 8

These routines are available for 
general use and may be obtained from 
the author. A computer-produced film 
displaying the graphical aspects of 
splines under tension is also available on 
loan.
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S u m m e r

F e l lo w s h ip  P r o g r a m
Jeanne Adams

One of NCAR’s goals is to be respon
sive to the needs expressed by the uni
versity community in the development 
of expanded and strengthened programs 
of education and research in the atmo
spheric sciences. As early as 1963 the 
Computing Facility provided training 
for students in the use of large-scale 
computers, and in 1966 the Summer 
Fellowship Program in Scientific Com
puting was initiated. This has repre
sented an increased commitment to 
educational projects, with the Com
puting Facility providing staff and 
resources on a regular basis.

Through the Program, NCAR has 
given students a thorough working 
knowledge of a large-scale computer 
system, practical on-the-job experience 
through work assignments with NCAR 
scientists engaged in basic research, and 
an exposure to NCAR as a unique 
organization making special contribu
tions to the atmospheric sciences.

The learning environment is arranged 
so that the student proceeds at his own 
pace, discovering how his programs 
work, with the computer as “teacher.” 
Immediate programming attempts by 
the student are encouraged so that 
learning from feedback can occur 
through “constructive errors.” Much 
indiv idualized  instruction is made 
possible through frequent contacts with 
NCAR scientists and the Computing 
Facility staff. Lectures and seminars 
supplement these first-hand learning 
experiences.

Fellowship students have responded 
enthusiastically to the Program, testi
fying that it gives them one of their 
m ost significant educational experi
ences. The universities involved are also

enthusiastic; increasingly, they send 
their most promising graduate students. 
The cooperation of the NCAR scientists 
has been a significant factor in the suc
cess of the Program as well: staff mem
bers have welcomed and worked with 
the students in various research projects.

Each year the Computing Facility 
publishes a summary of the research 
activities of the Fellowship Program 
students; the 1972 report is titled, Sum
mer Reports— Fellowship in Scientific 
Computing, Summer 1972.

Program Evaluation

Two studies of the training program 
have recently been published by the 
au th o r. An article coauthored by 
Leonard Cohen and titled “Time- 
Sharing vs. Instant Batch Processing: An 
Experiment in Programming Training” 
(Computers and Automation, March 
1969), presents a measurement of stu
dents’ progress by comparing those stu
dents who used a time-sharing terminal 
to those who used the rapid-turnaround 
batch processing computer system. The 
results did not show any advantage in 
the time-sharing method.

The second study, Programmer Train
ing fo r  Young Scientists— A Case 
S t u d y  (N C A R  Technical Note 
TN/PPR - 79, September 1972, 16 pp.), 
surveys the characteristics and experi
ence of Program students from 1966 to
1972. A questionnaire to the students 
provided information about previous 
academ ic background, career plans, 
academic progress subsequent to the 
Program experience, subsequent com
puter activities, and future career and 
research goals. The study revealed that

the Summer Fellowship Program is 
materially different from conventional 
academic course work. The students 
develop an interest and competence in 
programming which provides continuing 
rewards as they complete their graduate 
work and start careers in atmospheric 
science.

Continuing Efforts

Recently the Computing Facility 
began a Student Assistant Program for 
students in the Boulder area who are 
currently full-time degree candidates in 
physics, mathematics, computer science, 
or engineering. As in the Summer Pro
gram, instruction is individualized and 
each student progresses at his own rate. 
A review of FORTRAN is provided, as 
well as work on efficient coding in our 
particular software environment. An 
apprenticeship is established for each 
student with one of the NCAR scientific 
programmers, and when he is ready the 
student is assigned to a scientist whom 
he assists with research requiring use of 
the computer.

Thus, by means of the Summer Fel
lowship Program and, in a smaller way, 
the Student Assistant Program, the 
Computing Facility is using its resources 
to respond to the needs of the univer
sity community. The programs of edu
cation and research in the atmospheric 
sciences are being strengthened by the 
development of computer expertise in 
young scientists as they begin their 
careers. •
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N u m e r ic a l  

W e a t h e r  P r e d ic t io n  a n d  A n a l y s i s  

in  I s e n t r o p ic  C o o r d in a t e s

M. A. Shapiro, Atmospheric Analysis and Prediction Division

With the advent of increased com
putational speed and core storage of 
present-day electronic computers, dy
namical meteorologists are directing 
their efforts toward the development of 
fine-m esh, lim ited-area numerical 
weather prediction models. The primary 
objective of this new direction in 
numerical modeling is to obtain more 
accurate short-range (12- to 48 - hr) 
w eather forecasts by incorporating 
sm a ll-s c a le  (fro n ta l and meso- 
convective) dynamical and thermo
dynamical physics into the prediction 
models.

The current trend in fme-scale model 
development is to increase both the 
horizontal and vertical grid resolution of 
existing large-scale, coarse-mesh models 
and to apply the high-resolution, fine- 
mesh model over limited regions of rich 
upper air data coverage. These modeling 
efforts consist of solving the primitive 
equations of motion in coordinate sys
tems with horizontal surfaces defined 
relative to a vertical coordinate of pres
sure, p, height, z, or sigma, a (a = p/p0> 
where p0 is the pressure at the earth’s 
surface).

An alternate approach to the problem 
of incorporating frontal-scale processes 
in to  num erical weather prediction 
models is currently being undertaken by 
the small-scale modeling group at 
NCAR. The approach uses potential 
temperature, 6, as the vertical coordi
nate with respect to which both objec
tive data analysis and numerical predic
tion models are being formulated.

The m otiva tion  for performing 
frontal-scale numerical weather predic
tion on surfaces of constant potential 
temperature, rather than on conven
tional z, p, or a coordinate surfaces, 
stems from two basic properties of 
fronts. First, within frontal zones, the 
large-scale (about 1,000 - km) variation 
of pressure and velocity on isentropic 
surfaces as compared to the small-scale 
(about 100-km) variation of potential 
temperature and wind velocity on z, p, 
or a surfaces (see Shapiro, 1970) per
mits the use of a coarse-resolution hori
zontal mesh in ^-coordinates rather than 
the fine-resolution mesh required by 
conventional coordinate models. This 
may be seen in Fig. 1 by comparing the 
scale of the isentropic variation of pres
sure and wind velocity of the 310°K 6 - 
surface situated within a strong middle- 
tropospheric frontal zone, with the scale 
of the variation of potential tempera
ture and velocity on the 450 - mb pres
sure surface which intersects the 
100 - km - wide frontal zone.

Secondly, a uniform vertical resolu
tion (equally incremented isentropic 
surfaces) ^-coordinate model is in effect 
a variable vertical resolution model in 
th a t frontogenesis and frontolysis 
appear as changes in separation distance 
between isentropic surfaces; that is, in 
frontal regions with strong vertical 
gradients the isentropic surfaces are 
closely packed, whereas in regions above 
and below fronts the isentropic surfaces 
become widely separated. This char
acteristic is illustrated in Fig. 1, where

the vertical separation of 5 K° incre
ment isentropic surfaces ranges from
0.2 km within the frontal zone to 1 km 
on either side of the zone.

This article presents results of com
bining computer technology with the 
isentropic coordinate approach to objec
tive data analysis and numerical weather 
prediction.

Objective Analysis in 
Isentropic Coordinates

Historically, synoptic meteorologists 
have used vertical cross-section analyses 
to specify the spatial and temporal dis
tribution of temperature and wind 
velocity. The primary usefulness of this 
analysis tool lies in its ability to define 
frontal-scale horizontal gradients from 
the detailed vertical information con
tent of synoptically spaced upper air 
observations. Figure 1 shows an 
example of a hand-analyzed cross sec
tion depicting frontal structure as taken 
from Duquet et al. (1966). The tedious 
and laborious nature of constructing 
such analyses has until now prevented 
their operational use by weather fore
cast centers.

In a recent study, Shapiro and 
Hastings (1973) have developed an auto
mated computerized routine for pre
paring objective cross-section analyses 
o f potential temperature and geo- 
strophic wind speed. The essence of the 
numerical technique is the use of Her- 
m ite polynom ial interpolation to 
specify the distribution of pressure on
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Fig. 1 Hand-analyzed cross section o f  potential temperature 
(solid lines) and observed wind speed (dashed lines) through 
a middle-tropospheric, frontal-zone/jet-stream system (after 
Duquet et al., 1966).

Fig. 2 Computer-analyzed potential temperature and 
geostrophic wind velocity component for cross-section 
data in Fig. 1

isentropic surfaces between upper air 
sounding reports. Vertical consistency 
between adjacent isentropic surfaces is 
imposed through Hermite interpolation 
of the inverse of thermal stability, 
3p/30, on isentropic surfaces. The re
sults of applying this computerized 
analysis scheme to the upper air station 
data of Fig. 1 are presented in Fig. 2. A 
comparison of Figs. 1 and 2 reveals that 
the computerized isentropic scheme 
produces a frontal-scale potential tem
perature analysis which is nearly identi
cal to  the hand-analyzed analysis. 
Furtherm ore, the objective scheme 
requires less than 1 sec of Control 
Data 6600 computer time, thus making 
possible its utilization in operational 
weather analysis and prediction.

The technique of imparting vertical 
consistency to isentropic coordinate 
objective analysis was used by Bleck, 
Fulker, and Shapiro to develop three- 
dimensional (x,y,9) computerized analy
sis schemes which depict the three- 
dimensional temperature and velocity 
structure of middle-latitude weather 
systems containing fronts. The ability of 
these schemes to resolve frontal-scale 
gradients from synoptically spaced ob
servations is shown in Fig. 3, where the 
500 - mb potential temperature analysis 
was arrived at by coordinate transforma

tion and interpolation from a coarse- 
mesh (381 - km grid resolution), multi
level (40 levels with 2.5 K° resolution) 
isen tro p ic  analysis to a fine-mesh 
(64 - km ) constant-pressure surface 
analysis. Prior to the development of 
this analysis technique, months of hand 
analysis were required to depict the 
three-dimensional structure of fronts for 
a single synoptic time. With the use of 
the computerized objective schemes, it 
is possible to perform the same task in
20 min of Control Data 6600 computer 
time.

Numerical Weather Prediction in 
Isentropic Coordinates

The isentropic coordinate approach 
to numerical weather prediction has 
received little attention during past 
years, because it was thought to contain 
several insurmountable problems. It was 
thought that a primary difficulty would 
arise when isentropic surfaces intersect 
the earth’s surface, resulting in numeri
cal instabilities that would contaminate 
the forecast. This notion has since been 
dispelled by Eliassen and Raustein 
(1968, 1970), who have presented and 
tested a lower boundary condition on a 
s ix - le v e l ,  isen tro p ic -co o rd in a te , 
primitive-equation model. Integrations

Fig. 3 Computer-analyzed 500 - mb 
potential temperature analysis (°K) 
obtained from coordinate transformation 
(d to p) o f  a 40 - level, three-dimensional, 
isentropic-coordinate objective- 
analysis scheme.

out to 96 hr with one isentropic surface 
intersecting the ground gave rise to no 
instabilities at the intersection.

The second difficulty usually cited is 
related to the inclusion of diabatic 
processes and their effect in an isen
tropic coordinate model. Research by 
Deaven in the development of a non- 
adiabatic boundary layer for isentropic 
coordinate models, and Bleck’s efforts 
at inclusion of precipitation processes
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Fig. 4 Computer simulation o f  cyclo- 
genesis and frontogenesis at the earth’s
surface at times 00, 24, and 48 hr. Isobars p .^ j  initial state 00 - hr and 24 - hr computer simulation o f  upper level
at 4 - mb intervals, solid lines, isentropes frontogenesis at 350 mb as obtained by coordinate transformation (9 to p) from a
at 2 K intervals, dashed lines. 20 - level, isentropic-coordinate, primitive-equation model. Potential temperature

(°K), solid lines; wind speed (meters per second), dashed lines.

are current NCAR work toward a solu
tion to this problem.

There are two approaches to per
forming numerical weather prediction in 
isentropic coordinates which are cur
rently under development by the small- 
scale atmospheric prediction group. The 
first is by Bleck (1973) in which filtered 
prediction equations are initialized with 
the previously described analysis 
scheme. The filtered model is based 
upon conservation of geostrophic poten
tial vorticity and has been used to make 
daily 36 - hr weather predictions on the 
NCAR 7600/6600 computers. Bleck is 
currently reducing the number of physi
cal approximations in the model by 
including the second-order terms of the 
“ balanced” level potential vorticity 
equation.

The second approach to isentropic 
num erical w eather prediction by 
Shapiro and Kingry has been formu
lated using the primitive equations of 
motion. The prediction model is similar 
to  that developed by Eliassen and 
Raustein (1970), with the exception 
that it contains 20 vertical levels, several 
of which intersect the ground topog
raphy. Results from a periodic lateral 
boundary condition (channel flow) ver
sion of this model have demonstrated its 
capability of generating fronts of a simi
lar structure to those observed in the 
atmosphere. Figure 4 shows a simula
tion of low-level cyclogenesis and asso
ciated frontogenesis with this primitive
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Fig. 6 Cross section o f potential 
temperature (solid lines), and wind 

speed (dashed lines) at 00 and 24 hr 
as taken along the line between points 

A and B o f  Fig. 5; tropopause as 
defined by near zero-order discon

tinuity o f  potential vorticity (heavy 
solid line).

equation model, where six isentropic 
surfaces intersect the ground with no 
resulting instabilities.

The ab ility  o f the isentropic- 
coordinate, primitive-equation model to 
simulate upper level frontogenesis from 
a baroclinically unstable geostrophic 
initial state is shown in Figs. 5 and 6. 
The frontogenesis in both the wind and 
potential temperature fields bears a 
striking similarity to that shown in the 
cross-section analysis of Fig. 1. Calcula
tions of potential absolute vorticity 
demonstrate the model’s realistic simu
lation of the stratospheric-tropospheric 
intrusion process with attendant fronto
genesis as described by Reed and Daniel- 
sen (1959) and Danielsen (1964).

Starting this fall, attempts to produce 
daily numerical weather forecasts will 
be made at NCAR using both filtered 
and primitive-equation models in order 
to assess their utility for short-range 
(12 - to 48 - hr) forecasts over the con
tinental United States. Comparisons will 
be made with conventional (z, p, or a 
co o rd in a tes) models to determine 
whether increased forecast accuracy of 
middle-latitude baroclinic weather sys
tems is obtainable by framing both the 
objective analysis and prediction models 
in isentropic coordinates.
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The chaotic motion of a fluid is 
called turbulence. Most fluid flows of 
practical interest are turbulent and 
occur in many different situations— in 
m eteorology and oceanography, in 
astrophysics, and in chemical, aero
nautical, mechanical, and civil engi
neering. In fact, while 90% of textbook 
fluid mechanics deals with description 
of laminar (regular) rather than turbu
lent flows, the reverse is more nearly the 
case in nature and in engineering appli
cations. Yet analytical and statistical 
descriptions of turbulence have proven 
to  be among the most intractable 
problems in modern science. Even the 
simplest of turbulence problems—  
statistically homogeneous turbulence—  
has been singularly unresponsive; this is 
despite the fact that the Navier-Stokes 
equations (describing the motion) have 
been known for about a century and a 
half and that turbulence problems with 
simple initial and boundary conditions 
were first posed about 50 years ago. 
While there is a good deal of knowledge 
about the qualitative behavior of turbu
lence, few quantitative results are 
deducible. Ad hoc techniques, such as 
modeling using eddy viscosities, while 
neither fully justified from a theoretical 
point of view nor rich in insight, have 
provided a useful framework for the 
large amount of experimental work that 
has been necessary for engineering 
design.

Turbulent flows can be subdivided 
into a variety of types: grid turbulence, 
turbulent jets, wakes, boundary layers, 
pipe flows, channel flows, free surface 
flows, plumes, thermals, etc., but they 
are all characterized by having many 
scales of motion. The ratio of the largest 
scale to the smallest varies typically 
from 100 for grid turbulence (the 
smallest scale being a few millimeters) 
to about 10s for atmospheric turbu
lence. This extreme variation in scale is 
why brute-force numerical solutions of 
the equations of motion have seemed so 
undesirable in the past. If one wants to

model a turbulent flow specifying veloc
ities on a lattice constructed of equally 
spaced points, there must be 2M points 
on a side to model a range of scales of M 
(if periodic boundary conditions are 
used). Thus, if p is the dimension of the 
space, there are N = (2M)P points, and 
for the simplest case a calculation will 
involve arrays containing at least that 
m any points. For three-dimensional 
atmospheric turbulence, N « ;1 0 15, a 
volume of numbers too great to permit 
a straightforward numerical simulation 
in the near future. But for grid turbu
lence, N «  107— a figure not unrealis
tic in these days of 10 12 - bit mass 
memories and 30 - nsec cycle times in 
the central processing unit, although 
certainly such a calculation has not yet 
been attempted.

On the other hand, it is now feasible 
on NCAR’s Control Data 7600 com
puter to have M = 32 for a three- 
dimensional simulation and M = 256 for 
a two-dimensional simulation: simula
tions on a 32 X 32 X 32 lattice (M = 16) 
and on a 128 X 128 lattice (M = 64) 
have been run on NCAR’s Control Data 
6600. Three-dimensional simulations 
clearly cannot be compared directly 
with grid turbulence (nearly isotropic 
turbulence downstream from a square 
rod mesh placed in a wind tunnel). 
However, errors due to the relatively 
small ratio of scales (truncation errors) 
appear to be minimal and we have a 
valid low Reynolds number turbulent 
flow in an infinite domain, but one in 
which the largest scale that may be 
resolved is approximately 3 cm. More
over, the Reynolds number (roughly

proportional to the range of scales in 
the flow) of three-dimensional simula
tions corresponds to those of grid turbu
lence experiments of 30 years ago.

Figure 1 shows a contour plot of the 
kinetic energy from a slice through the 
center of the three-dimensional lattice 
and gives a partial idea of the range of 
scales that can be handled in a 323 
simulation. Figure 2 is a plot of vor
tic ity  contours for two-dimensional 
turbulence. Whether two-dimensional 
turbulence exists in nature is a some
what controversial question. There is 
some evidence of two-dimensionality in 
certain types of atmospheric turbulence, 
but the range of scales is significantly 
larger than  those simulated. Two- 
dimensional simulations are best used to 
shed light on theoretical questions con
cerning the nature of turbulence and the 
accuracy of turbulence theories.

The remainder of this article is not 
meant to be an exhaustive description 
of the formulation of the simulation 
problem, of codes involved, or of the 
results. Rather, it is intended to indicate 
some of the reasons why numerical 
simulations are desirable, some of the 
programming consequences of dealing 
with very large arrays, and some justifi
cation for the numerical methods used.

Numerical Simulation

There are some good reasons for 
doing numerical simulations of turbu
lence as well as the not-so-good reason 
that all other approaches have been less 
than successful. By and large, the reason 
for seeking an analytical solution to a
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Fig. 1 Kinetic energy contours for a three-dimensional 
(32 X 32 X 32) isotropic turbulence simulation.

Fig. 3 The kinetic energy distribution among various scales. 
Large wave numbers are equivalent to small scales (three- 
dimensional simulation).
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Fig. 2 Vorticity contours for a two-dimensional 
(128 X 128) isotropic turbulence simulation.

Fig. 4 The rate o f  transfer o f  kinetic energy from various scales. 
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problem is the conciseness with which 
the results can be expressed. For nu
merical calculations there is a tendency 
to drown in the numbers, but if one 
keeps in mind von Neumann’s dictum 
that the object of computing is insight, 
not numbers, then a numerical approach 
can be very powerful indeed.

First, by clever choice of test cases, it 
should be possible to increase our 
understanding of the basic mechanisms 
of turbulence, in particular the mecha
nism by which kinetic energy is trans
ferred from the large scales of motion to 
smaller and smaller scales until viscosity 
converts the k inetic  energy into 
heat— the so-called cascade process. 
Figure 3 shows a typical distribution of 
kinetic energy over the various scales of 
motion in a three-dimensional simula
tion: the larger the wave number, the 
smaller the scale. Figure 4 shows the net 
transfer of energy from a particular 
scale: energy is removed from the larger 
scales and transferred to the smaller. 
This transfer is caused by the nonlinear 
terms in the Navier-Stokes equations 
and the accurate representation of this 
transfer mechanism is the central prob
lem of turbulence theory. In two dimen
sions, the enstrophy (mean square 
vorticity) displays a cascade process 
much like the kinetic energy in three- 
d im ensional turbulence. Additional 
insights into these cascade processes 
would enable theoreticians to construct 
models which would be simpler to 
analyze and yet would emulate the 
important features of turbulent flows. 
An example of such a model is Kraich- 
nan’s (1959) Direct Interaction Ap
proximation.

Second, numerical simulation pro
vides the ideal testing ground for such a 
model. Computer experiments can be 
used to simulate idealized conditions: 
initial and boundary conditions can be 
rigorously specified, data are easily 
obtained and reduced, and the “experi
ment” is reproducible. The only major 
question is whether the simulation is a 
true representation of reality. In the 
case of these turbulence calculations, 
the severest limitation is the range of 
scales that can be accommodated. This 
is a restriction caused by present-day

Fig. 5 Kinetic energy contours o f  two flows which differ initially 
by only a small perturbation.



Fig. 6 Contours o f  flows shown in Fig. 5 after 1.0 sec.

computer technology and is a measure 
of the volume of numbers that can be 
processed within a reasonable period of 
time. If one agrees that the simulation 
does indeed represent reality or at least 
gives legitimate solutions to the Navier- 
Stokes equations, then a computer 
experiment may well be preferable to 
wind tunnel work where measurement is 
d iff icu lt, tedious, and very time- 
consuming.

The low Reynolds number restriction 
in these simulations is perhaps not as 
stringent as one might expect. The cas
cade process is expected to be indepen
dent of Reynolds number and, in two- 
dimensional simulations, some evidence 
of this has been found. Moreover, there 
is good agreement with theories, such as 
the Direct Interaction Approximation 
which relies on this concept. Reynolds 
num ber independence in laboratory 
flows is frequently not seen because of a 
strong dependence on initial or boun
dary conditions.

Of course, computer experiments 
need not be the same as laboratory 
experiments; many experiments can be 
done easily on a machine that would be

exceedingly difficult to do in the real 
world. For example, an important ques
tion in numerical modeling of the global 
atmospheric circulation is the rate of 
error growth. Because of the uncertain
ties and incompleteness in the initial 
specification of the global circulation, 
details of the flow will at some time 
become unpredictable. This time gives 
an upper bound on how long one can 
use a model to predict details of atmo
spheric motions. Because these turbu
lent simulations model the smallest 
scales accurately, one can approach this 
question indirectly and experiment with 
two turbulent flows that are nearly 
identical initially. Figures 5 and 6 show 
the contours of kinetic energy of two 
such flows after 0.5 and 1.0 sec, respec
tively. Initially they appear to be very 
similar. Subtracting one velocity field 
from another and looking at the mean 
square difference energy as a function 
of scale, we see (Fig. 7) how the cascade 
process initially “sweeps” out some of 
the error, but the difference field keeps 
growing and the larger scales gradually 
become unpredictable.

In addition to serving the dual roles

of instigating new theoretical insights 
and testing formal theories of turbu
lence, these simulations are useful in 
evaluating the more ad hoc approaches 
to turbulence, particularly those calcula
tions which do not have sufficient 
resolution to handle any turbulence at 
all or can handle only a portion of the 
turbulent scales. In those cases the tur
bulence is modeled by an eddy diffusiv- 
ity or, more elegantly, by model equa
tions for the subgrid-scale motions 
(Deardorff, 1970). Until a relatively 
simple and applicable theory of turbu
lent flow is devised, this type of ad hoc 
approximation will be used in modeling 
atmospheric motions and most other 
types of turbulent flows of practical 
interest. It is, then, important that the 
validity of these ad hoc models be estab
lished as thoroughly as possible; intui
tion is not necessarily the best guide.

Programming

In dealing with these very large two- 
and three-dimensional problems, the 
programmer must inevitably handle 
arrays of numbers that are too big to fit
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into the small core memory of the computer (SCM). For the 
Control Data 6600 that means storing arrays on the random 
access drum memory and for the 7600 either in the peri
pheral large core memory (LCM) or split between the LCM 
and a random access disk. Because of the widely varying 
capacities and channel rates of these devices (see Table 1), the 
programmer must define and manipulate a data structure 
that can get very sophisticated. If data in the array are to be 
accessed in only one way, only a sequential arrangement of 
data on a peripheral storage device is needed and the coding 
to stream the data into SCM in an efficient way is very 
simple. However, more complicated arrangements of data are 
necessary if the array is to be accessed in more than one way.

As an example, in simulating three-dimensional turbulence 
using the spectral techniques described in the next section, 
data on velocities and vorticities are placed in peripheral 
storage in an array representing points on a lattice in the 
shape of a cube. It is necessary to access these data from 
three separate perpendicular directions and, as a minimum, 
to treat all the data along a line passing perpendicularly 
through one side of the cube. One way of doing this effi
ciently is to partition the cube into a number of smaller 
blocks by passing a number of planes through the cube 
parallel to each side. Let us say that each block is of equal 
size and contains M X M X M points with K blocks per side.
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Fig. 8 Segmentation o f  an out-of-core array.

Fig. 9 Removing blocks from another orthogonal direction.

The entire cube contains (N)3 points 
where N = K X M. To manipulate the 
data, a series of K blocks is then 
brought into SCM (Fig. 8) and, when 
placed together, M2 rows of the data of 
length N are available for processing. 
The data are then rearranged in each 
block in a fairly simple way,* and 
written out to peripheral storage; this 
procedure continues until the entire 
cube has been processed. Because of the 
data rearrangement, a series of blocks in 
another orthogonal direction (Fig. 9) 
can be brought into SCM for processing 
and M2 rows of data of length N are

*The rearrangem ent reduces to  the tran s
p o s i t i o n  o f  a n o n s y m m e t r i c  t w o -  
dim ensional m atrix .

available for manipulation in exactly the 
same sequence. In effect, adjacent 
points in the lattice are separated by M2 
points in the SCM buffer. After three 
traverses through the cube and three 
rearrangements, the data are in their 
original order.

If LCM is used for storage of the full 
array, transfer time of each block to the 
7600 SCM is negligible, but if the array 
is stored on a 6600 drum, a technique 
such as double buffering can be used to 
keep the calculation efficient. Double 
buffering (transferring one series of 
K blocks between drum and SCM simul
taneously with computing on another 
series of K blocks) is efficient provided 
that the time needed for arithmetic 
processing of one lattice point is

greater than or equal to the channel 
time for moving the data into and out 
of SCM. For the 7600 disk, however, 
the situation is more complicated since 
data must move from the disk to the 
LCM and then from the LCM to the 
SCM; block sizes for efficient transfer to 
LCM are too large for SCM when strung 
together in a row, so the data must be 
partitioned again. While this is not a 
difficult process, it is tedious to code.

For spectral calculations, the cube 
must be accessed in a fourth way having 
to do with the use of complex variables. 
This can be accommodated if the blocks 
are no longer all the same size but are 
still defined by having a number of 
planes pass through the cube in the 
three orthogonal directions. Since the 
data structure contains variable length 
records, an increase in coding is neces
sary. Again, the process is not difficult 
but it is tedious.

From the above example we see, first, 
that much of the programming effort 
for one of these large problems can be 
concerned not with the actual computa
tion but with creating the right kind of 
data structure so that the computation 
may proceed with reasonable efficiency 
and, second, that the translation of the 
algorithm into FORTRAN code can be 
a lengthy and very tedious process. 
Some design work has been done with a 
precompiler which would permit the 
programmer to define whole segments 
of FORTRAN code by a single state
ment, much as most assembly languages 
have a MACRO facility. It would also 
permit execution of simple statements 
at precompile time to aid in the auto
matic generation of code. PL/I is an 
example of a high-level language which 
has this type of facility built into its 
original design. A precompiler program 
(FR ED ) written by R. Helgason is 
operational at NCAR.

The techniques of using powerful 
languages to express complicated algo
rithms in as simple a way as possible 
while retaining reasonable efficiency in 
execution are still in their infancy. 
PDELAN, also developed at NCAR, is 
an example of extending FORTRAN so 
that scientists with only a modicum of 
programming expertise may solve partial
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Fig. 10 Advection o f a cone by a circular motion, illustrating the 
“wake o f bad numbers” from a finite difference calculation (fourth-order 
Arakawa scheme; 64 X 64 mesh).

differential equations using a variety of 
standard techniques and a minimum of 
programming.

Computational Techniques

If one is limited in a computation by 
the volume of numbers the computer 
can handle or, more precisely, either by 
the channel time between peripheral 
storage and fast memory or by the 
amount of fast memory available, one 
would like to get as much information 
out of those numbers as possible. This 
can be done by increasing the accuracy 
of the calculation. In simulating two- 
and three-dimensional turbulence with 
periodic boundary conditions, it is con
venient to Fourier-transform the equa
tions of motion and perform the calcu
lation in wave-number space (spectral 
method). Instead of being evaluated by 
finite difference techniques to second 
order, spatial derivatives are evaluated 
to Nth order, where N is the number of 
lattice points in a given direction. The 
calculation may also be done in real 
space, but with spatial derivatives evalu
ated in wave-number space (pseudospec- 
tral method). The latter technique 
suffers from a rather abstruse error 
called “aliasing” caused by use of the 
fin ite  Fourier transform. However, 
experim ents with three-dimensional 
turbulence indicate that aliasing may 
not be much of a problem as long as 
there is not much energy in the high 
wave numbers (a condition that is 
usually met to minimize truncation 
error). From other calculations with 
simpler equations, it seems that spectral 
and pseudospectral methods offer the 
same accuracy as a second-order finite 
difference method but with 2P fewer 
points, where p is the number of 
dimensions.

An illustration of the case in which 
the spectral method handles “un
natural” geometries is given by the 
advection of a conical-shape scalar con
taminant by a flow moving circularly in 
rigid-body rotation. With the spectral 
method, the cone rotates without appre
ciable distortion from either time dif
ferencing or truncation errors. A 
fourth-order finite difference technique,

on the other hand, has difficulty with 
the top of the cone and leaves behind it 
a “wake of bad numbers” as it is ad
verted (Fig. 10).

Another illustration of the superior 
accuracy of the spectral method results 
from comparison of the numerical solu
tion of the forced Burgers equation with 
an analytical solution accurate to within 
second order in the Reynolds number. 
The solution for long times is a traveling 
shock wave, and the numerical solution

does not differ from the asymptotic 
solution within the order of the expan
sion (Fig. 11); this is despite the ex
treme narrowness of the shock com
pared to the spacing between points. A 
finite difference solution with four 
times as many points suffers from very 
serious phase errors, but more sophisti
cated finite differencing techniques have 
not yet been tried.

There is another advantage to spectral 
m ethods that has become evident
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through experimentation. The spectral 
calculation for these problems remains 
accurate as the time step is increased 
until a point is reached where the calcu
lation goes unstable. This is in contrast 
to a finite difference calculation where 
the solution may become inaccurate 
well before it goes unstable.

Finally, for the 7600 and 6600 com
puters, the time necessary to do a fast 
Fourier transform on an array is just a 
little more than the time needed to 
bring the array into fast memory from 
auxiliary storage and put it out again. 
Consequently, the two operations may 
be overlapped for maximum efficiency. 
A finite differencing technique would 
tend to run much faster but elapsed 
time for the computation would be the 
same since the channel time will remain 
constant.
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E f f i c ie n t  S u b r o u t in e s  

f o r  t h e  S o lu t io n  o f  G e n e r a l  E l l i p t i c  
a n d  P a r a b o l i c  
P a r t i a l  D i f f e r e n t ia l  E q u a t io n s

Paul N. Swarztrauber and Roland A. Sweet

A common task in the atmospheric sciences is the solving 
of elliptic partial differential equations. Often the equations 
are time-dependent, requiring repetitive solution, and thus 
profit from efficient computer subroutines. In this article we 
describe subroutines available through the Computing Facil
ity for use by atmospheric scientists.

The general equations that we discuss are too complex to 
solve exactly and require some numerical approximation. Of 
the many approximation methods, by far the most popular 
has been finite difference approximations, a method of re
placing derivatives by differences over a finite grid of points. 
When we speak of solving an equation we mean solving the 
usual finite difference approximation to that equation, e.g., 
for Poisson’s equation we mean the usual five-point 
approximation.

The most general elliptic partial differential equation 
which we can solve using the methods discussed here has the 
form

2 2 

a ( x )  |  + b ( x )  + c ( x ) u  + d ( y ) ^  +
3 x  9y

3u 0 )
e ( y ) + f ( y ) u  = g ( x , y )

We assume that the equation holds in the region A <  x <  B 
and C <  y <  D and that a(x) • d(y) >  0 for all values of x and 
y. Included in this equation are, of course, the common 
Laplace, Poisson, and Helmholtz equations. The use of x and 
y as the independent variables does not imply a restriction to 
Cartesian coordinates, since Eq. (1) also represents elliptic 
equations in polar or spherical coordinates. The only real 
requirements are that the equation be written as the sum of 
two operators— one depending only on one variable and the 
other depending only on the other variable— and that the 
region be of regular shape in the particular coordinate 
system.

There are basically two types of boundary conditions 
which can be used. They are, for the x-boundaries, for 
instance, (1) periodicity in the x-direction, or (2) au(s,y) + 
(3(9u/9x) (s,y) = h(y) for s = A or s = B where a and j3 are

constants. The second condition includes the usual Dirichlet 
(|3 = 0), Neumann (a = 0), and mixed boundary conditions.

The methods of solving the linear system of equations 
which arise from the approximation of Eq. (1) are divided 
into two classes: iterative and direct. The iterative methods 
start with some arbitrary guess for the solution and then 
generate successively better approximations. The two most 
widely used methods are Successive Over-Relaxation (SOR) 
and the Alternating Direction Implicit (ADI). The direct 
methods generate a solution (approximately) in a finite 
number of operations. Among these methods the Fourier 
transform and cyclic reduction methods hold particular 
promise since they are much faster than the iterative 
methods (precise comparisons are given by Sweet, 1972) and 
usually require only half as much computer storage. We 
present below an important problem which cannot be solved 
by the Fourier transform method, but can be solved by 
cyclic reduction. Because of this limitation on the Fourier 
transform method, we have concentrated on the use of cyclic 
reduction in our computer programs. A general description 
of the idea of cyclic reduction may also be found in Sweet, 
1972.

Specific Examples

It is instructive to consider two specific examples of 
Eq. (1) which illustrate the wide variety of problems we can 
solve. In these examples we do not describe the finite 
difference approximations but only the particular differential 
equation.

1. Boundary Layer Resolution. Suppose we want to solve 
Poisson’s equation

in the rectangle 0 < x < l  and 0 < y < l .  Furthermore, 
suppose we know that steep gradients are produced near the 
boundary at x = 0. To resolve this boundary layer, we intro
duce a new stretched coordinate z given by x = z2 . If the z 
grid is equally spaced by, say, Az, then the corresponding x
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grid will be spaced by

Ax .  = x .  -  x .  = ( 2 i + l ) A z 2
1 l + l  1

Thus, points on the x grid will cluster near the boundary 
layer at x = 0.

1 3 / 1 3u\ 32U I 2 \
2^ 37 \ 2 l  3 l j  + T T  = g(z ’y (3)y

Some care must be taken when differencing this equation 
near z = 0, but the solution may easily be obtained using one 
of the available cyclic reduction subroutines.

2. Spherical Coordinates. Suppose we want to solve 
Poisson’s equation in a sphere, assuming there is no longitudi
nal dependence. In this case the equation in spherical 
coordinates becomes

h  h  (r2 It) + h  (sln0 t f )  - (4)
r  '  '  r  s iri0 '

Suppose also that the normal derivative is specified at the 
boundary r = R

^  u ( M )  = h( 0)  (5)

There are two points to consider here. First, the finite 
difference approximation to Eq. (4) cannot be solved by the 
Fourier transform method because the equation has variable 
coefficients for both the r and 0 derivatives. However, the 
approximation may rapidly be solved using a new cyclic 
reduction algorithm of Swarztrauber (1972). The second 
point is that a solution to Eq. (4) with the boundary condi
tion given by Eq. (5) may not exist. This can be seen by 
multiplying Eq. (4) by r2sin0 and integrating 0 from 0 to tt 
and r from 0 to R. The resulting equation (with condition 5 
incorporated) is

f R  f 71 r ^ s l n 0 g ( r , 0 )  d<fdr = R2 / sin0h(0)cK> (6)  0 0  0
which imposes restrictions on g and h. For example, if 
g(r,0) = 0 and h(0) =  1, then Eq. (4), subject to (5), does not 
have a solution since (6) is not satisfied.

The finite difference approximation to Eq. (4) and condi
tion (5) also has a restriction which is similar, but not identi
cal, to a finite difference approximation to condition (6). 
Hence, before attempting to solve (4) one should ensure that 
the problem does, in fact, have a solution.

Singular Problems

The example presented above demonstrates that for cer
tain problems care must be taken to ensure that a solution 
actually exists. If a solution might not exist, the problem is 
called singular. Such a problem may occur when the boun
dary conditions are specified to be of the periodic or 
Neumann type. The problem is further complicated by the 
fact that even if a condition of the type (6) is satisfied 
initially, it may later be violated as a result of computational 
errors. Hence, it is important that a subroutine be able to 
recognize (if possible) that a condition may exist and to 
adjust the data in the proper fashion to satisfy that condi

tion. Our programs will have this capability for those 
problems for which a condition is known. An example of 
how the data are adjusted for a singular problem can be 
found in Swarztrauber and Sweet (1973), where we consider 
solving Poisson’s equation in polar coordinates subject to 
Neumann boundary conditions on the boundary of the disk.

Parabolic Equations

Suppose one wishes to approximate the solution of the 
two-dimensional heat equation

R(t) S  ~ 3T (a(x) f i j  " I f  (d(y) I ? )  = sU .y .O
by finite differences. To avoid very restrictive conditions on 
the time step, one would like to use implicit time dif
ferencing. This results in a very large system of linear equa
tions to be solved at each time step. Using a direct method 
for this solution requires little time and, hence, makes this 
form of differencing very attractive.

Computer Subroutines

We conclude with a general description of existing sub
routines and subroutines that we hope to have ready in the 
near future for solving various special cases of Eq. (1). These 
eleven subroutines are now available:

1. BLKTRI solves the general Eq. (1) with only the re
striction that the number of unknowns in one coordinate 
direction be 2P. Due to the generality of the routine, it must 
be modified to treat each singular problem individually.

2. POIS is faster than BLKTRI, but solves the less general 
equation

,  .  3 ^ u  , ,  .  3 1 1  ,  s  , 3 2 u  ,  s 
a ( x )  — tt + b ( x )  3— + c ( x ) u  + — j  =  g ( x , y )

~ Z  O X  zo x  0 y

with only the restriction that the number of unknowns in the 
y-direction be 2p3q5r, thus allowing more general spacings 
than 2P. It recognizes singular problems and informs the user 
of their occurrence, but again, due to the generality of the 
equation, it cannot adjust the data to ensure that a solution 
exists.

These first two subroutines are the most general and, if 
programmed with a suitable driver to incorporate the variable 
coefficients and boundary conditions, they can be used to 
solve a wide variety of equations. Subroutines 3 through 8 
solve Poisson’s equation (2) in a rectangle subject to different 
given boundary conditions; the boundary conditions are built 
in and no special drivers are necessary. Each one assumes 
only that the number of unknowns in the y-direction is 2P.

Subroutines 6, 7, and 8 solve singular equations; they 
check to see that the proper condition is satisfied, but do not 
adjust the data if the condition is not satisfied.

3. POISDD assumes that the solution is specified on all 
boundaries.

4. POISDN assumes that the solution is specified on the 
x-boundaries and that the normal derivative is specified on 
the y-boundaries.
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5. POISDP assumes that the solution is specified on the 
x-boundaries and that the solution is periodic in y.

6. POISNN assumes that the normal derivative is speci
fied on all boundaries.

7. POISNP assumes that the normal derivative is specified 
on the x-boundaries and that the solution is periodic in y.

8. POISPP assumes that the solution is periodic in both 
directions.

Subroutines 9 and 10 solve Poisson’s equation in polar 
coordinates on a disk. Both assume that the number of 
unknowns in the 6 - direction is 2P.

9. POISPL assumes that the solution is specified on the 
boundary of the disk.

10. POINPL assumes that the normal derivative is speci
fied on the boundary of the disk. Again, this is a singular 
problem and the subroutine recognizes this fact and adjusts 
the data if necessary.

11. POISSP solves Poisson’s equation on the surface of a 
sphere. It is a driver which uses POIS and hence requires that 
the number of longitudinal points be 2p3q5r. (Note that this 
number is convenient for spherical problems since it allows 
such spacings as 5°, i.e., 72 = 2332 points.) This problem is 
also singular and the subroutine adjusts the data when neces
sary.

We hope soon to complete a project that will culminate in 
several special-purpose subroutines to set up boundary data 
and perform the necessary data adjustments for singular 
problems. These subroutines will drive subroutines BLKTRI 
and POIS and will solve Helmholtz’s equation

2 9
3 u 3 “ u
— 2 + — 2 + Ru = g(x »y)
3x 3y

where R is a given constant (R = 0 gives Poisson’s equation). 
Solutions will be for the following special cases:

1. Cartesian coordinates with any boundary conditions 
and subject only to the restriction on POIS.

2. Polar coordinates (on the whole disk) with either 
Dirichlet or Neumann boundary conditions and subject only 
to the restriction on POIS.

3. Spherical coordinates on the surface of a sphere or 
hemisphere.

4. Spherical coordinates on the interior of the sphere but 
assuming no longitudinal dependence (see the second 
example in the section “Specific Examples”). This routine, 
combined with a Fourier decomposition in the longitudinal 
direction, could be used to solve the full three-dimensional 
Helmholtz equation on the interior of the sphere.

Once the new subroutines are completed, we will publish 
an NCAR Technical Report describing the use of all available 
subroutines. The report will provide sample data and output 
so that the subroutines can easily be installed at other 
computer centers.
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T r o p i c a l  D y n a m ic s

T. N. Krishnamurti, Florida State University

A group at Florida State University 
consisting of D. A. Abbott, A. Astling,
F. C arr, B. Ceselski, S. Daggupaty, 
M. Kanamitsu, M. B. Mathur, and the 
author, is conducting numerical work 
related to tropical large-scale dynamics. 
A brief review of this work, most of 
which was carried out at the NCAR 
Computing Facility, is presented in this 
article.

Tropical General Circulation 
During the Northern Summer

I shall begin with a diagram illus
tra tin g  northern-sum m er, tropical,

upper tropospheric energetics of large- 
scale flows (scales >  1,000 km) based 
primarily on a number of studies carried 
out by our group. The diagram (Fig. 1) 
shows energy exchanges between zonal 
flows, long waves («  10,000 km) and 
shorter waves («* 1,000 km). The gross 
energetics are partially derived from 
observations and partially confirmed by 
simple general circulation experiments. 
A salient feature of the diagram is our 
emphasis on the importance of land- 
ocean thermal contrasts. Zonally asym
metric differential heating generates 
available potential energy in the large 
scales («  10,000 km). Warm upper

Fig. 1 Schematic diagram o f  energy 
exchanges among long waves (L), short 
waves (S), and zonal flows (Z). H  stands 
for heating, P for available potential 
energy, and K for kinetic energy. There 
is some observational evidence for 
those exchanges indicated by an arrow; 
exchanges indicated by question marks 
are uncertain.
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Fig. 2 A bbott’s stream function at 200 mb on day 30 for a quasi-geostrophic 
general circulation model. The stream function interval 
is 5 X 10s m2 /sec.

ridges form over the land areas and cold 
upper troughs form over the oceans. 
These are usually identified as the 
Tibetan, African, and Mexican highs and 
the mid-oceanic troughs. Components 
of the differential heating include ele
ments such as latent heat release along a 
zonally asymmetric intertropical conver
gence zone; differential net radiative 
cooling between relatively clear oceanic 
areas and cloud-covered monsoon land 
areas; and differential sensible heat flux 
at the lower boundary between very 
warm land areas (surface temperature 
S» 35 - 40°C ) and relatively cooler 
oceanic areas (ocean temperature
*  25°C).

The exchange between eddy potential 
energy and eddy kinetic energy for long 
waves is primarily attributed to ther
mally, directly driven east-west vertical 
circulations. Observational evidence of 
these interesting divergent circulations 
shows that quasi-stationary long waves 
receive energy by this process. The 
directly driven east-west circulations are 
on the scale of the land-ocean thermal 
contrasts.

A very pronounced southwest to 
northeast tilt in the large-scale circula
tions systems is noted in observations. A 
consequence of this tilt is a removal of 
large westerly momentum from the 
tropics towards the summer pole (i.e., 
uV  >0). The large divergence of flux of

westerly momentum [(9/9y)uV >  0] 
that is noted from observations results 
in a strengthening of the mean zonal 
easterlies, i.e., kinetic energy is trans
ferred barotropically from the long 
waves to  the zonal flows [- u(9/ 
9y)uV >  0]. The exchanges are indi
cated by arrows in Fig. 1. Energy ex
changes were also evaluated between 
zonal flows and shorter waves; the direc
tion of these exchanges is indicated in 
Fig. 1. Most of our calculations indicate 
that zonal wave number 1 is a major 
energy source for the tropical circula
tions. This wave receives energy from 
east-west vertical overturnings which are 
in turn traceable to the land-ocean ther
mal contrasts.

Some of the directions of energy 
exchanges are uncertain and are indi
cated on the diagram by question 
marks. The diagram is also incomplete 
in its portrayal of exchanges from eddy 
potential energy to eddy kinetic energy 
for smaller scale disturbances; observa
tional deficiencies are primarily respon
sible. Both warm- and cold-core distur
bances are frequently observed, but 
their overall global contribution can not 
yet be synthesized.

There is observational evidence of a 
weak Hadley cell during the northern 
summer, with principal ascent in the cell 
around 10°N and descent around 25°S 
latitude. Our calculations show a genera

tion of zonal kinetic energy by this 
process. This exchange is, however, 
much smaller than the energy received 
barotropically by the zonal flows from 
the strongly tilted, ultra-long waves. The 
zonal kinetic energy is manifested on 
weather maps in the form of the well- 
known trop ica l easterly jet over 
southern Asia and Africa.

D. A. Abbott has performed a long
term numerical integration of a multi
level, hemispheric, quasi-geostrophic 
model. The purpose of his study (a 
Ph.D. dissertation) was to investigate 
the effect (with steady heating) of a 
land-ocean contrast on the tropical 
flow s. The circulation patterns at 
200 mb on day 30 are shown in Fig. 2. 
The experiment successfully simulated 
the phase and amplitudes of quasi- 
stationary features such as tilted mid- 
oceanic troughs over the oceans and 
an ticyclone belts over continental 
Africa, southern Asia, and Mexico. A 
strong easterly jet over southern Asia 
was clearly evident in this simulation. 
Abbott’s calculations of energy ex
changes in the upper troposphere were 
essentially in agreement with those cal
culated from observation (see Fig. 1). 
His imposed steady heating function 
generated time-averaged east-west circu
lations that were shifted about 45° east
ward relative to the geometry of the 
observed east-west circulations during
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northern summer. This “quarter-wave 
dilemma,” first emphasized by Holton 
and Colton,* was not resolved by 
Abbott’s study; further work on the 
problem is in progress.

Another study examined the Tibetan 
High as a thermal barrier for zonal flows 
in the tropics. Here we investigated 
long-term integrations of initial zonal 
flows with a north-south shear where a 
barrier was introduced. Flow was kept 
zonal at 25°S and 45°N. The dynamics 
of the problem were merely a conserva
tion of absolute vorticity, and the 
barrier was an internal boundary that 
was a streamline of the flows. The time- 
averaged solution shown in Fig. 3 is 
realistic and illustrates the zonal in
fluences of the Tibetan High. A detailed 
analysis of this solution is being pub
lished.

Our group has also been examining 
global tropical data fields for different 
seasons and years. The main studies are 
in the area of the dynamics of long 
waves.

*Holton, J. R., and D. E. Colton,  1972: A 
diagnostic s tudy  o f  the vortic ity balance at 
200 mb in the tropics during the nor thern  
summer. J. Atmos. Sci. 29 (6), 1124 - 28.

Limited-Area Numerical Weather 
Prediction Over the Tropics

Recently we prepared preliminary 
documentation of Florida State Univer
sity’s tropical prediction model. Pres
sure is used as the vertical coordinate 
and one version of our current model 
utilizes information at 19 vertical levels. 
The dependent variables include three 
velocity  com ponents, geopotential 
height, potential temperature, and a 
moisture variable. Physical features of 
the model include:

•  Air-sea interaction via bulk aero
dynamics

•  Fluxes over land areas (including a 
detailed calculation of the surface 
temperature utilizing the radiation 
budget)

•  Short-wave radiation
•  Long-wave radiation cooling as a 

function of evolving temperature, 
moisture, and cloud cover

•  Parameterization of cumulus con
vection based on principles of con
servation of large-scale, moist, 
static energy

•  Influences of terrain applied as a 
lower boundary condition

Initialization is carried out with a

Fig. 3 Barrier experiment, showing mean 
stream function (\pj for days 20 to 50. 
Heavy line over Asia marks the outline 
o f  the barrier. Mid-oceanic troughs and 
principal anticyclones, H, are indicated. 
Interval o f  \p is 5 X 10s m2/sec.

nonlinear balance model, where a 
minimal set of initial variables is used. 
Temperature, geopotential height, and 
the divergent part of the motions are 
deduced dynamically.

The model also includes such features 
as time differencing schemes, quasi- 
Lagrangian lateral advection, lateral 
boundary conditions, and a large num
ber of processing programs for history 
tapes. Research on the structure, 
dynamics, and energetics of tropical 
weather systems requires processing of 
the history tapes and this is a large part 
of our present endeavor.

Our effort is directed toward an 
examination of real-data case studies. 
Topics of some of the case studies are:

1. Westward propagation o f a non
developing easterly wave. This study 
dealt with a 72 - hr integration, and 
results agreed closely with observations.
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Fig. 4 Initial wind field at 1,000 mb.

Fig. 5 Wind at 1,000 mb, t = 72 hr. The 
zones o f  convergence are shown by 
heavy lines.

Fig. 6 The tracks o f  hurricane Isabel 
and the simulated hurricane. Note 
that in both cases the intensification 
into a tropical storm takes place near 
60 hr (00 GMT 13 October) and the 
hurricane force winds appear after 
72 hr (12 GMT 13 October).

A cold-core, lower tropospheric, easter
ly wave (wavelength 2,000 km) 
showed a westward propagation speed 
of around 6° longitude/day. The cold 
core was maintained throughout the 
integration and the wave’s temperature 
amplitude was only around 1 C°. Re
lease of latent heat via the parameteriza
tion of cumulus convection was crucial 
for the maintenance of the wave. Ex
clusion of the heating resulted in rapid 
decay of the wave, i.e., eddy kinetic 
energy was steadily transferred to zonal 
k inetic  energy. Long-wave radiative 
cooling distributions in the vertical were 
found to be extremely important in 
restoring the large-scale conditional 
instability of the tropics after a distur
bance passed. An experiment without 
this feature did not yield such a realistic 
vertical distribution of the equivalent 
p o ten tia l temperature. The regions 
where the model specified deep convec
tion were shown to be realistic in com
parison with composite radar observa
tions.

2. Formation o f  a vigorous upper 
level (400-m b) vortex. A successful 
simulation by the same model showed 
that the large release of latent heat at 
around 300 mb was crucial in the ex
periment. A movie of the numerical 
simulation of this disturbance was made 
at NCAR and compared with the 
synchronous (ATS III) satellite movie. 
Cloud motions revealed the formation 
of a vigorous upper level vortex while a 
low-level easterly wave traversed west
ward without much change of shape. 
The energetics of the wave were quite 
similar to those of the first case study.
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3. Numerical prediction o f  hurri
canes. M. B. Mathur carried out an in
tegration for hurricane Isabel (1964) 
using a two-grid system. The calcula
tions, performed simultaneously in an 
outer, coarse mesh and an inner, fine 
mesh, were remarkably successful in 
simulating the formation and motion of 
the storm. Figures 4, 5, and 6, all from 
Mathur’s dissertation, portray, respec
tively, the wind field at 1,000 mb for 
times 0 and 72 hr, and the verification 
o f the storm ’s predicted track of 
m o tion . Banded asymmetries were 
noted in the vertical motion, convective 
heating, and flow over the boundary 
layer. By carrying out a number of 
experiments suppressing and including 
different physical effects, Mathur de
duced the importance of stable heating
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professor o f  meteorology at Florida State University. During the summer 
o f 1972 he was one o f  two principal lecturers for an eight-week colloquium 

held at NCAR on the dynamics o f  the tropical atmosphere.

(the dynamic ascent of saturated air in 
the upper troposphere where the 
sounding is absolutely stable) in the 
final intensification of the storm. Unlike 
case studies 1 and 2, the heat released by 
the parameterized cumulus convection 
was retained in a region of the surface 
disturbance due to very weak vertical 
shears. It should be emphasized that 
Mathur’s initial state contained informa
tion on the mesoscale ( «  1,000 km), 
made possible by the availability of 
reconnaissance flight data at three 
levels. At this time we have not estab
lished whether any of the mesoscale 
forcing was important for the formation 
of hurricane Isabel. Another investiga
tion of the formation and motion of a 
hurricane was carried out by B. Ceselski 
for hurricane Alma (1962). Ceselski 
used a coarse mesh (= 150 km) and 
carried out a 48 - hr integration. At 
36 hr the predicted position of Alma 
was less than 50 mi (statute) in error, 
even though the storm had moved about 
750 mi. Both stud ies are being 
published.

Preparation for the 
G ARP Atlantic Tropical Experi
ment (G ATE)

Several of us are engaged in extending 
the limited-area model over the pro
posed GATE domain. This will be an 
effort to understand the role of various 
physical effects in the formation, mo
tion, and energetics of various tropical 
disturbances during the summer of
1974.
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Conference on Modeling and Simulation

The Fifth Annual Pittsburgh Conference on Modeling and Simulation, 
scheduled tentatively for 24, 25, and 26 April 1974, has issued a call for 
papers dealing with all traditional areas of modeling and simulation, but 
with special emphasis on social, economic, urban, and global modeling. 
Papers must be original, unpublished contributions, and may be regular 
reports dealing with completed research, or research reports dealing with 
w ork in progress. Deadline for duplicate copies of abstracts and 
summaries is 4 February 1974, and for final manuscripts of papers 
selected for inclusion in the conference Proceedings, 26 April. The ab
stract should be approximately 50 words long, and the summary suffi
ciently long to allow careful evaluation. The conference is sponsored by 
the University of Pittsburgh School of Engineering in cooperation with 
the Pittsburgh sections of the Institute of Electrical and Electronic 
Engineers and the Instrument Society of America. Correspondence and 
inquiries should be directed to:

William G. Vogt or Marlin H. Mickle 
Modeling and Simulation Conference 
231 Benedum Engineering Hall 
University of Pittsburgh 
Pittsburgh, Pennsylvania 15261

C o n trib u tion s  Encouraged

We would like again to encourage reader participation, both through 
comment on the contents of current and past issues of Atmospheric 
Technology, and through contribution of full-length articles or short reports 
dealing with problems of atmospheric measurement and data handling. We 
welcome descriptions of new systems undergoing their first tests and of new 
concepts in atmospheric technology. Double-spaced, typewritten manu
scripts, accompanied by 8 X 10 in. artwork, should be addressed to the 
editor. It is our hope that by a year from now a substantial portion of 
Atmospheric Technology will be authored by non-NCAR staff.
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