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The front cover shows contour maps of the total field (top)
and the anomaly field (bottom) of earth's Outgoing
Longwave Radiation (OLR) as calculated from Nimbus 7
satellite data for June 1988. In the total field, values less than
240 watts per square meter are stippled and indicate regions
of high cold cloud in the tropics (and thus, convective
rainfall). In the anomaly field, values exceeding ±15 watts
per square meter are hatched or stippled to indicate
significant anomalies.

The maps are of interest because they show the peak of the
1988 drought in the United States. The maps were prepared
in NCAR's Climate and Global Dynamics Division by Amy
Solomon in collaboration with Kevin Trenberth as part of
Trenberth's ongoing studies of the drought. (See "Issues in
establishing the causes of the 1988 drought over North
America," a forthcoming article by K.E. Trenberth and G.W.
Branstator in the Journal of Climate, in press.)

The plots have been smoothed to reduce noise and are two of
many that will be published in a forthcoming NCAR
technical note as an atlas. Amy used the NCAR Graphics
utilities EZMAP, CONPACK, and AREAS to generate the
metafile on the CRAY Y-MP8/864 (shavano). The metafile
was translated to PostScript via ctrans prior to printing on an
Apple LaserWriter.

SCD Computing News welcomes cover graphic submissions. Please
send your graphic, along with a description including SCD facilities
or software used, to Christine Guzy, Mesa Lab; or send e-mail to
guzy@ncar.ucar.edu; or call Christine at (303) 497-1826.
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by Bill Buzbee

Our conversion to UNICOS 6.1.4 is now in place, and with it comes
some new capability in compiling and Mass Storage System (MSS)
access. For specifics, please read "UNICOS 6.1.4 is up and running at
SCD" and "New MSS library routines for Fortran/C programs."

We are also pleased that the upgrade of the MSS to double-density
cartridge drives is complete; see "Less filling: New tape drives compress
data, double MSS capacity." This upgrade will allow us to recoup a
considerable amount of floor space in the SCD Computer Room. Further,
the change is basically user transparent. No action is required by users to
move their files; this will all be done for you. Approximately six to eight
months will be required to finish moving all files. Incidentally, funding
for this upgrade was provided by the National Science Foundation's
Global Change Program.

On September 19, a small, scalable parallel processor from Meiko
Scientific Corporation was installed in the SCD Computer Room. This
system is being loaned to us and will be available both to NCAR users
and people at the University of Colorado. Continued progress in VLSI
(very large-scale integration) technology has made possible high-
performance microprocessors and high-capacity memory chips. Use of
these "off-the-shelf' components greatly simplifies the construction of a
parallel processor. The loaner from Meiko will eventually have 16 nodes.
Each node has two Inmos T800 microprocessors to handle
communication and an Intel i860 with 16 megabytes of memory for
computation. This is the first Multiple Instruction Multiple Datastream
(MIMD) parallel processor to be at NCAR. We encourage those of you
who are interested in parallel processing to use the Meiko to learn about
parallel processing and test ideas for concurrent models. Thanks much to
the Meiko Scientific Corporation for this opportunity. For more
information, see "Meiko parallel processor comes to NCAR."

Data continue to be a high priority within SCD. We are pleased to have
some new datasets available; see "ECMWF datasets at NCAR available
to users." We are gradually increasing the staff of our Data Support
Section so that we can do an even better job of acquiring data and
making them available to you.
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Meiko parallel processor comes to NCAR

by Lynda Lester

A distributed-memory parallel processing computer
was installed at NCAR on September 19. Called the
"Meiko Computing Surface," the machine provides an
opportunity for the NCAR user community to try out a
new parallel architecture for running models.

The computer, which operates in a UNIX
environment, is on loan from Meiko Scientific
Corporation and will be available to scientists and
students through mid-December. Its presence is an
experiment on NCAR's "path to parallel processing."

Applying parallelism

NCAR's active interest in parallel processing dates
back several years. In 1988, NCAR joined with the
University of Colorado to form the
Center for Applied Parallel Processing
(CAPP). The National Oceanic and
Atmospheric Administration (NOAA)
and several private companies also
became CAPP affiliates. -

CAPP mathematicians, computer
scientists, and programmers apply
massive parallelism to problems that
can't be solved on the current gener-
ation of supercomputers. The aim is to
develop an infrastructure for the support
of parallel computation-for example,
tools for problem decomposition and
expression, parallel algorithms, and
high-performance networking and
graphics.

"It's becoming increasingly clear," said
CAPP Director Oliver McBryan, "that
massively parallel computers are the
only way to scale computing power to
the performance level needed for
addressing grand-challenge problems
such as weather and climate modeling.
And that's the primary reason CAPP The CRAY

Computingexists-to understand how to use and opunto parallel I

take advantage of these machines for the future." (A
grand challenge, according to the National Science
Foundation, is a major problem in science or
engineering with potentially broad economic, political,
or scientific impact, the resolution of which could be
aided by the use of high-performance computing
resources.)

Under CAPP auspices, an 8,192-processor Connection
Machine system (model CM-2) from Thinking
Machines Corporation was delivered to NCAR in
August 1988. The CM-2 has been extensively used by
researchers working on parallel processing at NCAR
and NOAA, as well as by the university community.
Several other parallel systems associated with CAPP
are installed on the CU campus, including a Myrias

Y-MP8/864 (left), the CM-2 (right), and the Meiko
Surface (foreground) represent several NCAR approaches
processing. (Photo by Bob Bumpas.)
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SPS-2 shared-memory computer and an Intel iPSC
hypercube machine. The addition of the Meiko to the
CAPP roster of machines further diversifies the range
of advanced parallel computers available to CAPP
reserachers.

Comparing parallel architectures

Last spring, the Scientific Programs Evaluation
Committee (SPEC) urged NCAR to prepare for a
future of parallel processing. The CRAY Y-MP8/864
(shavano) will reach saturation in December of this
year, and by 1993 NCAR will need to upgrade. Now,
said the committee, is the time to start moving in the
direction of parallelism.

"Today there's a wide variation in the architecture of
parallel computers, and the best way to assess the pros
and cons of a particular architecture is by hands-on
experimentation," said SCD Director Bill Buzbee.

"Over the past three years, due to the availability of
the CM-2, we have gained a pretty good under-
standing of the potential of its architecture. But we

need similar experience with other architectures-and
therein lies the rationale for having the Meiko here.
It's a piece of the bigger picture whereby we are
continuing to expand our computing environment,
making it available to parallel processing for
experiment and evaluation.

"So when people ask why we're doing this, it's a
combination of the need to get a broader base of
experience as recommended by the SPEC panel and
the simple fact that Meiko offered us this machine on
a loan basis," Bill said. "Our object is to get first-hand
experience with its architecture and assess its strengths
and- weaknesses."

Meiko technology

The Computing Surface is a Multiple Instruction
Multiple Datastream (MIMD) parallel computer. "It's
scalable," said Meiko representative Marc Cotnoir.
"You can start with a small system and add processors
in small increments-literally two at a time-and
grow to a system containing hundreds of processors."
BYTE magazine called the Computing Surface "a

Starley Thompson, Steve Welch, and Frank Tower of NCAR's Climate and Global Dynamics
Division discuss parallelism with Meiko representative Marc Cotnoir. (Photo by Bob Bumpas.)
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"The best way to assess the
pros and cons of a particular
architecture is by hands-on
experimentation."

scalable personal supercomputer." Meiko's largest
system, at the Parallel Supercomputing Center at the
University of Edinburgh, Scotland, has almost 500
processors.

The Computing Surface allows heterogeneous parallel
processing-the mixing and matching of processors.
"For example," Marc said, "you can have a system
with Intel i860 processors for scientific computing,
SPARC [Scalable Processor Architecture] processors
for file movement, Meiko graphics processors, and
Inmos transputers for mass storage and special-
purpose I/O."

NCAR's machine will ultimately have 16 Intel i860
processors with 16 megabytes of memory per
processor. Two Inmos T800 transputers will provide
processor-to-processor communications for each i860
node. The system will be connected to the outside
world via a 25-megahertz SPARC processor running
SunOS 4.x with an Ethernet interface.

The Computing Surface is set up as a software-
configurable, variable-topology system. "In parallel
processing there are different structural
organizations-hypercube, mesh, star, ring," said
Marc. "With the Meiko, each job can structure the
machine to fit the problem." This is done by means of
a custom VLSI (very large-scale integration) switching
system that allows the hardware topology to be
reconfigured per application at run time. This feature
also allows the computer to run multiple jobs
simultaneously.

The computer is programmed using standard
languages such as C and Fortran in Meiko's parallel
programming environment, called CSTools. CSTools
allows the programmer to develop software using the
"communicating sequential process" model of parallel
computing. (This is a hardware-independent

programming model that relieves the programmer of
the need to have a detailed understanding of the
hardware; the approach enables CSTools to run on
networks of Sun workstations as well as on the
Computing Surface.) CSTools has been used in a
broad range of applications, from scientific computing
to signal processing.

Meiko applications

Meiko systems are installed in more than 300
locations worldwide. They are being used to solve
problems in simulation and modeling, visualization,
computational physics, and computer-aided design.

"From the research point of view, the Meiko will be
valuable to CAPP," said Oliver. "We've been
developing algorithms for distributed parallel
computers, and the addition of this machine will
provide a new and important capacity for testing those
algorithms."

CAPP researchers in CU's Aerospace Engineering and
Astrophysics departments will be running various
experiments on the Computing Surface: modeling
airflow over aircraft wings, computing turbulence in
the sun and stars, and studying structural design for
the NASA space station.

Oliver will use the Meiko in his graduate course at
CU called 'Topics in Parallel Computing." SCD
personnel plan to implement a mesoscale climate
model on the system.

"We strongly encourage people throughout the
atmospheric and ocean sciences community to take
advantage of the opportunity to get some first-hand
experience with this architecture," said Bill. "SCD and
Meiko will provide education and assistance for them
to do so."

How to get an account

If you are interested in using the Meiko Computing
Surface, contact Ginger Caldwell by sending e-mail to
cal@ncar.ucar.edu or calling (303) 497-1229.

Lynda Lester is a writer/editor in the Documentation Group
within the SCD User Services Section.
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Roger Anderson shares his views on the future
of supercomputing

by Brian Bevirt

Roger Anderson, staff scientist in the Lawrence
Livermore National Laboratory Computation
Department, discussed his observations about the
supercomputers of the 1990s with NCAR staff on
August 16, 1991. Roger keeps in close contact with
the innovators and leaders in the high-end computing
industry, and shared his insights into the plans and
aspirations of both supercomputer and integrated-
circuit vendors.

New introductions of supercomputers are slowing
down. In the 1980s, the product lifetime of a new
machine was about two years. In the 1990s,
supercomputer lifetimes are expected to exceed three
years. This is not an indication of any problems with
the hardware technology, however. Complementary
Metal Oxide Semiconductor (CMOS) processors are
being improved at a fast pace, on-chip features (such
as transistors) continue to be reduced in size for
greater densities, clock speeds are being increased, and
better manufacturing yields are allowing larger chip
dies to be used. Further, both scalar and vector
supercomputing techniques are being designed into the
new microprocessors. These techniques allow multiple
operations to occur simultaneously.

Supercomputers on a chip

Such technology improvements can produce chips
with supercomputer-like capacities: individual
integrated circuits are performing at capacities
equivalent to half a CRAY-1 processor. The
"superpipeline" approach to chip design has allowed
experimental systems to run at 100 megahertz (MHz)
by completing two instructions per 50-MHz clock tick.
By the mid to late 1990s, microprocessors are
expected to be operating at speeds of 250 MHz.

Parallel processing supercomputers

Parallel processing is the only way supercomputers
can proceed with the orders-of-magnitude performance
advances needed for the scientific computing of the

near future. In the simplest form of parallel
processing, math coprocessors are added to personal
computers. In supercomputers, some machines use two
to 16 or more very powerful processors to perform
independent tasks; others employ large numbers of
less-capable processors (256 or 8,192 or 32,768 or
more) that each operate on a small part of a problem.
Supercomputers of the second type are called
massively parallel processing (MPP) machines, and
Roger currently makes a distinction between the two
types at 100 processing nodes.

Parallel processing supercomputers are classified into
three groups: Single Instruction Multiple Datastream
(SIMD), Multiple Instruction Multiple Datastream
(MIMD) with shared memory, and MIMD with
distributed memory.

The SIMD approach employs a large number of small
processors that operate with their own local memory.
All processing nodes execute the same instruction
sequence (add, compare, etc.). This approach divides a
computing problem into a large number of pieces, then
solves each piece with a series of instructions sent
simultaneously to all processors.

The MIMD shared-memory systems use multiple
processors that each perform any series of instructions
independent of the other processors, and each
processor addresses the same pool of memory. When
two processors try to access the same memory
location, an arbitration scheme must be used to
determine which processor gets priority. Also, the
user's program must be designed so one processor
does not change values in memory while another
processor needs the values that previously resided
there. This approach requires a computing problem to
be divided into parts that can run concurrently on the
individual processors. However, flow control must be
explicitly programmed (usually by the compiler) to
ensure that the data values are not modified before it
is appropriate.
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The MIMD distributed-memory systems are receiving
a lot of interest from a variety of manufacturers. (One
system of this type is the Meiko Computing Surface;
see "Meiko parallel processor comes to NCAR" in this
issue.) These machines use multiple processors that
each perform any series of instructions, but the
memory pool is divided into segments for the
exclusive use of each of the processors. This approach
eliminates contention for the same memory locations
and protects the values in memory for each processor.
However, it also requires that data be passed from one
processor's memory to another's if data are to be
shared. A new technique being explored to reduce this
type of delay is called virtual distributed memory.

Advances in microprocessor design

In discussing the progress in chip manufacturing
technology, Roger noted that the Reduced Instruction
Set Chip (RISC) technology was needed back when
integrated circuits could not be reliably manufactured
with enough features to keep advancing the
performance of Complex Instruction Set Chip (CISC)
technology. New manufacturing techniques are now
reliably yielding production chips with up to 2.5
million features. In the meantime, new CISC
approaches have reduced the number of instructions
they need to perform complex operations, and RISC
technology has expanded its range of operations by
adopting more complex instructions. Both technologies
have improved to the point where their performance
levels are now similar.

In addition, both RISC and CISC chips are
incorporating supercomputing techniques. Superscalar
chip technology uses multiple independent functional
units on one chip to perform multiple instructions at
the same time step. Pipeline chip technology operates
like vector processing, in which multiple operations
are performed with one instruction given to a single
functional unit. (A functional unit is the group of
hardware elements that performs a single type of
computing function, such as floating-point addition,
for example.)

Looking ahead

In his concluding remarks, Roger noted that the costs
of developing new supercomputers and new high-
performance workstations are now about the same.

Roger Anderson, staff scientist in the Lawrence
Livermore National Laboratory Computation
Department.

The workstation market is driving new developments
in high-end microprocessors, and these chips will
control high-performance computing in the 1990s.
Hardware technology continues to advance strongly,
and multiple processors will continue to be required
for increasingly complex simulations. It is the software
that must keep up with these advances and make them
work.

Now that significant advances in MPP hardware have
been made, MPP software is starting to be developed
specifically for this new hardware. It will take many
years for these new software approaches to mature.
Software developers are currently analyzing programs
that have been hand-coded for parallel processing
efficiency to learn how these ideas can be built into
MPP compilers. Roger estimates that we may have to
wait up to ten years before general-purpose MPP
codes are as efficient as today's codes written for
either single processors or for small numbers of
powerful processors.

Brian Bevirt is a writer/editor in the Documentation Group
within the SCD User Services Section.

SEPTEMBER 1991

I - I I I - II -

c nlv c r



Supercomputing '91 invites participants

The research, development, integration, support, and
use of a high-performance computing environment are
the subjects of Supercomputing '91, the fourth annual
U.S. conference on high-performance computing.

Supercomputing '91 will be held in Albuquerque, New
Mexico, on November 18-22, 1991. Sponsors are the
Association for Computing Machinery (ACM) Special
Interest Group on Computer Architecture (SIGARCH)
and the Institute of Electrical and Electronics
Engineers (IEEE) Computer Society Technical
Committees on Supercomputing Applications and
Computer Architecture. Supercomputing '91 is
produced in cooperation with Lawrence Livermore
National Laboratory, NASA Ames Research Center,
the National Center.for Atmospheric Research, the
National Science Foundation, the Society for Industrial
and Applied Mathematics, and the Supercomputing
Research Center.

SUPERCOMPUTING '91
I *a v IJ ; : I i ; , ' i 1

ALBUQUERQUE CONVENTION CENTER

Technical program

The technical program covers a wide range of topics
and will appeal to those involved in any aspect of
high-performance computing. It will include 83
contributed paper presentations and 8 invited
presentations, 6 panels, 7 minisymposia, and
workshops. Example sessions include presentations on
"Geophysical Applications," "Gigabit Networking in
the United States," and "Accuracy Requirements for
Future Supercomputers"; panels on "The Future of
Optics in Computing" and "Visualization: Is It All It's
Cracked Up to Be?"; a workshop on "International
Coordination of Supercomputer Benchmarking
Activities"; and a minisymposium on "Computing
Climate Change: Can We Beat Nature?" There will be
a daily roundtable for supercomputing center directors
and other interested people, preceded by plenary
sessions on current and future operational issues.
Persons interested in supercomputing management and
operations are invited to attend.

Research exhibits will provide an opportunity for
conference attendees to see a broad range of
supercomputing research, with an emphasis on
interactive or visual displays. Researchers demonstrate
results of their work to their peers in a dynamic
setting. Research exhibits will be available for viewing
on Tuesday, Wednesday, and Thursday during normal
exhibit hours. Poster sessions are planned for Tuesday
and Thursday from 18:00 to 20:00 Mountain Time.
Birds-of-a-feather sessions will be organized on an ad-
hoc basis.

The Visualization Theater, held Tuesday night, will
present the best of this year's computer-generated
scientific animations. Visualization facilitates scientific
inquiry into questions ranging from the extent of the
universe to the composition of strands of DNA. The
latest algorithms, tools, and techniques from computer
graphics will be demonstrated, from fractal modeling
to illumination studies. This blend of science,
technology, art, entertainment, and education will be
presented by Maxine D. Brown, Electronic
Visualization Laboratory, University of Illinois at
Chicago.
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Table 1. Tutorial sessions at Supercomputing '91

Title Speaker(s) Date

Solving Linear Systems on Vector and
Shared-Memory Computers

Compiling for Distributed-Memory
Machines

Introduction to Computer Graphics and
Scientific Visualization

Introduction to Parallel Computing

Programming Massively Parallel
MIMD Computers

Balance in Supercomputing:
Technologies for Computationally
Intensive Science

Functional Programming

Beyond Visualization: Mapping
Information

HDTV and High-Performance
Computing

Supercomputer Compilers: Extracting
and Exploiting Un/structured
Parallelism in Algorithms/Programs

Using Massively Parallel Super-
computers: An Applications
Perspective

System Security in a UNIX
Supercomputing Environment

Using Compositional Programming to
Write Portable, High Performance
Parallel Programs

The Future of Supercomputing:
Fact and Fantasy

Software Management and Control in a
UNIX Supercomputing Environment

Jack Dongarra, Ian S. Duff,
Danny C. Sorensen, Henk
Van Der Vorst

Ken Kennedy, Hans P. Zima

Edward Angel

Marilyn Livingston,
Quentin F. Stout

Richard Allen, David E.
Womble, Bob Benner, Steve
Plimpton, Bruce Hendrickson,
Kevin McCurley

William Celmaster, Jack
Dongarra, Oliver McBryan

David C. Cann, John Feo

Donna J. Cox, Michael McNeill,
David Ruzic

Laurin Herr

Constantine D. Polychronopoulos

Robert S. Schreiber,
Horst D. Simon

Michele Crabb

K. Mani Chandy, Carl Kesselman,
Steve Taylor

Stephen F. Lundstrom

Mark E. Sheddon, Michael Mull,
John Moreland

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
all day

Nov. 18,
morning

Nov. 18,
afternoon

Nov. 22,
all day

Nov. 22,
all day

Nov. 22,
all day

Nov. 22,
all day

Nov. 22,
all day

Nov. 22,
aftemrnoon
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Tutorials and special focus sessions

Several half- and full-day tutorial sessions are planned.
These are intended as minicourses or detailed
presentations of topics. Table 1 contains a list of
tutorials and speakers.

As a special focus on high school students, on
Tuesday there will be sessions on supercomputing
programs in secondary schools, along with student
papers during the technical sessions. Students will be
invited to attend the keynote address and tour the
exhibit area. Programs on high-performance
computing in biology and supercomputer applications
in industry are also planned. There will be
minisymposia on problems in the energy industry and
in finance.

Exhibition and additional events

The industry exhibit area has been fully booked and
will include a comprehensive display of products
pertaining to the supercomputing environment,
including hardware, software, peripherals,
workstations, industry services, publications, and
networking and communications. Admission is
included in the conference registration fee. Admission
for the exhibits only is $20. The exhibits will be open
from 10:00 to 18:00 Mountain Time on Tuesday and
Wednesday and from 10:00 to 16:00 on Thursday.
SCD's Susan Smith and Ken Hansen will be available
at the NCAR Graphics exhibit.

The Supercomputer Debugging Workshop '91 will be
held the week prior to Supercomputing '91 and will

focus on topics relating to debugger construction and
usage in the supercomputer programming
environment. The workshop will bring together
debugger developers and users to discuss topics and
experiences of mutual interest, and establish a basis
for future collaborations. The workshop will be held
November 14-16, 1991, at the Marriott Hotel in
Albuquerque. To obtain more information and to
preregister, contact Denise Dalmas, Los Alamos
National Laboratory, Los Alamos, NM 87545, (505)
667-7877, ddalmas@woodsy.lanl.gov.

The 24th International Symposium and Workshop on
Microarchitecture, sponsored by ACM SIGMICRO
and IEEE Computer Society TC-Micro, will be held
November 18-20 in conjunction with Supercomputing
'91. For additional information, contact Yashwant
Malaiya, General Chair, (303) 491-7031.

General information and registration

Registration fees for the technical program postmarked
on or before October 18, 1991, will be $250 for
members, $310 for nonmembers, and $75 for students.
A fee will be added for late registration. There are
separate fees for tutorial sessions. Registration
materials are available online via anonymous FTP to
ftp.ucar.edu under the filename /docs/other/sc91. For
instructions on obtaining files via anonymous FTP, see
the Documentation Department in this issue. For
further information, send e-mail to Dolores Roybal,
Local Arrangements Chair, djr@lanl.gov, requesting
the advance program.
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Less filling: New tape drives compress data, double
MSS capacity

by Lynda Lester

In the Mass Storage System (MSS) archive in the back
of the NCAR Computer Room last April, rows of
racks were stacked to the top with tapes. The MSS
had packed away 16 terabytes (TB) of information,
and data archival was increasing at the rate of 4 TB
per year. 107,000 cartridges full, only 4,500 to go: If
this continued, soon the MSS would run out of space
and hit peak storage capacity of 22 TB.

To forestall this eventuality, SCD recently purchased
eight new IBM 3490-E double density cartridge
drives. The SCD Operations Section installed the
drives in June; over the summer, the MSS Group
upgraded the operating system and conducted tests.
The drives came online August 26.

"The 3490-E drives, which have replaced the old
3480s, will double the capacity of our current
archive," said Dave Kitts, head of the MSS Group.
"With the new drives, we can keep the same cartridges
we've already got-the storage media won't change at
all-but the capacity of each tape will increase from
200 to 400 megabytes.

"Under 3480 technology," Dave explained, "there
were essentially 18 tracks of data written on a tape, all
in the same direction. The new 3490-Es go back and
write again in the opposite direction, slightly offset,
using a serpentine method of recording. The bits are
the same density they ever were; it's just that there are
more crammed onto the tape."

This means that while the total number of tapes will
remain the same, MSS storage capacity will increase
from 22 to 44 TB of information-and the archive
will be able to absorb the flood of data for another
two or three years.

Johnny Five

The week after the new drives came online, Dave
showed a visitor through the MSS tape archive.
Library stacks marched into the distance, one after

another, each 6 feet tall and 25 feet long. Square tapes
with colorful spines-purple-gray-blue-green-red-
were resting in black plastic sleeves.

The 3490-E drives were housed in three tall cabinets
that looked like a set of large refrigerators-except for
the display panels on top flashing electronic messages,
and scores of golden lights blipping on and off. The
system appeared busy, alive.

"This is Johnny Five," Dave said. "We named him
that because he looks like the robot in the movie Short
Circuit." An SCD staff member walked by. "Over
there's the multiphasic plasma generator," he said.
Dave laughed.

The original Johnny Five. (Photo courtesy
RCA/Columbia Pictures Home Video.)
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Conversion campaign

SCD's Johnny Five. (Photo by Ginger Hein.)

"What's ahead of us now is consolidation of all the
data in the MSS," said Dave. "We have to read the
information off each cartridge and rewrite it in the
new format. We hope to compress 100 tapes a night if
we're lucky; weekends, maybe more. It will take a
good six to eight months."

He paused. "I wonder how the operators feel about
mounting 107,000 cartridges?"

"Our group is going to take the heat on this one," said
Bob Niffenegger, head of Computer Operations. "The
operators will have to mount every cartridge in the
archive for rewriting. They'll be doing it 24 hours a
day, 7 days a week, till next April-in addition to
handling their normal workload. Last month, to give
you an idea, they mounted 33,000 tapes in response to
data requests."

On the other hand, said Bob, SCD users will be
unaffected. The process is transparent and will not
interfere with requests for MSS files; response time
should be the same. This is because the data
compression program runs in the background. Two of
the eight 3490-E drives are dedicated to reformatting;
for the other drives, it will be business as usual.

"When all the tapes have been compressed, the library
will shrink to half its current size," Bob said. "Only
some 60-70,000 cartridges will contain data. That will
give us a breathing spell for a couple years ...

"I hope," he added.

Lynda Lester is a writer/editor in the Documentation Group
within the SCD User Services Section.
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ECMWF datasets at NCAR available to users

by Ilana Stern

(This is the second in a series of articles highlighting
the Data Support Section [DSS] data archive; see
"How to get information on the SCD dataset archive"
in last month's issue.)

The DSS data archive includes many datasets
containing gridded analyses. Because the raw data
have been interpolated to regularly spaced grid points,
gridded analyses are particularly suitable for research
applications where uniform global coverage is needed,
such as for comparison with model output. This article
describes the gridded analyses produced by the
European Centre for Medium-Range Weather
Forecasts (ECMWF) that are available at NCAR.

Older analyses

One such dataset is the ECMWF WMO (World
Meteorological Organization) archive, DS110.0, which
has data for the years 1980 through 1989. This dataset
has been available from DSS for several years, and
has seen heavy use. It contains twice-daily analyses of
temperature, wind, vertical velocity, relative humidity,
and geopotential height at seven pressure levels (1,000
to 100 millibars). The horizontal resolution of this
dataset is 2.5 degrees.

Also available are the ECMWF FGGE (First GARP
Global Experiment) analyses (DS307.0, DS307.1, and
DS307.3), which cover the FGGE year from
December 1978 through November 1979. (GARP
stands for the Global Atmospheric Research Program.)
NCAR Technical Note TN-300+STR, by Kevin
Trenberth and Jerry Olson, discusses the FGGE and
WMO analyses in detail.

New datasets

NCAR has recently acquired four new datasets from
ECMWF. These datasets are the Advanced
Operational Analysis Upper-Air Dataset (DS111.0),
the Advanced Operational Analysis Surface and
Diagnostic Fields Dataset (DS111.1), the Basic
Surface and Upper-Air Dataset (DS111.2), and the

Supplementary Fields Dataset (DS 111.3). These are
referred to as "ECMWFITOGA" datasets, because
they were produced as part of ECMWF's role as a
Tropical Ocean and Global Atmosphere (TOGA)
atmospheric data center.

All four datasets are available for the period 1 January
1985 through 31 December 1989. Dataset DS111.2 is
currently available through 31 March 1991, and will
continue to be updated as new data become available.
The DSS is making plans to update DS 111.0 and
DS111.1.

All the ECMWF/TOGA datasets are written in a
packed binary format known as "GRIB" (from GRid
In Binary). This format is described in the ECMWF
document "Binary Data Representation," available
from the DSS (contact information may be found at
the end of this article). Fortran subroutines to read the
data, and a sample driver, are on the Mass Storage
System (MSS), along with routines to transform the
spectral data in DS111.0 into gridded data.

DS 111.0: Advanced Operational Analysis
Upper-Air Dataset

This high-resolution dataset contains uninitialized
analysis values stored as spherical harmonic
coefficients. The resolution is T63 (triangular
truncation at wave number 63) for the period 1
January 1985 through 14 May 1985, T106 thereafter.
Since spherical harmonic representation is frequently
used in models, this dataset is a good choice for
related applications.

This dataset contains:

* Fourteen pressure levels (1000, 850, 700, 500, 400,
300, 250, 200, 150, 100, 70, 50, 30, and 10
millibars)

* Four fields per day (at OZ, 6Z, 12Z, and 18Z; "Z"
represents Greenwich mean time)
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* Six variables at each level (geopotential,
temperature, vertical velocity, u- and v- components
of horizontal wind, and relative humidity)

* Approximately 290 megabytes of data per month

DS111.1: Advanced Operational Analysis
Surface and Diagnostic Fields Dataset

These uninitialized analysis values are stored on an
N48 Gaussian grid (48 lines of latitude in each
hemisphere, located by a Gaussian distribution from
pole to equator) for the period 1 January 1985 through
14 May 1985, N80 thereafter. Points along each
latitude are equally spaced; they are 1.875 degrees
apart for N48 and 1.125 degrees apart for N80.

This dataset contains:

* Surface data

* Four fields per day (at OZ, 6Z, 12Z, and 18Z)

* Eighteen variables (surface pressure, surface
temperature, soil moisture, snow depth, mean sea
level [MSL] pressure, total cloud amount, u- and v-
components of 10-meter wind, 2-meter temperature
and dewpoint, deep-soil wetness, and deep-soil
temperature; also available after 15 July 1986:
surface geopotential, land-sea mask, surface

roughness, albedo, climate deep-soil wetness, and
climate deep-soil temperature)

* Approximately 230 megabytes of data per month
after 15 July 1986

DS111.2: Basic Surface and Upper-Air
Dataset

This dataset is the successor to the WMO archive
described above; the major difference is that this
dataset contains uninitialized analyses, while the
WMO data are initialized analyses. The data values
are on a 2.5 degree regular latitude/longitude grid, and
are derived from the Advanced Operational datasets. It
is a useful dataset for applications that do not require
the high resolution of the Advanced Operational
datasets.

This dataset contains:

* Fourteen pressure levels (1000, 850, 700, 500, 400,
300, 250, 200, 150, 100, 70, 50, 30, and 10
millibars) and surface data

* Two fields per day (at OZ and 12Z)

* Six variables at each level (geopotential,
temperature, vertical velocity, u- and v- components
of horizontal wind, and relative humidity) and eight

Figure 1. Surface temperature at 6Z 2/11/88 from DS111.2
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Table 1. Datasets mentioned in this article

DS 110.0 ECMWF WMO Global
Tropospheric Analyses, daily 1980-
1989

DS 111.0 ECMWF TOGA Global Advanced
Upper-Air Spectral Analyses, daily
1985-1989

DS 111.1 ECMWF TOGA Global Advanced
Surface Analyses, daily 1985-1989

DS 111.2 ECMWF TOGA Global Basic
Surface and Upper-Air Analyses,
daily 1985-continuing

surface variables (surface pressure, surface
temperature, MSL pressure, u- and v-components of
10-meter wind, 2-meter temperature and dewpoint,
and land-sea mask)

* Approximately 120 megabytes of data per month

DS 111.3: Supplementary Fields Dataset

This dataset contains surface stress, radiation, and flux
fields derived from six-hour forecasts used as "first-
guess" values for ECMWF analyses. Values are stored
on an N48 Gaussian grid for the period 1 January
1985 through 14 May 1985, N80 thereafter.

This dataset contains:

* Two fields per day (six-hour forecast values valid
for OZ and 12Z-note that this does not accurately
represent the diurnal cycle)

* Eight variables (surface sensible heat flux, surface
latent heat flux, net shortwave and longwave
radiation at the surface, net shortwave and longwave
radiation at the top of the atmosphere, and u- and v-
components of surface wind stress)

* Approximately 50 megabytes of data per month

DS111.3 ECMWF TOGA Global
Supplementary Fields, 1985-1989

DS307.0 ECMWF FGGE Global Analyses,
daily Dec. 1978-Nov. 1979

DS307.1 ECMWF FGGE IIIB Spectral
Analyses, Jan.-Mar. 1979

DS307.3 ECMWF FGGE TD101 Global
Reanalyses, 1979

Obtaining ECMWF datasets

ECMWF places some restrictions on the use of their
datasets. They may be used online at NCAR free of
charge, provided they are not copied for use
elsewhere. U.S. scientists associated with the academic
or government research communities may use the data
elsewhere, provided they first sign a permission form.
For a fee based on data volume, the DSS will copy
data to 1/2-inch tape, EXABYTE tape, or 3480
cartridge, and will provide access routines on floppy
disk or other media. The DSS can also provide subsets
of these datasets, containing only selected levels or
variables.

If you would like more information about any of these
datasets, please contact Ilana Stem by sending e-mail
to ilana@ncar.ucar.edu or calling (303) 497-1214. You
can obtain general archive information by sending
e-mail to datahelp@ncar.ucar.edu or by calling (303)
497-1219.

Ilana Stern is a member of the Data Support Section.
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Stalking the wild stack variable

by Lynda Lester

He worked there every day in the User Area-Pink
Floyd t-shirt, stonewashed jeans, high-top sneakers--
hunched in front of a Sun workstation. Half Hispanic,
one-fourth Portuguese, and one-fourth Cajun French,
Michael W. Martinez was tracking elusive math
library stack variables.

Mike was one of 12 undergrads participating in the
Summer Employment Program (SEP), which brings
minority students to NCAR for a summer of research.
He was assigned to the Cray Library Stack Variables
Project under Dick Valent, head of SCD's Math
Libraries Support Group. "I viewed this as my most
important project this summer, and was glad to have
Mike's help," said Dick. "He cid the job, and he did it
well."

Mike's job, from June 5 to August 9, was to examine
Fortran packages in the software library ncarm to
check for suspicious stack variables. "Before
September 1990, all Cray supercomputers at NCAR
used the COS operating system, which employed a
static compiler by default," Mike said. '"Then SCD
switched to UNICOS, which defaults to a stack
compiler. Some old Fortran programs in ncarm were
written under the assumption of a static compiler; this
opened the possibility for improper calculations.

"I had to manually trace every stack variable in the
library to see whether or not it was being used
properly. If it wasn't, I'd fix the code."

Mike spent his days poring through the 61 Fortran
packages in ncarm comprising 261 subprograms and
34,294 lines of code. He found that of the 7,050
variables and arrays in the library, 875 of them used
stack allocation. He traced all 875 stack variables in
the codes; 73 needed altering in 9 of the packages and
subprograms.

To analyze and change the packages, Mike devised a
multiple-step process involving the CFT77 compiler
and FORTRAN-lint. As a result, numerous programs
in library ncarm that rely on static memory allocation

will run properly with stack allocation. SCD will use
his method to validate other software libraries at
NCAR.

Mike presented his findings in a talk at the Mesa
Laboratory's Main Seminar Room on August 7, and
published a research paper called "Stack Variable
Validation for One of NCAR's Locally Developed
CRAY Y-MP Libraries."

"Mike is a real self-starter," Dick said. "He had the
knack and enthusiasm to follow the logic for tracing
Fortran variable usage-and the size of the project is
testimony to his capacity to get the job done."

Dick feels that NCAR's ability to attract good students
and work well with them is important. "It's our chance
to introduce young people to scientific programming
and various aspects of it-in this case, being a
software librarian. NCAR has a great deal to offer the
student community, and it's our responsibility to

Dick Valent and Mike Martinez compare notes on
problematic variables in the software library ncarm.
(Photo by Ginger Hein.)
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develop the liaison. I've seen people come out of
school with a good degree and no work experience.
With this kind of experience, they're one step ahead of
the game."

NCAR benefits in return, Dick said-namely from the
youthful ideas students supply and their zeal for doing
the work. "Our user community will get something out
of Mike's effort this summer," Dick concluded, "and I
know Mike got something out of it too."

In fact, Mike's SEP experience has made him rethink
his goals for the future. He's back at school now,
entering his junior year at the New Mexico Institute of
Mining and Technology in Socorro. NMIMT is a
small college with a strong emphasis on science and
engineering. It is located 70 miles south of
Albuquerque, where Mike was born and raised.

"Before I came to NCAR I was a math and physics
major," Mike said. "Now I plan to rework my
schedule and change the physics to computer science
classes. Up here I found that a math degree by itself
may not be that practical, but math and computer
science are a good combination." After graduate
school, Mike intends to seek a career in defense
contracting, industry, or engineering.

SCD wishes him well.

Lynda Lester is a writer/editor in the Documentation Group
within the SCD User Services Section.
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UNICOS 6.1.4 is up and running at SCD A

On September 9, SCD upgraded to the UNICOS 6.1.4
operating system on the CRAY Y-MP8/864 (shavano).
UNICOS 6.1.4 offers better Fortran I/O performance,
Autotasked libraries, and Docview as some of its
enhancements. With increased reliability and usability,
UNICOS 6.1.4 provides an operating environment
significantly improved over UNICOS 5.1.11.

Note: UNICOS 6.1.4 may require you to make some
adjustments to your codes and scripts, and most users
will need to recompile their code.

Both the CF77 4.0.0 and the CF77 5.0.0.0 Fortran
compiling systems are available under UNICOS 6.1.4.
CF77 4.0.0 is the default compiling system. However,
users are encouraged to try the new CF77 5.0.0.0
compiling system, since it generates faster code. To
invoke CF77 5.0.0.0, use the command cf7750. (Other
components of CF77 5.0.0.0 are also available:
cft7750, fmp50, fpp50, and premult50.)

Documentation

For a detailed discussion on UNICOS 6.1, see the July
issue of SCD Computing News. Articles from that
issue are also available via anonymous FTP on
ftp.ucar.edu. The files are in the following directory:

docs/cray/unicos6/scd.articles

The Cray Research Manual UNICOS 6.0 Release
Notice is also available via anonymous FTP on
ftp.ucar.edu. (This is the main documentation for both
UNICOS 6.0 and UNICOS 6.1.) The files are in the
following directory:

docs/cray/unicos6/cray.release

For instructions on how to obtain documents via
anonymous FTP, see the Documentation Department
in this issue.

Start your day by reading
the Daily Bulletin to keep
informed of current
developments on this topic.
For access instructions, see
the Documentation
Department in this issue.
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New MSS library routines for Fortran/C programs A

by Peter Morreale

With the introduction of UNICOS 6.1.4 on the CRAY
Y-MP8/864 (shavano) comes some new Mass Storage
System (MSS) library routines for accessing MSS files
directly from your Fortran or C programs. The new
MSS Fortran routines are:

MSWRITE Copies (writes) an existing UNICOS
file to the MSS.

MSREAD Copies (reads) an existing MSS file to
UNICOS disk.

MSERROR Obtains an error message associated
with a failed MS WRITE or
MSREAD attempt.

MSWAIT Checks to see if asynchronous
MSWRITE calls have succeeded.

The same functionality is available from C with the
following routines: MsWrite, MsRead, MsError, and
MsWait. Although this article discusses only the
Fortran routines, the C routines are identical in form
and functionality. See the appropriate man pages on
shavano for more information.

A new local library, libmss.a, was added to the other
local libraries available under UNICOS 6.1.4. This
new library has Fortran and C language routines that
allow you to read and/or write UNICOS files to the
MSS without the need for ISHELL. You will need to
add this library to the list of libraries on your loader's
search path to use the new routines. Here is an
example of a segldr command line:

segldr -L /usr/local/lib -Imss job.o

Note: Please bear in mind that this article only
introduces these new routines and cannot be used as a
substitute for the associated man pages. There are a
number of features and side effects in the use of these
routines that are completely documented in the man
pages.

In addition to these library routines, which you call
from within your program, there are UNICOS shell-
level versions of MSWRITE and MSREAD. The
shell versions were introduced on UNICOS in May.
The shell versions offer UNIX-like syntax for all the
options and are documented in the mswrite and
msread man pages.

Using MSWRITE

The MSWRITE routine copies a UNICOS file to the
MSS. MSWRITE has two modes: synchronous (the
default) and asynchronous.

In synchronous mode, your program makes the call
to MSWRITE; after the file is written to the MSS,
MSWRITE returns control to your program.

In asynchronous mode, MSWRITE queues the
request, and control immediately returns to your
program. The file is written to the MSS at some later
time. Exactly when the file is actually written to the
MSS depends on the current load of the MSS transfer
software. This feature is useful when you have a
number of files to write to the MSS and aren't
concerned that the files actually get transferred to the
MSS by the time the program ends.

It is critical to remember that files written to the MSS
using MSWRITE must first be closed using the
Fortran CLOSE statement. This ensures that the
Fortran I/O buffers are completely flushed and the file
contains all the data you've written.

The call to MSWRITE has the following format:

MSWRITE(ier, locflnm, mssflnm, pass, rtpd, opts)
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Example 1. Using MSWRITE

Example 2. Using asynchronous and comment options

Example 3. Using MSREAD

The arguments are:

ier Integer return code. Zero (0) is
returned upon success.

locflnm A character variable or string
containing the name of the UNICOS
file.

mssflnm A character variable or string
containing the name of the file on the
MSS.

pass A string containing the optional MSS
read and write passwords.

rtpd An integer variable or constant
defining the MSS retention period in
days.

opts A character variable or string
containing a list of options.

These arguments and their possible values are
explained in detail in the man page for mswrite. Type
man 3f mswrite to see the full man page on shavano.

Example 1 is an example showing how to use
MSWRITE. The UNICOS filename is data. The
MSS filename is /MORREALE/newdata. Add a read
password of rpass and a write password of morreale
to the MSS file. The retention period is 100 days, and
there are no options. (Note that since there are no
options, a blank string is passed as the opts argument.)

In Example 2, the asynchronous (NOWAIT) and
comment options are used. Since we use the
asynchronous feature, MSWRITE immediately returns
and the transfer request is queued for later transfer.

Note how in Example 2 the option delimiter, the
comma, is used in creating the opts string. This

SEPTEMBER 199120



SOFTWARE NEWS

delimiter is used to separate two or more options in
the options argument. You are free to build the options
string in any manner you choose; the only requirement
is that multiple options must be separated by a
comma. For more information on setting options for
MSWRITE, please see the man page.

Using MSREAD

MSREAD is similar to MSWRITE except that
MSREAD retrieves an existing MSS file to UNICOS
disk.

The call to MSREAD has the following arguments:

MSREAD(ier, locflnm, mssflnm, pass, opts)

The descriptions for these arguments are exactly the
same as for MSWRITE.

Example 3 shows how to retrieve the file written in
Example 1. Note that for MSREAD, you only have to
specify the read password (if one was used) to read
the MSS file back to UNICOS disk.

Return codes and error messages

By now you have noted that the
first argument to MSWRITE and
MSREAD is an integer variable.
This variable contains the return
code from the execution of those
routines. It is important to check
this return code to find out
whether the transfer succeeded.
The routines return one of the
following codes:

0 Success. The file was
transferred with no errors.
If you were using the
asynchronous feature of
MSWRITE, this code means
that the file was queued
successfully.

1 This code means that a nonfatal error occurred,
but you used the NORETRY option. By default,
the software automatically retries the transfer
when nonfatal errors occur.

2 A fatal error occurred. The file transfer failed. See
below for information on how to obtain an error
message associated with the failure.

3 This code may be returned by MSREAD only.
The code indicates that a UNICOS file of the
same name as the locflnm argument exists on
UNICOS disk. The MSS file was not transferred.
This code is useful in determining whether the
program will use an existing UNICOS file, or
whether MSREAD had to actually transfer the file
from the MSS.

When the MSWRITE and MSREAD routines exit
with a return code of other than 0 (zero), it is
generally in your best interest to use another MSS
routine, MSERROR, to obtain the error message
associated with the failure. In other words, these
routines do not write any error messages to, say, your

SCD User Services Consultant Peter Morreale and ay Najjar from NCAR's
Advanced Studies Program talk about how the new MSWRITE library
routine will affect Ray's code. (Photo by Bob Bumpas.)
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Example 4. Using MSREAD with error checking

Example 5. Using MSWAIT and SLEEP
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logfile by default. If you want the error message
associated with a failure of these routines, you must
specifically obtain it via the MSERROR routine.

The call to MSERROR has the following format:

MSERROR(ebuf)

ebuf A character variable in which the
error message is placed. The ebuf
variable should be dimensioned
CHARACTER*80 or greater. The
message will be left-justified and
blank filled.

Example 4 shows a suggested coding method for using
MSREAD with error checking. In this example, the
code halts execution if the return code from
MSREAD is 1 or 2, but simply writes a message and
continues if the return code was 3.

Using MSWAIT

The MSWAIT function is designed for use with
asynchronous MSWRITE requests. This call queries
the asynchronous transfer software to see if the queued
files have been transferred. It is primarily useful in
programs that want to use the asynchronous feature of
MSWRITE, but also want to verify that the files have
been transferred by the end of the program.

MSWAIT works by looping through all the previous
asynchronous requests and determining whether the
file was transferred. If all the previous asynchronous
file transfer requests have completed, MSWAIT
returns 0 (zero). Otherwise, MSWAIT returns the
number of outstanding requests pending.

A typical scenario would be for your program to make
several asynchronous MSWRITE calls, continue on
with computation, and just prior to terminating the

program, use MSWAIT to verify that the files have
been transferred to the MSS.

MSWAIT has the following format:

IER = MSWAITO

MSWAIT will set the integer IER to one of the
following values:

0 All outstanding asynchronous requests have
completed.

n There are n outstanding asynchronous requests
still pending.

It is important to understand that a return code of
nonzero does not indicate that the asynchronous
transfer request has failed in any way, only that at the
time MSWAIT was called, the transfer(s) hadn't
occurred.

Since MSWAIT merely checks the asynchronous
queue and immediately returns, it is sometimes helpful
to use MSWAIT in a loop in combination with
SLEEP(3c) to wait until all the transfers have been
completed. In Example 5, MSWAIT and SLEEP are
used together in a loop that waits for up to 30 minutes
for all previous asynchronous requests to be
completed. (For more information on the SLEEP
routine, type man 3c sleep to see the man page on
shavano.)

Peter Morreale is a consultant in the SCD User Services
Section.
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The Force: A portable, parallel Fortran extension

by Ruediger Jakob

The Force is a Fortran-based parallel programming
language that has been developed by Professor H.F.
Jordan at the University of Colorado in Boulder. The
Force provides language constructs for parallel loops,
parallel sections, data synchronization, process
synchronization, and shared variable declaration in a
Fortran-like syntax. The Force is available on the
CRAY Y-MP8/864 (shavano) and has been ported to a
wide variety of shared-memory multiprocessors,
among them Alliant, Convex, Sequent, and Encore.

The Force is implemented as a macroprocessor that
translates Force code into Fortran and calls to the
macrotasking library. The performance of Force
programs is therefore comparable to direct
macrotasking, but the complexity of the macrotasking
subroutines is hidden. The Force is compatible with
vectorization, either automatically or through compiler
directives.

Commands

Three commands are used to translate, compile, and
execute Force programs.

The preforce command translates Force files into
Fortran with macrotasking library calls. The standard
filename extension for Force files is .frc. Translated
files are stored as source.f. The syntax for the
preforce command is:

preforce source.frc

The force command translates Force files, compiles
them using the CF77 compiling system, and links
them with a Force driver module to create an
executable file. Fortran files produced with the
preforce command can be used as source.f files. The
syntax for the force command is:

force [compiler_directives] source.frc source.f \
object.o ...

Brackets indicate that use of compiler options is
optional. An executable file called a.out is produced
by default.

The forcerun command executes Force programs with
the specified number of processes. The syntax for the
forcerun command is:

forcerun a.out #_of processes

The Force is installed on shavano in /usr/local/bin/
force. This directory should be added to your
UNICOS PATH environment variable.

Documentation

There are man pages on shavano for preforce, force,
and forcerun. The following three reports document
the Force and are available from the SCD Consulting
Office:

The Force, by H.F. Jordan
Technical Report CSDG 87-1
Department of Electrical and Computer Engineering
University of Colorado, Boulder

Force User's Manual, by H.F. Jordan, M.S. Benten,
N.S. Arenstorf, and A.V. Ramanan

Technical Report CSDG 87-2
Department of Electrical and Computer Engineering
University of Colorado, Boulder

Force Implementation Notes: NCAR Cray, by R.
Jakob

These documents are also available online via
anonymous FTP on ftp.ucar.edu in the
/docs/software/force directory, with the filenames
the.force, users.manual, and users.update,
respectively. A file called README lists directory
contents, gives document printing instructions, and
tells how to run an example program from the Force

SEPTEMBER 199124



SOFTWARE

User's Manual. For instructions on obtaining files via
anonymous FTP, see the Documentation Department
in this issue.

For more information

If you have questions about the Force, please
contact Ruediger Jakob by sending e-mail to
jakob@ncar.ucar.edu or calling (303) 497-1330.

NEWS

Ruediger Jakob is a Ph.D. student in Computer Engineering
at the University of Colorado. He is student assistant at
NCAR for the Computer Hardware, Advanced Mathematics,
and Model Physics (CHAMMP) project.

A control panel on the CRAY Y-MP2D/216 (castle) at NCAR. The
panel monitors the supercomputer's temperature, voltage, power
supply, motor generators, and coolant. (Photo by Bob Bumpas.)
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A partial solution

A partial solution is as follows:

The case of the disappearing
files: How to prevent file loss
with links and $TMPDIR

by Jeff Kuehn

Do you lose files to the scrubber during a run
because your job executes in /usr/tmp? Do you
use files that you want to keep between runs? This
article describes a partial solution to the problem.

Often users will make their own directory in
/usr/tmp so that several jobs can use one set of
files from a common directory. But such user-
created directories are often cleaned out by the
disk scrubber to make room for system-created
temporary directories and the user files in them.
System-created temporary directories also have a
problem in that they disappear after a job run
completes.

How can you make your files safe from the
scrubber for the duration of a job run and not have
the files removed after the job exits, so you can
reuse the files in ensuing jobs? Two basic rules
apply:

* Only files in $TMPDIR are safe from the
scrubber.

* Only files not in $TMPDIR last beyond the end
of the job.

If you put your /usr/tmp files somewhere other
than $TMPDIR, they will be vulnerable to the
scrubber no matter what-and will eventually be
scrubbed. To put it simply, if a job is running
from /usr/tmp, its files are not secure. This is why
files seem to magically disappear, causing your
job to fail.

* Your job must run in $TMPDIR. Only in
$TMPDIR are files safe from the scrubber
during the run.

* You must make sure that your files are linked to
a /usr/tmp directory between job runs so the
files don't disappear when the job ends.
(However, your files will be living on borrowed
time. They will still be vulnerable to the
scrubber-which might not get to them for
awhile, but then again, it might. This is why the
solution is partial. There is no way around this.)

Note that the second point says the files should be
linked instead of copied. Linking is faster and
does not require doubling disk space requirements.
To link a file to a /usr/tmp directory between
runs, all you need to do is wrap some additional
commands around your "normal" script
commands. These commands are highlighted in
Examples 1 and 2 by gray boxes.

Example 1. Bourne shell/Korn shell script

ja

msread files
run job
mswrite files
rm junk1 junk2

ja -st
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Example 2. C shell script

ja

if;( !d/ usrtiiip/userwaie) ) mkdir \

in /usr/tirap/ugerflamne/* $TMPDLR

msread files
run job
mswrite files
rm junk! junk2

ja -st

Step by step

Broken down into steps, this is how you should
proceed:

Use ja to start job accounting, then change
directories into $TMPDIR:

ja
cd $TMPDIR

Use the Bourne shell/Kom shell test command or
the C shell if command to see if the Iusr/tmp/
username directory exists; if it does not, create the
directory:

Use the In (link) command to link all the files in
/usrltmp/username to the current directory
($TMPDIR):

in /usr/tmp/usernamel* $TMPDIR

Next, use msread to read the files off the Mass
Storage System (MSS). If a copy of the MSS file
already exists on disk, msread will not bring that
file over unless you specify replace; you will
instead use the copy already on disk (from
/usr/tmp/username). Files that were not saved to
/usr/tmp/username, files that were saved but
scrubbed, and files that were never there to begin
with, will be copied over from the MSS.

Your job will now run in $TMPDIR using the
files in $TMPDIR. This is important: if your job
references its files as lusr/tmp/usernamel
filename, you may still lose files, since that link is
vulnerable to the scrubber. Therefore, all such
references must be changed to reference the
$TMPDIR link, which is scrubber-safe.

After running your job, save all your important
files to the MSS. Remove files that you will not
need for future runs:

rm junki junk2

Again use the Bourne shell/Kom shell test
command or the C shell if command to ensure that
lusr/tmplusername exists before any links are
made:

test -d /usr/tmp/username II mkdir\
lusr/tmp/username

or

if (! -d /usr/tmp/username) mkdir\
/usr/tmp/username

If a job is running from
/usr/tmp, its files are not
secure.

SEPTEMBER 1991 27



test -d /usr/tmp/username II mkdir \
lusr/tmp/username

or

if ( ! -d l/usr/tmp/username) mkdir \
lusr/tmp/username

Use the link command to save your files for your
next run to lusrltmplusername:

in * lusrltmp/username

Finally, use ja to get a summary accounting

report:

ja -st

If you are using files from several different
directories, or if you need to save only a few of
the files in any directory, you can substitute an
alternate link command (or several link
commands):

In filel file2 ... fileN targetdirectory

where the filenames are specified explicitly instead

of by wild-card expansion.

Jeff Kuehn is a consultant in the SCD User Services
Section.

SYSTEMS NEWS

Disk quotas reactivated for home
directories in /uO on shavano

Due to various problems, the disk quota system
for the /u0 file system was inactive on the CRAY
Y-MP8/864 (shavano) for several months. On
August 26, the quota system was reactivated.

The quota utility enforces an established disk file
limit on each user's home directory and its
subdirectories. Currently, the limit is 1 megabyte
for general users; there are some specific
exceptions to this maximum.

Reactivation of the disk quota system affects users
on /u0 who have more than the established disk
quota limit in their home directory plus its
subdirectories. It does not affect users in /ul or
/u2, nor does it affect l/usr/tmp. Users who are
over their limit will not be allowed to use more
space until the proper amount of file space is
freed.

If necessary, you may request additional space
in your home directory. Please contact SCD
User Information by sending e-mail to
scdinfo@ncar.ucar.edu or calling (303) 497-1225.
Explain why you need an increased allocation,
how much you need (in megabytes), and how long
you need it for. SCD will review your request and
get back to you within one week.
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SprintNet to be discontinued

On October 1, SprintNet (formerly called Telenet)
access to NCAR will be discontinued. If you have
not yet switched to the NCAR Internet Remote
Job Entry (IRJE) system, now is the time to do so.
Alternative dial-up (asynchronous) access methods
via 1-800 phone lines will also be available. If you
have questions or problems, please contact the
SCD consultant on duty by sending e-mail to
consultl@ncar.ucar.edu or calling (303) 497-1278.

UNIX Basics back by popular
demand

The popular UNIX Basics Class will be held from
09:00-15:00 in the Director's Conference Room at
the NCAR Mesa Lab on the following dates:

October 21-22, Monday and Tuesday
October 23-24, Wednesday and Thursday
November 5-6, Tuesday and Wednesday

This free, two-day class introduces you to the
basics of UNIX and covers the following topics:

* Basic UNIX commands: Is, cat, more, rm,
mkdir, rmdir, cd, pwd, cp, mv, etc.

* UNIX file permissions, chmod, and I/O
redirection

* The vi editor
* How to use ftp and rcp
* Command aliasing, shell scripts, and special

shell files
* E-mail

Because class members actually log on to a
computer to learn UNIX, class size is limited to
ten participants (two to a terminal).

UNICOS Orientation Class is
scheduled

From September through May, the UNICOS
Orientation Class is offered every other month.
The next class will be held from 08:30-16:30 on
Thursday, November 14, in the Director's
Conference Room at the NCAR Mesa Lab.

This free, one-day class introduces you to UNIX/
UNICOS programming tools and the NCAR
computing environment. You should have a basic
knowledge of UNIX. The class covers the
following topics:

* How to use make and makefiles
* NCAR hardware and access methods
" Mass Storage System (MSS) commands
* The CFT77 and CF77 compiling systems
* Library and segldr considerations
* Using fmgen (with make)
* The NQS batch system
* Job accounting
* Graphics facilities
* Debugging with cdbx

Register early!

Please register in advance for User Services
classes; SCD reserves the right to cancel a class if
not enough people show interest. Send e-mail to
scdinfo@ncar.ucar.edu or call the SCD course
enrollment line at (303) 497-1225.

Note: No classes will be held in December.
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SCD documentation available
online

A growing number of SCD documents are
available via anonymous FTP on the computer
named ftp.ucar.edu. The SCD User Documentation
Catalog, which includes UNICOS documentation,
and the SCD Computing News yearly indexes are
also available online. The complete list of online
documents is in the README file in the docs
subdirectory.

To obtain copies of online documents, follow the
steps below. Press RETURN after typing each
line.

1. From your local computer connected to the
Internet, type:

ftp ftp.ucar.edu

or

ftp 128.117.64.4

2. When prompted for a logon name, type:

If you're examining docs for the first time,
you may obtain a README file with a list of
the documentation categories (subdirectories)
currently available by typing:

cd docs
get README
quit

You can read the README file using your
own system tools.

If you already know the subdirectory you
want, you can use the dir (or Is) command
within directories to list the contents.

4. To transfer a file to your present working
directory on your local computer, change
directories to the desired subdirectory of docs
and use the get command. For example:

cd cray
get filename

where filename is the name of the file you
want to transfer. If your local computer
already has a file with a name identical to the
one you want to transfer, your existing file
will be replaced with the new file. To give a
file a new name on your local computer, type:

anonymous get filename newfilename

Note: If your local computer is a Digital
Equipment VAX running VMS, you may need
to type:

"anonymous"

3. Enter your logon id at the password prompt
and wait for the ftp> prompt.

5. To terminate the anonymous FTP session,
type:

quit
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How to access the SCD Daily
Bulletin

The Daily Bulletin is an online daily status report
of all SCD computing systems. It is the most
current source of news about computing at NCAR,
giving information about hardware, software,
documentation, communication links, and
scheduled and unscheduled computer downtime.

The Daily Bulletin is prepared weekdays by the
SCD Consulting Office between 08:45 and 09:00
Mountain Time and again at 16:00, if necessary.

Interactive access

If you log on to the CRAY Y-MP8/864 (shavano),
the IBM 4381 (IO) front-end computer, or one of
the NCAR divisional computers, type

dailyb

IRJE access

If you use the Internet Remote Job Entry System
(IRJE), use File Transfer Progocol (FTP) to access

ftp.ucar.edu. Once you have logged on to your
account, type

get .dailyb newfilename

where newfilename is the name you assign to the
file on your computer.

MIGS access

If you use the MASnet/Intemet Gateway Server
(MIGS) from your local computer, type

nrnet dailyb filename

where filename is the name of the local file into
which the Daily Bulletin will be returned.

The Daily Bulletin is currently not available via
anonymous FTP. If you have questions, please
contact the User Services consultant on duty by
sending e-mail to consultl@ncar.ucar.edu or
calling (303) 497-1278.
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NCAR photographer Ginger Hein was given special permission to take this July 23 prelaunch
photo of the Atlantis Space Shuttle at the Kennedy Space Center, Cape Canaveral, Florida.
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Trademarks: CRAY, SSD, CRAY Y-MP, and UNICOS are registered trademarks of Cray
Research, Inc. * CFT, CFT77, COS, SEGLDR, Autotasking, and CRAY X-MP are trademarks of
Cray Research, Inc. * IBM and RISC System/6000 are registered trademarks of International
Business Machines Corp. * AIX is a trademark of International Business Machines Corp. * DEC,
VAX, and VMS, and DECstation are trademarks of Digital Equipment Corp. * EXABYTE is a
registered trademark of Exabyte Corp. * Macintosh is a trademark of Macintosh Laboratories, Inc.
* X Window System is a trademark of the Massachusetts Institute of Technology ' PostScript is a
registered trademark of Adobe Systems, Inc. * UNIX is a registered trademark of UNIX System
Laboratories, Inc. * Sun Workstation is a registered trademark of Sun Microsystems, Inc. ' Sun,
SunOS, Sun-3, Sun-4, SPARC, and SPARCstation are trademarks of Sun Microsystems, Inc.
ANSI is a trademark of American National Standards Institute, Inc. * HP is a registered trademark
of Hewlett-Packard Co. Motif is a trademark of Open Software Foundation * CRAYFISHPAK is a
trademark of Green Mountain Software * FORTRAN-lint is a registered trademark of IPT Corp. .
Connection Machine is a registered trademark of Thinking Machines Corp. * CM-2 is a trademark
of Thinking Machines Corp. * Intel is a registered trademark of Intel Corp. ' Meiko Computing
Surface is a trademark of Meiko Scientific Corp.
Copyrights: NCAR Graphics is copyrighted software of the University Corporation for
Atmospheric Research. Reference to a company or product name does not imply approval or
recommendation of that company or product to the exclusion of others.

Change of address form

O Add to mailing list L Delete from mailing list [ Change existing entry

Name:

New address:

User number Phone number

Send to: User Information, Scientific Computing Division, NCAR, P.O. Box 3000,
Boulder, CO 80307-3000. Or include the above information in e-mail addressed to
sylvia@ncar.ucar.edu on the Internet.
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SCD SERVICES DIRECTORY
PHONE

CONTACT (303) E-MAIL

General Information
SCD Consulting Office Consultant on Duty 497-1278 consulti
SCD Visitor/User Information 497-1225 scdinfo
SCD Course Enrollment 497-1225 scdinfo
Graphics Software Purchase Information 497-1201 scdinfo
Data Communications/Networking Marla Meehl 497-1301 marla
Research Data Archive Access Data Support 497-1219 datahelp
Project & User Number Assignment Rosemary Mitchell 497-1235 rosemary
Computing Resource Applications JoAn Knudson 497-1207 knudson
SCD Computing News Editor Lynda Lester 497-1285 lester
NCAR Switchboard 497-1000

Operations Information
Computer Operations Bob Niffenegger 497-1240 niff
Machine Room Operations Supervisor 497-1200 opl
Graphics Operations Andy Robertson 497-1241/42 andy
Tape Librarian Sue Jensen 497-1245 sue
Output Mailing Mary Buck 497-1232 maryb

Documentation
SCD Documentation Information 497-1225 scdinfo
SCD Documentation Orders Mary Buck 497-1232 maryb

SENDING ELECTRONIC MAILTO NCAR STAFF: Using the address names listed in the e-mail column above,
please consult the appropriate information given below based on the network you are using:

* Internet address: name@ncar.ucar.edu (IP node 128.117.64.4)
Examples:

SCD IBM 4381 (CMS): note consultl at ncar.ucar.edu
UNIX: mail consultl@ncar.ucar.edu

* BITNET users: To send e-mail to NCAR staff, use the Internet address given above. Please
consult your system administrator for the exact syntax.

* SPAN address: NSFGW::"name@ncar.ucar.edu" (DECNET node 9580 or 9.364)
* Telemail/OMNET address: name@ncar.ucar.edu (for the Internet address)

For further information on e-mail, please see the UserDoc "Using the NCAR E-mail System."
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