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Workstation clusters rise and shine

by Bill Buzbee

Editor's note: The following article was published in
Science magazine, Vol. 261, 13 August 1993, pages
852-853. It is reprinted with permission, © the
American Association for the Advancement of Science.

Not very long ago, there was only one option for
researchers interested in high-performance computing:
the supercomputer. But these powerful machines are
extremely expensive-so much so that only large
research facilities can afford to buy and maintain
them. Researchers at other locations can use these
supercomputers by working over high-speed networks,
but the number of users usually exceeds the available
resources. Recently, a lower cost alternative to single-
site supercomputing has become practical, with
comparable performance: the workstation cluster.

Workstation clusters can
provide a cost-effective
alternative to mainframe
systems.

Workstation clusters consist of an ensemble of
workstations or high-performance microprocessor
systems that are networked together in some fashion
and that often appear to the user as a single resource.
The equipment can be all of one type, or a mixture of
different workstations and several different networks
can be used. Potential benefits of workstation clusters
include: (1) a cost-effective alternative to mainframe
systems, (2) a cost-effective alternative to providing a
workstation to each scientist and engineer in an

organization, (3) an approach to utilizing otherwise
unused cycles on personal workstations, and (4)
loosely coupled parallel capability.

All of these benefits are a consequence of the steady
and remarkable progress in very large scale integrated-
circuit (VLSI) technology. The cost performance,

SCD director Bill Buzbee. (Photo by Carlye Calvin.)

measured in millions of floating-point operations
(flops) per dollar, for top-of-the-line workstations has
been growing at a compounded rate of 38% per year,
in contrast with 10 to 15% for other systems (see
Figure 1, p. 4).1 It is no surprise that top-of-the line
microprocessors are sometimes referred to as "killer
micros," owing to their tendency to devour other
systems in the marketplace. Today, a top-of-the-line
microprocessor often matches the scalar performance
of a single central processing unit (CPU) in a
supercomputer, and even in vector mode, a
supercomputer CPU seldom outperforms a top-of-the-
line micro by more than an order of magnitude. Also,
thanks to progress in VLSI technology, micro-
processor systems can be cost-effectively equipped
with megawords of memory.

These technology trends combined with semiconductor
standardization and high-volume production make
possible microprocessor systems that cost much less
than mainframes and supercomputers. The resultant
cost performance advantages are the basis of growing
interest in and use of workstation clusters.

A recent acquisition at Lawrence Livermore National
Laboratory (LLNL) provides one of the most dramatic
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examples of how clusters can provide a cost-effective
alternative to mainframes and supercomputers. 2 For
several years, LLNL has operated an Open Computing
Facility (OCF) that was originally built around a Cray
X-MP/48. In 1991, the X-MP was directed to other
applications. Recognizing the potential cost-
effectiveness of workstation clusters, LLNL sought to
purchase a system with a minimum level of
performance rather than a particular type of machine.
Specifically, LLNL requested a minimum throughput
of 2.7 times that of an X-MP CPU and provided a
suite of benchmark codes that ran on the X-MP. Also,
a minimum aggregate memory capacity of 64
megawords (where one word contains 64 bits) was
specified.

The winner was IBM with a bid of 14 RS/6000 Model
550 workstations interconnected with a fiber-
distributed data interface (FDDI). The annual
operational cost of the X-MP-based OCF included 12
full-time people and X-MP maintenance charges of
about $0.5 million.3 The annual operational cost of the
cluster-based OCF includes two full-time people and
maintenance charges of about $0.1 million. But
equally important is that with suitable software,
clusters can provide both interactive and batch
computing to a relatively large number of users and do
so in a more cost-effective fashion than if each user's
office was equipped with a comparable workstation.

Figure 1. Trends in microprocessor and
CPU performance growth

This is because workstations in individual offices have
a low utilization rate on a 24-hour basis. For example,
the LLNL cluster has a total user population of over
300 people; typically, fewer than 50 of them are active
at any point in time.

Fermi National Accelerator Laboratory (Fermilab) was
among the first organizations to recognize the
potential of workstation clusters. Fermilab began the
development and use of clusters in 1984. Because of
its pioneering effort in this area and in order to
distribute and manage cooperating processes on
clusters, Fermilab developed a software system called
Cooperative Process Software (CPS) that is now in use
at other sites. Fermilab also developed a capability
called UNIX Product Support (UPS) to simplify the
distribution and maintenance of system and application
software.

Today, Fermilab has over 150 IBM RS/6000
workstations and 200 Silicon Graphics systems that
are organized into about a dozen "second-generation"
clusters. 4 In aggregate, these clusters provide
approximately 2.5 gigaflops of sustained performance
in support of Fermilab research. Fermilab funds its
cluster program on a constant budget of about
$900,000 per year. Providing comparable sustained
performance with supercomputers would require a
substantially greater investment.
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Cost performance is measured in millions of flops per dollar for top-of-the-
line workstations.

For some time, loosely coupled
parallel processing has been
performed on local area networks
of workstations with software
packages such as Parallel Virtual
Machine (PVM). 5 Problems that
can be solved in this fashion
typically require relatively small
amounts of interprocess
communication. Clusters offer
the possibility of providing high-
speed communication links
between workstations, and that in
turn could significantly enlarge
the set of problems that can be
parallel-processed, namely,
"moderately coupled"
applications. For example, the
National Center for Atmospheric
Research (NCAR) is
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interconnecting a cluster of four IBM RS/6000 Model
550s with serial optical links and a Network Systems
PB290 router.6 Preliminary estimates are that this
cluster, by means of parallel processing, can support
real-time weather forecasting at a level comparable
with one processor of a CRAY Y-MP.

A top-of-the-line micro-
processor can match the
scalar performance of a
single CPU in a super-
computer.

The Institute of Electrical and Electronics Engineers
(IEEE) Computer Society Technical Committee on
Supercomputing Applications (TCSA) sponsors a
Scientific Supercomputing Subcommittee (the "IEEE
SSS"). Members of the SSS are drawn from
organizations with leading-edge computing capability.
One of the objectives of the IEEE SSS is to track and
assess developments in high-performance computing
technology. Because of the rapid emergence of
workstation clusters as a viable option for high-
performance scientific computing, during 1992 the
SSS made clusters of workstations one of its focal
points. In the IEEE SSS discussions with laboratories
using clusters, it was apparent that areas in which
major technological improvements are needed include:
(1) workstation input/output (I/O) reliability, (2) I/O
capability, and (3) filing systems.

As an example of the need for greater I/O reliability,
Nash4 discussed an incident in which a small-
computer system interface (SCSI) bus on a
workstation would intermittently reset itself. This sort
of unreliability is not appropriate in a production
system used by many people. In particular, unreliable
I/O causes users to be suspect of all computations
performed. Also, file access and, thus, filing systems
become a fundamental issue in the presence of
unreliable I/O in a cluster (in fairness to workstation
manufacturers, the current I/O bus system was
developed for "stand-alone use," and it is sufficient for
that task).

Organizations with applications that involve large
amounts of data, such as NCAR, see a pressing need
for high-bandwidth I/O channels that are compatible
with mainframe channels. This reflects the potential
cost-effectiveness of using leading-edge workstations
to process and manage large volumes of data. A
number of manufacturers are planning to offer clusters
as supported products, so these improvements should
soon be available.

Because of the advantages discussed above, members
of the IEEE SSS view workstation clusters as an
extremely important development. These systems
provide remarkable computing capacity at reasonable
cost, they can provide a large community of users with
both interactive and batch computing, and they can be
used to support loosely to moderately coupled parallel
processing. Consequently, members of the IEEE SSS
expect that many scientific and engineering
organizations will quickly adopt this technology for
state-of-the-art applications. However, clusters cannot
match the highest levels of performance afforded by
supercomputers operating in multitask mode or of
massively parallel processors (MPPs). Thus, we expect
that clusters will augment supercomputers and MPPs
in that clusters can be used to handle moderately sized
calculations whereas supercomputers and MPPs can be
dedicated to large calculations that often characterize
leading-edge research. In fact, this trend is already
evident at a number of government laboratories.
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The SP1: IBM scalable parallel computer is in friendly
user testing at NCAR

by Sally Haerer and Dick Valent

The IBM system that
was installed in the NCAR
Computer Room in August is
currently in friendly user
mode. The 9076 SP1, IBM's
first scalable parallel machine,
was acquired with funds
from the National Science
Foundation's High-
Performance Computing and

Communications (HPCC) program. The SP1 belongs
to a new generation of products based on IBM RISC
System/6000 technology, providing users with
simultaneous parallel and serial processing
capabilities. SCD will be evaluating the SPi's overall
cost effectiveness (including performance and ease of
use) for parallel processing of large simulations.

NCAR's SP1 consists of a server node plus a frame
containing eight processor nodes. The server node is
an RS/6000 Model 980 with 512 megabytes (MB) of
memory, 4 gigabytes (GB) of internal disk space,
8 GB of external disk space, and communications
facilities. All of the eight processor nodes are RS/6000
Model 370s containing 128 MB of memory and 1 GB of
internal disk space. The SP1 additionally has an RS/6000
Model 220 that functions as a system monitor.

The SP1 and the Cluster

The SP1 should not be confused with the SCD
Cluster, which consists of four RS/6000 workstations
interconnected by a high-speed network. Until
recently, the Cluster was in experimental mode,
specifically targeted for development and evaluation of
the RS/6000 High-Performance Parallel Interface
(HIPPI), evaluation of networking queuing technology,
etc. In the future, the Cluster will be used in single-
node manner, while the SP1 will be used as a parallel
engine. However, much of the same software will be
available on both systems.

NCAR is not alone in making a new source of
compute cycles available to users via high-
performance microprocessors. This is, however, a
noteworthy direction for SCD, since high-performance
systems other than Cray computers are relatively rare
at NCAR. For more information on this trend, together
with cost benefits of high-performance micro-
processors, see SCD director Bill Buzbee's article
"Workstation clusters rise and shine" on page 3.

The SP1 will be used as a
parallel engine.

Software

The following array of software is available on both
the SP1 and the Cluster:

* Math libraries: Several math libraries that reside on
the CRAY Y-MP8/864 have been installed,
including ECMFFT, FFTPACK, and LAPACK for
fast Fourier transforms and numerical linear algebra.
In addition, IBM's native math library (the
Engineering and Scientific Subroutine Library, or
ESSL) is also available. ESSL offers many basic
math routines that have been optimized; it is the
library of choice for math routines, although users
who retrofit it into existing programs will have to
change entry names and calling sequences.

* DQS: The Distributed Queuing System has been
installed to permit batch job submittal.

* Conversions: Routines are available to help in
converting to and from Cray binary formats. Typing
man -k cray when you are logged into the SP1 or
the Cluster will provide you with a list of the names
of these routines and their functionality.
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• Compiler: A new Fortran compiler (XLF Version
3.2) promises to be fully Fortran 90 compliant. It is
currently undergoing beta testing.

* PVM: Parallel Virtual Machine (PVM) is a library
of message-passing routines that permits a network
of UNIX computers to be used as a single large
parallel computer. While this software is currently
running on the Cluster, it will be removed from the
Cluster as soon as it becomes stable on the SP1. To
obtain PVM documentation, please contact the SCD
Consulting Office (e-mail: consulti @ncar.ucar.edu;
phone: 303-497-1278).

Consulting and documentation

For some time, the SCD Consulting Office has been
helping users with single-node usage, numeric
conversions, and other platform migration issues and
problems on the Cluster. SCD is currently
experimenting with the SPI platform to gain needed
experience. The study of PVM has been limited to one
consultant thus far, but SCD plans to expand this
effort as soon as time and resources permit.

SCD is also preparing "getting started" documentation
for the SP1 and the Cluster. Please watch the Daily
Bulletin for details on availability.

Evolving systems

As its knowledge of the SP1 and the Cluster evolves,
SCD continues to experiment with new software
environments, learn more about interconnecting high-
performance workstations, and gain experience with
parallel processing. While this research and
development may be temporarily unsettling, the effort
will be worthwhile. As an additional source of
compute cycles to complement traditional
supercomputers, interconnected high-performance
workstations are here to stay.

Sally Haerer is head of the Consulting Group and Dick
Valent is head of the Math Libraries Support Group within
the SCD User Services Section.

George Fuentes is the system administrator for the
SP1. (Photo by Carlye Calvin.)
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Friendly users try out SP1, provide input

by Lynda Lester

Editor's note: The SP1 is currently undergoing testing
by friendly users. As is to be expected with any
developing technology, the new architecture provides
both challenges and opportunities. With the knowledge
being obtained from user input and experimentation,
SCD hopes to improve future support and usability on
the SP1. Here are some comments from two friendly
users at NCAR.

Stacy Walters: "Eight CPUs gave 6/7 the
performance of a single Y-MP CPU ... "

Stacy Walters is an applications programmer in NCAR's
Atmospheric Chemistry Division (ACD).

ACD is running a global tropospheric chemistry code
that gets its primary dynamical variables from the
CCM2 [the Community Climate Model, Version 2].
Applications can range from something as simple as a
radon scenario to simulations for specific sources of
CO2 to a rather extensive chemistry simulation that
includes 20-30 compounds and 100 reactions. This
code can be set up without too much effort and run on
a wide variety of architectures-on shared-memory
systems such as the CRAY Y-MP, the CRAY-3, or
the C90, or on distributed platforms such as the Cray
T3D or the SP1.

We've run the code on the SP1 in short test shots of
one or two hours; the answers compared favorably to
simulations on the Y-MP, and the timings revealed
reasonably good performance. I ran the code both on a
single CPU and distributed across all eight CPUs in a
quiet environment-that is, with no interference from
other users. The particular problem I ran is a
numerically intensive program with high vectorization
that will achieve 150 megaflops per CPU on the
Y-MP.

Running this problem on a single SP1 CPU in double
precision-so we're comparing apples to apples-I got
about 1/7 the performance of a single CPU on the

Y-MP, which means that this part of the code is
getting 20 megaflops. However, when I distributed the

"Supercomputers are not
dead yet."

code across eight CPUs, I got only about a six-fold
speedup instead of eight, the ideal. This is not due to
poor coding-it shows a fundamental problem with
distributed-memory approaches to load balancing.
That's a problem you can alleviate on the Y-MP, and
it's one of the unpleasant aspects of distributed
computing. Load imbalances are not easy to alleviate
in a distributed environment, and definitely reduce
efficiency on a computer such as the SP1.

I/O [input/output] is another limiting factor. It's
difficult to engineer a machine with a fast CPU that
gets information in and out at a rate commensurate
with the CPU. Microprocessors tend to be less
effective in that area-they have fast CPUs, but have a
hard time with I/O. That's the genius of Crays, that's
what you pay for when you buy a Cray: it matches the
flow of information to processor speed. The processors
are not only fast, but accessible.

Nonetheless, with all eight CPUs working on this
problem on the SP1, I got 6/7 the performance of a
single Y-MP CPU, which isn't bad. [Editor's note: 6/7
the performance of a Y-MP CPU is about 130
megaflops.] That's with the present hardware-SCD
has plans to upgrade.

In my opinion, it's quite feasible to run all but the
long simulations on the SP1, either in single- or
multitasking mode. Production runs could be done in a
single-task setting now. If the machine were ready for
multitasked production, ACD would use the SP1 to do
a select set of simulations in parallel processing mode,
there's no question about that-although the size of
the problem would have to be limited. One simulation
we run requires 100 CPU hours on the Y-MP. Let's be
generous and say it would take 10 times as long on a
fully dedicated SPl-that would mean 1,000 hours, or
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one entire month to do the simulation on the SP1..
We can't do that. But we might do a smaller
simulation, in which case it would be quite possible
to turn it around in a reasonable amount of time.

It's clear to me that the SP1 won't be able to handle
anywhere near the load the Y-MP handles now, but
we should expect that: the Y-MP is a supercomputer,
the SP1 is not. However, I find the SP1's program-
ming environment to be green. The tools are raw-
although it's to be expected on a product that's as
new as this. I don't mean to imply that the compiler
is bad; it's fine. A lot of the software is available
and works, but there are some big holes. DQS
[Distributed Queuing System] is the biggest-right
now if you submit a PVM job to DQS, it won't run.
[Editor's note: This problem has since been fixed.]

The point here is that if the SPi is to be a player in
NCAR's production environment, we should be able
as much as possible to use tools that are available on
Cray systems. SCD faces a lot of work to bring the
SP1 up to snuff with its Cray counterparts. I think
the SP1 has potential, but at present it's simply not
ready for prime time.

Paul Rotar: "It's a nice interactive
platform . ."

Paul Rotar is a computational
support analyst in SCD's
Computational Support Section.

I've been on a lot of different
architectures, and the SP1 looks very
good from many points of view. I
think it's a very nice architecture,
actually. I've run PVM [Parallel
Virtual Machine] and benchmark
tests on the SP1. In the long run, it
comes down to whether the
communication among processors is
fast enough. Although the data
transfer rate is quite good, it's not as
good as I'd hoped for. This is where
all microprocessors wired for parallel
computation typically get into SCD has estal
trouble-the communication, the I/O including the

meeting of the
doesn't scale as well as the CPU Dick Valent,
speed. Caldwell, Lyne

Calvin.)

SCD is viewing the SP1 as an experiment; we've
been thinking of using this platform to offload
short-elapsed-time jobs from the Cray [the CRAY
Y-MP8/864, shavano]. However, this might not prove
feasible. The SP1 has a less capable I/O configuration
than the Cray, and the SP1 doesn't have the disk
drives and the SSD [Solid-State Disk] that the Cray
has. The Cray has 100 gigabytes of disk space, but the
SP1 has only 8 gigabytes on the total system, and each
processor has 1.3 gigabytes-that's not very big. You
get two modelers each needing half a gigabyte, and
you're out of space.

"The compilation speed's
good, the compiler's not
buggy."

If we want to use the SP1 for production workloads, I
think we also must factor in the amount of software to
be supported. For a large community of users, it's
probably true that in terms of staff, it takes as much
effort to support a small machine that is architecturally
different as it does to support a big machine. For

blished a team to help integrate various compute servers,
SP1, into NCAR's computing environment. Shown at a recent

Server Coordinator Committee are, left to right, Greg Woods,
Phylecia Brandley, George Fuentes, Mark Uris, Ginger
da Lester, Sally Haerer, and Tom Parker. (Photo by Carlye
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example, the SP1 has a UNIX operating system that
works well, but it's not exactly the same as the
operating system on the Y-MP. Development of
UNICOS, the UNIX-based operating system for the
Cray, started in 1983. Cray Research did a lot of work
to develop it as a job-production system for a
scientific environment; we're used to it. It will take a
lot of time to bring the environment on the SP1 up to
parity. The differing floating-point and integer formats
cause difficulties for library and user software that
cannot be completely overcome.

"In my opinion, it would
be quite feasible to run all
but the long simulations on
the SPI."

What it looks like to me is that ultimately, if machines
like the SP1 are going to be satisfactory, a major
software effort will have to be expended to make them
capable of servicing a large community. The idea
today is that with high-performance microprocessors,
you're going to get something on the cheap. But in my
opinion, you can't support a large user community on
the cheap.

The SP1 is a nice interactive platform. The
compilation speed's good, the compiler's not buggy,
the system works. You don't get a lot of messages
coming out about system problems. But in order to
establish resource accounting, control usage, and
prevent one user from monopolizing CPU time, you
have to put on a queuing system. Once you have a
queuing system, it removes you one step back from
interactive. It's not exactly desirable, but that's what
you have to do. Beyond a batch queuing system, there
is the need for an internal job-queuing ability that
treats each group of related processes as a job.

Personally, I think the best use for the SP1 is as a
compiling platform for program checkout in an
interactive mode, with the runs kept relatively short-
10 minutes or less. In that mode, the SP1 could fill a
definite need at NCAR. As workstations improve in
performance over time relative to Y-MP, the picture
will change-but certainly they will have to be more
generous in terms of I/O, and we'll have to increase
the software support. I believe in the long term, as
microprocessors evolve and money gets tighter, we'll
be forced to go that route. It's certainly cheaper to
upgrade one of these systems than the Cray. The
world wants to go this way, the trend has come-Bill
Buzbee is definitely right about that. His vision is how
it's going to be.

But I've been listening to talk that supercomputers are
dinosaurs for eight or nine years now. They're not
dead yet. They're not yet extinct. They'll become
extinct only if funding agencies refuse to pay the cost
and if users decide to scale their science to problems
that are doable on workstations.

Lynda Lester is a writer/editor in the Documentation Group
within the SCD User Services Section.
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The first seven months: Users experiment with
CM-5, begin production computing

by Bill Buzbee and Gary Jensen

The 32-node Connection
Machine-5 (CM-5) from
Thinking Machines Corpora-
tion has been available to
NCAR users since May 1993
as a tool for designing,
porting, and testing parallel
codes. Usage has been steadily
increasing, and SCD has now
dedicated half of the wallclock

time on weekdays (twelve hours each night, from
2000 to 0800 Mountain Time) and full time on
weekends to production computing.

Three major production applications are either running
now or will soon be running on the machine:

* 3-D Geophysical Turbulence Model-Much of the
CM-5 time over the past few months has been spent
on a 3-D turbulence code simulating vertical
variation in density. Yoshi Kimura of NCAR's
Mesoscale and Microscale Meteorology (MMM)
Division heads this effort.

* The NCAR Semtner-Chervin Global Ocean
Simulator-The Los Alamos National Laboratory
data parallel implementation of the Semtner-Chervin
model is in hand and ready for production use by
NCAR scientists.

* The NCAR Community Climate Model, Version 2
(CCM2)-Having the CM-5 has greatly accelerated
conversion of the CCM2 to a data parallel
formulation, and the task is nearly complete. SCD is
ready to begin model validation, which will require
several long checkout simulations.

Other climate and computational chemistry codes are
in various stages of development on the CM-5. In
addition, students from the University of Colorado and
Colorado State University are experimenting with
parallel codes on the machine.

The bulk of the funding for the CM-5 was provided
by the Defense Advanced Research Projects Agency
(DARPA) through the National Consortium for High-
Performance Computing.

CM-5 User Group

An NCAR CM-5 user group meets regularly to
exchange technical information and discuss issues. To
receive meeting notices and subscribe to the mailing
list, send e-mail to cm5ug-request@ncar.ucar.edu.

Consulting and administrative support

If you have CM-5 software or hardware questions,
please contact the SCD consultant on duty (e-mail:
consultl @ncar.ucar.edu; phone: 303-497-1278) or
Thinking Machines site representative Rich Loft
(e-mail: loft@ncar.ucar.edu; phone: 303-497-1262).

For administrative questions about the allocation
process, time allocation, adding users to an account,
disk space, or other issues of that nature, please
contact Gary Jensen (e-mail: guido@ncar.ucar.edu;
phone: 303-497-1289).

Bill Buzbee is director of SCD; Gary Jenson is head of the
SCD Operations and Maintenance Section.
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Agony, ecstasy, and MPP: CM-5 users discuss parallel
architecture, programming

by Lynda Lester

Editor's note: After seven months of exposure at
NCAR, the CM-5 is gaining status as a production
machine. What do people think about this massively
parallel newcomer, now sharing the floor with the
reliable CRAY Y-MP? Here are observations from
four people at NCAR who have intimate experience
with the CM-5.

Rich Loft: "It's a good platform for
experimenting with parallelism .. ."

Rich Loft is the NCAR site analyst for Thinking
Machines.

What's unique about the CM-5?

The CM-5 is a step forward in the evolution of MPPs
[massively parallel processors]. It has an inexpensive
SPARC microprocessor as the driving engine; vector
units have been added to help performance of floating-
point applications, which is what gives it its high peak
speed-128 megaflops per node, or 4 gigaflops on the
32-node machine at NCAR.

The CM-5 also has a large SDA [Scalable Disk Array]
with a UNIX filesystem and 24 gigabytes currently
available for storing user data. The interesting thing
about the SDA is that its bandwidth scales with its
size-the I/O [input/output] bandwidth increases as
you add more SDA. That means if you had a 240-
gigabyte SDA, you'd have ten times the bandwidth
you'd have with a 24-gigabyte SDA. This is nice,
because if the machine had a fixed bandwidth, at some
point there would be an I/O bottleneck.

What's the maximum configuration of the CM-5?

The largest CM-5 in the world is at Los Alamos
National Laboratory-it has 1,024 processing units
with a peak speed of 128 gigaflops. Unlike computers
of the past, which had a well-defined maximum size,
the CM-5 can be as big as you want. Engineers have

demonstrated that a 16K-processor machine-16 times
bigger than the one at Los Alamos-is possible.

What allows you to scale the machine to arbitrarily
large sizes without diminishing the per-processor
bandwidth is the tree structure of the data network.
This network topology is the most important thing
about the CM-5; it affords properties such as
scalability, fault tolerance, guaranteed message
routing, and automatic load balancing,

What about programming on the CM-5?

Thinking Machines has poured an enormous effort
into software to provide users with tools for data
parallel programming in Fortran and C, transparent
parallel I/O, and automatic translation from
FORTRAN 77 to Fortran 90.

The CM-5 is interesting from a programming point of
view because it's one of the few platforms where you
can find the data parallel and message-passing
paradigms in coexistence-on the same machine, even
within the same code. You can't really get that
anywhere else. So it's a good platform for
experimenting with parallel programming.

"Right now we're living in the
Cambrian explosion of
parallel processing."

Why MPP?

Traditionally, the reason given for the rise of MPP is
the workstation microprocessor revolution. Processor
speed of traditional supercomputers has been
increasing over the last decade, but at a slower rate
than that of workstation microprocessors. This is often
called "the attack of the killer micros" because
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What's the future of MPP?

I predict that we will, in fact, see a sustainable
teraflop in this decade from an MPP machine and not
a vector machine-and by an MPP machine, I mean a
computer that has more than 1,000 nodes.

Right now we're living in the Cambrian explosion of
parallel processing. When life first developed, many
different design plans and body patterns were tested.
Life radiated in various directions, and that's what
MPP architectures are doing. People are experimenting
with different designs, network topologies, and price/
performance tradeoffs. The consensus hasn't settled on
what the truly scalable, usable teraflop supercomputer
will look like.

It's a mixed-up era, but a fun one. We're not living in
a single-vendor environment anymore. Machines are
evolving and evolving rapidly. In ten years, paradigms
and architectures will have converged on something,
and a handful of companies will be left making
supercomputers.

Dick Sato: "Substantial computing resources,
considerable effort ... "

Dick Sato is head of the Computational Support
Section in SCD.

What are you working on?

NCAR is participating in DOE's CHAMMP [the
Department of Energy's Computer Hardware,
Advanced Mathematics, and Model Physics] program.
One of CHAMMP's goals is to produce state-of-the-
art climate models that run on MPP computers. Within
the program, NCAR is part of a group including
Argonne National Laboratory and Oak Ridge National
Laboratory. We call ourselves the CHAMMPions,
which stands for CHAMMP Interagency Organization
for Numerical Simulations. This group, with partial
funding through CHAMMP, is implementing NCAR's
CCM2 [the Community Climate Model, Version 2] to
MPP systems.

Argonne and Oak Ridge are implementing the model
on the Intel Paragon using the message-passing
paradigm. Here at NCAR, in SCD, we're converting
the same model in data parallel form to run on our

The CM-5 Connection Machine at NCAR is named after
Little Bear Peak in the Colorado Rockies. (Photo by
Gerry Roach.)

32-node CM-5. It's essentially running; we're still in
the last stages of checkout, and we'll begin valida-
tion soon.

What kind of results are you getting?

The physics section of the model is running about
2-1/2 times faster on the 32-processor CM-5 than on
one processor of the CRAY Y-MP. But other sections
of the code, such as the SLT [semi-Lagrangian
transport] section, are running substantially slower
than the Cray version because of communication
requirements. Overall, the model is currently running
about 60% slower on the CM-5; we expect this to
improve with the next release of the compiler and with
optimization of the code. We anticipate doing longer
CCM2 production runs shortly, and in the next year
we will be running full simulations on the CM-5.
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What does the CM-5 mean for NCAR?

For NCAR, the CM-5 is a step in getting some
experience on running real production codes on MPP
systems. There are some users who are currently
running production codes-but in many cases with a
considerable effort in code conversion. I think
everyone agrees that while in the long term, MPP
systems will offer substantial computing resources,
right now they're difficult to use.

Steve Hammond: "The rules change . . ."

Steve Hammond is a software engineer in the
Computational Support Section of SCD.

What's your involvement with the CM-5?

I've been using Connection Machines since there was
a CM-1. As a specialist in parallel computing, I work
with scientists and staff to help them learn about
parallelism and run their codes efficiently; right now
I'm working with Dick Sato and John Dennis of SCD
on getting the CCM2 to run on the CM-5. Recently I
wrote a "quick look" graphics utility for the CM-5
called ParCon, which stands for Parallel Contour-
you plug it into your code and get contouring in
X Windows that you can view interactively as the
model runs.

Any observations about programming the CM-5?

As with any parallel machine, you have to worry
about data locality. The CM-5 is a distributed-memory
machine. If the data you need are located a long
distance from where they will be used in the
calculation, that will degrade performance. Of course,
the compiler has constructs for laying out your data on
the machine, but you know more about your problem
than the compiler can infer.

In my opinion, Thinking Machines has the most
developed software environment for users. As a
whole, the parallel computer industry is immature; but
relative to that, Thinking Machines has the most
mature software in the MPP world. They have an
extensive scientific library that provides subroutines
for anything from matrix-matrix multiplication to
solvers for systems of equations.

What about message passing vs. CM Fortran?

With message passing, the idea is that you have a
program in FORTRAN 77 and you only have to add
some calls to make it into a parallel code. Personally,
I dislike message passing. You have to do nearly
everything--divide your data explicitly, specify all
data communications-and the code is nonportable
between machines. It's not even portable between
machine sizes. If the number of processors on the
same machine changes, you have to redo your code.

I'm much more comfortable with the data parallel
model, which is the CM Fortran approach. A lot of
people are promoting HPF [High-Performance Fortran]
and Fortran 90 as languages that are portable across
machines and allow you to express the parallelism in
your algorithms. CM Fortran has features of both HPF
and Fortran 90, so if HPF and Fortran 90 come out as
portable standards, you should be able to make your
CM Fortran code compliant in a simple manner. The
effort you put into writing parallel programs will not
be wasted.

My feeling is that if MPP is going to be a commodity
item, message passing will be more of an impediment
than a feature. Coding something simple like a matrix
transpose in message passing is a nightmare compared
to the data parallel model, where you specify it with a
simple FORALL statement.

"As with any parallel
machine, you have to worry
about data locality."

Is MPP the "wave of the future"?

I hesitate to say that MPP is the wave of the future,
because if you say that people will wait. It's
worthwhile to think now about how your code works,
and about how to solve problems in parallel. You'll do
much better at understanding parallelisms than any
software utility will from looking at the programs you
write. You have to use algorithms that have
parallelism inherent in them in order for an MPP
machine to run efficiently.
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How difficult is MPP?

It's always a challenge. There are three or four ways
you can solve the same problem; sometimes you have
to try each way to see which one is the most efficient.
That's part of the frustration and challenge of
parallelizing. Sometimes the most obvious solution is
the least efficient.

The technology of vector computers is mature enough
that you can have a feel for what the machine is
doing-if you do a certain thing, you can be fairly
confident of the result. With parallel computers,
however, it depends on the communication
requirements and where the data is stored. Sometimes
you store information where you think it will be
efficient, and you end up with contention for
resources-and there are many sources of contention,
not just contention for memory. On a Cray, for
instance, memory contention might cause a slowdown,
so you know to avoid certain strides, accordingly. But
the rules change going into MPP, and vary from
vendor to vendor. You just never get peak
performance-that's something you're guaranteed
never to reach.

Why?

Part of the problem we face in MPP is that from
generation to generation of computers, the
architectures keep changing, and the software is

perpetually new. The hypercube was the hot
architecture before; now it's the torus. (The CM-5 is a
"fat tree.") With the current generation of MPPs,
which includes the CM-5 and the Cray T3D, it's the
first time vendors are thinking about keeping the same
architecture for several generations. They plan on
keeping the interconnectivity scheme but plugging in
different processing elements. So we're beginning to
see some stabilization.

Francois Thibaud: "Gray hairs, great
potential..."

Originally from Switzerland, Francois Thibaud is a long-
term visitor at NCAR working as a programmer in CGD
under a grant from the DOE CHAMMP program. He
was the guiding impetus behind the formation of
NCAR's CM-5 User Group.

Why a user group ?

Maybe it's my European culture, but I think
collaboration and sharing of ideas is more productive
than pure competition. In that framework, I thought it
would be good to have a user group to trade ideas,
thrash out problems, and talk about who's doing what
on the machine. We've been meeting since August
about once a month; anywhere from 15 to 35 users
show up. Actually it's working quite well-the
meetings are informal, there's no structure, charter,
or fee,

The group's mailing list consists of all the CM-5
users, about 40 people. The list provides an important
mechanism for information exchange: new software
releases, improvements, up-time and down-time of the
machine, minutes of the meetings, even cries for
help-we can all help each other out a little bit.

How are you using the CM-5?

I'm working on a highly reduced two-level model that
simulates features of atmospheric flow fields around
the sphere. This model is running effectively on the
Cray [Y-MP8/864], but we're still converting it for the
CM-5-actually, it's more than conversion. First we
tried automatic translation to CM Fortran, but the
performance was so dramatically low that after several
months of experimental failure, we essentially had to
do a complete rewrite.
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The CM-5 is difficult to program.
You need an intimate knowledge
of the intricacies of the machine,
all the details-what's efficient,
what's not. The learning curve is
steep, and the experimentation is
time-consuming. I consider myself
a good programmer, but to be
frank, this is the first machine
I've used that's been so hard to
work with.

What's the up side?

Things start running really fast. By
fast, I mean seven to nine times
faster than one processor of the
Y-MP. Some pieces of the code
I'm working on are getting 800
megaflops on the CM-5. That's the
same performance that the Y-MP
configured with eight processors
gets on that specific code.

Some members of the CM-5 User Group. Front row, left to right: Steve
Hammond, Francois Thibaud, Greg Woods, Gary Jensen. Back row, left to
right: Dick Sato, Mark Uris, Rich Loft, John Dennis, Bill Buzbee, Carl
Hagelberg. (Photo by Carlye Calvin.)

The model should be running fast soon; I think it's
going to be great. Eventually, we hope to implement
the strategy we're developing for the reduced model
on the CCM2. Joe Tribbia, head of CGD's Global
Dynamics Section, and David Williamson, head of
CGD's Climate Modeling Section and the scientist in
charge of the CCM2 effort, are the two chief principal
investigators on the project. We're hoping to break
some performance records in terms of integrating
climate systems on a parallel computer, although
we're not yet at a state where we could publish
anything in the scientific journals.

What can you say about the CM-5's programming
environment?

The CM-5 is probably the most advanced parallel
machine in terms of software development; it has a
rich programming environment. Thinking Machines'
ambition is to remove from the user the burden of
understanding what their hardware is doing, making it
transparent to the user. They're not yet there-if you
don't know the hardware details, forget it. But from
my understanding of the evolution of computers and
software, I think that they're the farthest ahead in
that area.

The evolution of computers ... ?

Supercomputers have been evolving along one line for
a long time. Machines with a very few, powerful
processors are highly developed. You have the
CRAY-3; you have the NEC SX-3, a fast vector
machine that gives 20 gigaflops. Fujitsu is coming out
with a supercomputer in which one processor runs at
4 gigaflops-that's twice as fast as an eight-processor
Y-MP. But now there are two lines in the evolution:
the other line is MPP.

When computers first began, the person using a
computer had to know everything about it, every little
detail. After software development took off, computers
became easier and easier to use. It's gotten so that
machines like the Cray are nice to work with, you can
program like mad--your code's going to run, and it's
going to run fast. On the CM-5, no way. With MPP
computers, we're almost back to the first step. Once
again, the person using the computer has to know all
the hardware details. So programming in MPP is much
more difficult.
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But worth it?

In cases where people spend time to optimize,
performances on specific applications are many-fold
higher. For instance, on the CM-5 at Los Alamos,
there's a chemistry code running at 80 megaflops per
node. That gives a potential on the full machine of 80
gigaflops. And no other computer can surpass that.

So in those cases where a lot of work has been done,
MPPs are unbeatable by far. I'd say more effort
should be put into the problem. We just have to do the
work-there's a lot of work to do, and there'll be a lot
of gray hairs. To think that parallel computers are easy
to use now is a dream; my private observation is that

"Sometimes the most
obvious solution is the
least efficient."

in five to ten years, MPP will be far more user
friendly. But my opinion of the CM-5, and of MPP in
general, is that it has enormous potential.

Lynda Lester is a writer/editor in the Documentation Group
within the SCD User Services Section.
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MSS upgraded to speed transfers and increase storage

by Nancy Dawson

In an effort to keep up with the constant incoming tide
of scientific data NCAR users generate, SCD has
recently upgraded several components of the Mass
Storage System (MSS). The MSS upgrade, which is
ongoing, has two main goals: to increase speed of data
transfers where possible and to increase the overall
data storage capacity.

HIPPI connections increase speed
of data transfers

The CRAY Y-MP8/864 (shavano), the IBM RISC
System/6000 Cluster, and the CRAY-3 all now have
High-Performance Parallel Interface (HIPPI)
connections to the MSS. This means that data transfers
between the MSS and these compute servers are now
more than an order of magnitude faster.

Having HIPPI connections may also have an
additional payoff for the MSS in the future, when
higher-performance storage devices become available.
These new devices require HIPPI connections.

Faster robotics speed cartridge mounts

Another speedup is the result of new hardware inside
the StorageTek Automated Cartridge System (ACS).
The ACS is a cylindrical storage unit with tape
cartridges stored all around the inside. A robot in
the center accesses cartridges by reading their bar
codes.

"The old robot had one arm with two hands," said
Gene Harano, head of the MSS Group. "The new
robot has two arms outstretched opposite each other,
each with a hand for fetching cartridges." In most
cases, this means that the robot has less traveling to do
to access the requested cartridge.

Also, the new robot arm is made of graphite, which is
lighter than the steel used in the old robot. The lighter
graphite parts make it possible to have faster
mechanics, and therefore, faster cartridge accesses.

Since the new robot was installed in mid-August, the
average cartridge mount time within the ACS has been
cut by more than 50 percent--down to 35 seconds
from the previous 75 seconds. The new robot can
mount up to 350 cartridges per hour, compared with
145 mounts per hour by the old robot, according to
StorageTek, the maker of both robots.

New cartridge drives increase
storage capacity

SCD installed 36-track cartridge drives in the ACS to
replace the old 18-track cartridge drives in early
November. The new drives make it possible to fit
twice as much data on the cartridges that are currently
in the ACS and in the archives. In addition, the new
drives allow use of cartridges that have 1,100 feet of
tape each, compared to the 600-feet-per-cartridge limit
imposed by the old drives. The 1,100-foot cartridges
occupy the same physical space as the 600-foot
cartridges because the tape inside the 1,100-foot
cartridges is thinner.

Gene Harano, head of the MSS Group, pauses a
moment in front of the ACS. (Photo by Curt Zukosky.)
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Gene says that all the data stored in the ACS will be
moved from 600-foot to 1,100-foot cartridges, a
migration task he predicts will be completed within six
months. The combination of the 36-track drives and
the migration to 1,100-foot cartridges will increase the
ACS storage capacity to over 4 terabytes of data,
compared with its previous 1-terabyte capacity.

As of this writing, the maximum MSS file size
remains at 195 megabytes, but Gene says that will be
increased to 400 megabytes, probably within the next
three months. Several software changes have to be
made and tested before the increase. Watch the Daily
Bulletin for the announcement of when the increased
file size is available. (Because the MSS archives have
540-foot and 600-foot cartridges, the maximum file
size cannot be increased beyond 400 megabytes.)

Archive migration to double-density
cartridges completed

Less frequently used cartridges are stored on open
shelves, known as the archives. When an archived
cartridge is requested, a computer operator mounts it
by hand. To increase data storage capacity, the
Operations and MSS staff have just completed an
ambitious project of moving all data in the archives
off single-density 18-track cartridges onto double-
density 36-track cartridges. "When we started the
data migration in August 1991, there were 107,669
18-track cartridges containing data," said Bob
Niffenegger, manager of Computer Operations. "When

we completed migration in September 1993, we had
82,518 36-track cartridges of data. Even with the
amount of new data coming in during those two years,
the migration process decreased the overall number of
cartridges storing data."

As of October 1993, the amount of data stored in the
archives was 37.2 terabytes, a figure which continues
to grow by 0.8 terabytes a month. With a current total
capacity of 51.0 terabytes, the MSS archives have
about 17 months of growth space-assuming the rate
of growth doesn't increase.

The existing tapes in the archives are either 540-foot
or 600-foot cartridges. As old tapes are retired, they
are replaced with 1,100-foot cartridges.

To get further ahead of the data tide, SCD plans to
add 12,800 1,100-foot cartridges and eight "extreme
capacity" cartridge racks to the archives during the
coming year. This will add another 11.5 terabytes of
data storage capacity, which represents an additional
14 months of growth space. The new cartridges will
bring the data storage capacity of the archives up to
62.5 terabytes, a total of 31 months of growth space-
again assuming the rate of growth doesn't increase.

(See Figure 1 on p. 21 for an MSS overview.)

Nancy Dawson is a writer/editor in the Documentation
Group within the SCD User Services Section.

Obtain bimonthly SCDUG report via anonymous
FTP, e-mail

Would you like to keep up with issues, discussions,
and developments in NCAR computing? "News from
SCDUG," the report on the bimonthly SCD Users'
Group (SCDUG) meeting, is available via File
Transfer Protocol (FTP) from the computer named
ftp.ucar.edu under the following pathname:

docs/scduglscdug.mon

where mon indicates the month (for example,
scdug.jan). See the Documentation department in
this issue for instructions on obtaining documents via
anonymous FTP.

The SCDUG report is also available via e-mail. If
you would like to subscribe, send your request to
scdinfo@ncar.ucar.edu.
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Figure 1. Facts about the MSS storage devices as of November 1993

Disk farm

* Stores frequently requested files that are

smaller than 30 megabytes

* -30 seconds access time

* Holds 100 gigabytes of data

Automated Cartridge System

* Stores frequently requested files that are equal

to or larger than 30 megabytes

* -2 minutes access time

* Cartridges mounted by robot; up to 350

mounts/hour

* Holds over 5,400 cartridges

* Uses 12 36-track cartridge drives

* Migrating to 1,100-foot cartridges

* Current capacity is 1 terabyte; will increase

to over 4 terabytes

Archives

* Stores infrequently used files

* -2-10 minutes access time

* Cartridges hand-mounted by SCD operators

* Currently stores 37.2 terabytes on over 82,000 cartridges

* Current capacity is 51 terabytes on over 113,700 cartridges

* Adding 12,800 1,100-foot cartridges; capacity will increase

to 62.5 terabytes
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SOFTWARE NEWS

CM-5 update: Software upgrades coming soon A

by Rich Loft

New compiler version: CMF 2.1 Final

The imminent arrival of CM Fortran (CMF)
Version 2.1 Final will mean significant performance
improvements over the current version of CM Fortran
installed on NCAR's Connection Machine, the CM-5.
Perhaps the most significant improvement in this
compiler is the introduction of two new flags,
-[no]axisreorder and -[no]padding. These flags provide
further user control over array layout and vectorization
on the CM-5.

The -[no]axisreorder flag. First let's discuss
-[no]axisreorder.

The negative form -noaxisreorder causes the compiler
to lay out the dimensions of an array in local memory
in column major order, that is, with the leftmost axis
varying the fastest.

In previous releases of the compiler, including the one
currently installed, the compiler reordered the axes
from the declared order in the following way, based
on layout directive:

1. All :NEWS axes varied faster than any :SERIAL
axis.

2. Among :NEWS axes, the rightmost :NEWS axis
varied faster than other :NEWS axes.

3. Among :SERIAL axes, the rightmost :SERIAL
axis varied faster than other :SERIAL axes.

For back-compatibility purposes, this axis reordering,
invoked explicitly by -axisreorder, is still the default
compiler flag.

There are strong reasons to invoke -noaxisreorder
when compiling under CMF 2.1 Final.

1. Data layout in memory is canonical. Consider
arrays with two serial axes:

REAL A(10,20,8192), B(10,20,8192)
CMF$LAYOUT A (:SERIAL, :SERIAL, ),

B( :SERIAL, :SERIAL, )

A(1, :, :)=B(2, :, :)

Under CMF 2.1 Final, the middle axis will have a
stride of 10, and the leftmost axis will have a stride
of 1. Under the current compiler, the middle axis
has a stride of 64 on a 32-node CM-5, and the
leftmost axis has a stride of 1280. Hardly obvious!

2. Serial axes need not be left-justified for good
performance.

This means that under -noaxisreorder,

REAL A(1000), B(10,1000)
CMF$LAYOUT A(:NEWS), B(:SERIAL, :NEWS)

A(:)=B(1, :)

will perform comparably to

REAL A(1000), B(1000,10)

CMF$LAYOUT A(:NEWS), B(:NEWS, :SERIAL)

3. Serial optimizations and vectorization of code are
greatly improved under -noaxisreorder.

In the past, things like this were slow:

REAL A(128,1000) , B(128,1000)
CMF$LAYOUT A(:SERIAL,), B(:SERIAL,)

A(1:128, :)=B(128:1:-1, :)

With the new compiler, this serial axis array
section expression vectorizes properly.
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Rich Loft, site representative for Thinking Machines,
and Mark Uris, SCD system administrator for the
CM-5, discuss CM-5 software. (Photo by Carlye
Calvin.)

The -[no]padding flag. Next let's discuss the
-[no]padding flag. When an array is mapped onto
many processors, sometimes padding is required to
accommodate the array's parallel axes. On the CM-5,
the compiler uses the number of vector units (VUs) as
the number of processors when making these
decisions. Currently the on-VU subgrid of an array's
parallel dimensions is required by the compiler
to be a multiple of eight. This means that the vector
length is likewise restricted to being a multiple of
eight.

NEWS

The -nopadding flag removes this restriction. Under
this flag, any vector length is supported. This means
that mappings of non-power-of-two arrays are much
more efficient under -nopadding. This improves both
memory utilization and performance.

The effect is most dramatic for small arrays. Consider
an array A(127). Currently, the padding rules would
map A into A(1024) on a 32-node CM-5, since:

32 nodes x 4 VUs per node x 8 elements per VU =
1024

Under the new compiler, this array will map into
A(128) with 1 element per VU. So, 897 padding
elements have been reduced to 1.

There are many more improvements in CM Fortran
2.1 Final that are not discussed here.

New operating system Version 7.3
and HIPPI

CM-5 High-Performance Parallel Interface (HIPPI)
hardware and the new CM-5 operating system that
supports it, CMOST 7.3, will be installed soon.
Version 7.3 will provide the following features:

* CM-5 HIPPI support

* Parallel networking software based on UNIX sockets
and pipes

* Non-power-of-two Scalable Disk Array (SDA)
configurations

* SDA swapping

The CM-5 integrated HIPPI will provide a high-speed
network connection to the CM-5. CMOST 7.3
provides support for the use of both low-level HIPPI
primitives (PH and FP) and TCP/IP (Transmission
Control Protocol/Internet Protocol).

Applications support for CM-5 HIPPI is provided by
parallel networking software based on UNIX sockets
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SOFTWARE

and pipes, as well as library interfaces for using HIPPI
devices directly from CM Fortran.

The new operating system will support non-power-of-
two SDA disk configurations. This means that the
usable volume of the SDA at NCAR will expand from
16 to 23 gigabytes.

The swapping capability added by CMOST 7.3 will
allow a portion of the SDA to be used as a swap space
for CM-5 jobs. This will ensure that jobs will no
longer terminate unexpectedly due to memory
constraints.

New message-passing CMMD 3.1

The new version of the CM Message Passing
Software, CMMD 3.1, will be installed soon. When
CMMD 3.1 is coupled with CM Fortran 2.1 Final,

NEWS

users will be able to write global CM Fortran
programs that will invoke nodal (that is, message-
passing) CM Fortran and C* programs as subroutines.
These nodal programs can execute asynchronously and
communicate using the normal CMMD calls.

This capability will be particularly useful to people
who have code that mostly fits well with the global,
synchronous point of view of CM Fortran, but who
also have a portion of their algorithm for which a
multiple instruction, multiple data (MIMD), message-
passing approach seems best suited.

An example of global/local functionality applied to the
shallow water equations is available from the author.

Rich Loft is a site representative at NCAR for Thinking
Machines Corporation.

HPF FORALL statement allows parallel assignment
of array elements

by Jeanne Adams

Editor's note: This is the third article in a series on
the development of new Fortran 90 language
extensions for High-Performance Fortran on parallel
machines. A future article will discuss the directives
for distributing data and controlling synchronization.

HPF Fortran High-Performance Fortran (HPF)
serves the needs of users on

HOMElSl______ distributed-memory machines

where data parallelism can be
directed by the user. A formal standards committee is
currently developing another high-performance
language standard for parallel architectures on shared-
memory systems.

The HPF Language Specification includes Fortran 90,
the FORALL statement and the FORALL construct,
data distribution directives, and synchronization

directives. The High-Performance Fortran Forum
(HPFF) recommended for 1993 implementations a
subset containing a selected number of Fortran 90
features, the FORALL statement, and a selected
number of directives. The HPFF recommended this
limited package to encourage vendors to develop
compilers as soon as possible containing the new
parallel constructs. The HPFF hopes that there will be
implementations of the full Language Specification as
soon as possible.

Some background

The FORALL parallel assignment statement was first
developed in 1985-86 within the X3J3 Fortran
standards committee. The committee's final
recommendation appeared in the appendix of one of
the early Fortran standards drafts (Document 104).
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Thinking Machines Corporation, a vendor of
massively parallel supercomputers, has supported the
FORALL statement for several years, and it is
available in their current Fortran compilers.

During the development of Fortran 90, the X3J3
committee removed the FORALL statement in
response to public comments that the Fortran 90
language was too big and complicated. Because the
simple FORALL statement without nesting had been
removed, the committee did no further work at that
time on the block FORALL construct.

However, the FORALL statement and the FORALL
construct will be considered for inclusion in the next
Fortran standard, which contains clarifications and
corrections to Fortran 90 and a few other
enhancements. The target date for this standard is
1996.

Purpose of the FORALL statement

The FORALL statement allows parallel assignment of
elements of an array using index or subscript notation.
Much of the functionality with this statement is
already available with Fortran 90 array notation using
array assignment and the array intrinsics, but these
functions can be written more clearly using an index
notation-particularly when multidimensional arrays
are involved. In addition, the FORALL statement
specifies parallel array computations on a more
general class of array sections than are possible with
Fortran 90 array sections and array assignment.

The FORALL statement permits array assignment with
the optional use of a mask for controlling which
elements of an array are assigned.

Form of the statement

An informal syntax example might be:

FORALL (triplet notation [,scalar mask])&
forall assignment

where the FORALL assignment is either an array
assignment or a pointer assignment. The scalar mask

NEWS

is optional, and if it is omitted, it is as if the mask
were evaluated to "true" for all elements of the array.
(Editor's note: In Fortran 90, an ampersand that is
not part of a character constant is a continuation
symbol. The line following the line with the ampersand
is called the continuation line.)

FORALL will be considered
for inclusion in the next
Fortran standard.

Simple examples of the above single statement
FORALL might be:

FORALL (K = l:M) B(K) 0.0

FORALL (I = 1:N, J = 1:N) &
Z(I,J) = I + J * 2

FORALL (I = 1:KK, J = 2:KK+1, &

X(I,J) .EQ. 0.0 ) X(I,J) = 1.0

The first and third example in Fortran 90 would be:

B(1:M) = 0.0
WHERE (X(1:KK,2:KK+1) == 0.0) &

X(: KK,2:KK+1) = 1.0

Examples

Assume:

PARAMETER (M = 100)

DIMENSION X(M,M), Y(M,M)

The following examples show four ways to assign Y
to X:

1. Using FORTRAN 77:

DO I = 1,M

DO J = 1,M

X(I,J) = Y(I,J)

END DO
END DO
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2. Using array assignment in Fortran 90:

X = Y

3. Using array section notation in Fortran 90:

X(1:M, 1:M) = Y(1:M, 1:M)

4. Using the FORALL statement:

FORALL (I = 1:M,J = 1:M) &

X(I,J) = Y(I,J)

Note, however, that the first way specifies sequential
execution of the loop which, because the results are
the same, may in all cases be performed with any of
the alternative parallel ways. If loop dependencies
existed, this would not be true.

The following examples show three ways of assigning
values to the elements of an array (assume M5 = 15):

1. Using DO loops and Fortran 77:

DO K = 6,1,-2

DO J = 1,M5,3

A(J,K) = X(J,K) * 4.9

END DO

END DO

2. Using Fortran 90 array section notation to assign
values :

A(1:M5:3, 6:1:-2) &
= X(1:M5:3, 6:1:-2) * 4.9

3. Executing a FORALL statement:

FORALL (J = 1:M5:3,K = 6:1:-2) &

A(J,K) = X(J,K) * 4.9

Even in this simple example, the FORTRAN 77
nested loops are not executed in parallel, and are not
the same as array notation or the FORALL statement.
The elements are assigned in the order of the loop
indexing. Therefore, if there are any array element
dependencies, such as assigning X(I) to X(I+1) or
X(I-1), the assignment will not be the same. Neither

NEWS

the Fortran 90 array assignment and section notation
nor the FORALL statement imply an order for the
element assignments, and therefore can be executed in
parallel.

Fortran 90 array constructor

In Fortran 90, an array constructor can be used to
assign values to an array, as in:

DIMENSION Y(50)

Y = (/1:50/)

The FORALL statement can also accomplish this task.

FORALL (J = 1:50) Y(J)

Using a FORALL mask

Assuming:

REAL, DIMENSION (50) : AN, AMT
M = 50 ;N = 50 ;MM = 50

the Fortran 90 WHERE statement,

WHERE (AN /= 0.0) AMT = 2.5 / AN

is equivalent to the following FORALL statement:

FORALL (I=1:N, J=1:M, AN(I,J) /= 0.0) &
AMT(I,J) = 2.5/AN(I,J)

Unique FORALL applications

Certain applications such as skewed arrays and certain
transpositions can be done easily with a FORALL
statement, but are harder to do with Fortran 90
facilities. Some examples are:

FORALL (I=1:20) X(I,I) = B(I,I)

FORALL (I=1:30, J=1:30, L=1, 30) &
R(I, J, L) = S(L, J, I)

There are many other applications of the FORALL
statement that make it a good candidate for the next
Fortran standard. Some of these applications can be
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performed in Fortran 90 using the SPREAD,
TRANSPOSE, and other functions. For example,

FORALL (I=1:M,J=1:N) X(I,J) =Y(J, I)

is the same as the Fortran 90

X(1: M, 1:N) TRANSPOSE (Y(1:N,1:M))

The HPFF studied one FORALL construct that they
did not recommend for the initial subset of HPF
Fortran. This construct consists of a body of
statements to include assignment, the WHERE
statement or construct, and the FORALL statement or

NEWS

construct. In future Fortran standards there will also
be the possibility of nested FORALLs. These
applications are contained in the full HPF Language
Specification.

Jeanne Adams was chair of the American National
Standards Institute committee that developed Fortran 90,
and is a past chair of the International Programming
Languages Committee of the International Standards
Organization. A member of SCD's Computational Support
Section, Jeanne coauthored Programmer's Guide to Fortran
90 (New York: McGraw-Hill Book Company, 1990) and
Fortran 90 Handbook (New York: McGraw-Hill, 1992.)
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New method of file preallocation on Y-MPs speeds I/O,
reduces CPU time

by Chris Brady, Dennis Colarelli, Henry Newman, and Gene Schumacher

At the request of several users, we investigated
specific performance bottlenecks on the CRAY
Y-MP8/864 (shavano) and discovered the problem to
be file fragmentation. To solve the problem, we
improved the way UNICOS identifies free disk space.
The new mechanism enhances input/output (I/O)
performance of a file for which disk space has been
preallocated by finding the most contiguous disk space
available for that file. The method also reduces the
CPU time necessary to preallocate space.

This change in the UNICOS kernel is user transparent;
the only thing different is that you no longer need to
request contiguous space when you preallocate a file
(that is, if you are using the setf or assign command
to preallocate your file, the -c option is no longer

I/O Wait (x100)

Allocation Time

Write Time

required). By default, you will receive the best
possible contiguous allocation.

This enhancement has been installed on both CRAY
Y-MPs at NCAR.

Importance of contiguous file space

Contiguous disk space for files is one of the most
effective ways to improve I/O performance (see
"Always preallocate disk space" by Jeff Kuehn in the
May 1992 SCD Computing News). Figure 1 shows the
effect of write performance for various numbers of file
fragments. You can see from this figure how file
fragmentation adversely affects file I/O performance.
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Figure 1. Effect of number of file fragments on write, allocation, and I/O wait times
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Figure 2. Allocation time with old and new methods
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File Size (megabytes)

Importance of preallocating file space

To take advantage of the new UNICOS mechanism
and get contiguous chunks of disk space for your files,
you must still preallocate your file space. UNICOS
has three methods to preallocate space. (In each of the
following methods, the -n option specifies file size in
bytes.)

1. From the shell, you can use the setf command to
preallocate your file. For example:

% setf -n 50000 /usr/tmp/myfile

will preallocate 50,000 bytes for the file
/usr/tmp/myfile.

You could request contiguous space by using the
-c option. However, if the amount of contiguous
space you requested with -c were unavailable,
your request would fail. Under the new
mechanism, if the entire amount of space is not
available as a single contiguous region, you will
receive the minimum number of separate
contiguous regions necessary to satisfy your
request. Unless you absolutely require a single
contiguous region, we recommend you avoid
requesting contiguous space (that is, do not use the
-c option), as you will, by default, get the best
possible allocation.

2. You can use the assign command (or the ASSIGN
subroutine) in conjunction with the Fortran I/O
libraries to preallocate space for your Fortran files.
For example:
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% assign -n 38000 f:/usr/tmp/myfile

will preallocate 38,000 bytes for the file
/usr/tmp/myfile when the file is opened within
a Fortran program. In a similar fashion, you could
preallocate the file from within the program with
the ASSIGN subroutine:

CALL ASSIGN
('assign -n 38000 f:/usr/tmp/myfile')

3. You can preallocate space in your C program by
using the ialloc system call. For example,

ialloc (fd, 128000, 0, 0)

will preallocate 128,000 bytes to the file referred
to by the file descriptor fd.

It's fast

As stated above, the new mechanism reduces the
amount of CPU time required to preallocate files.
Figure 2 (see page 29) shows a comparison between
CPU times with the old and new mechanisms for
various file sizes. Note that the amount of CPU time
required is much more predictable with the new
method. With the reduction in required CPU time and
the predictability of CPU time, you may wish to adjust
your Network Queueing System (NQS) time limits
accordingly.

For more information

For more information on preallocation of files, please
see the man pages for setf(1), assign(1), assign(3U),
and the UNICOS I/O Technical Note, SN-3075 6.0.
(The technical note is available for reference in the
SCD consulting offices and may be ordered from Cray
Research by calling 612-683-5907).

If you have questions about how to preallocate
disk space, please contact the SCD consultant on
duty (e-mail: consultl @ncar.ucar.edu; phone:
303-497-1278).

Chris Brady is a senior analyst for Cray Research. Dennis
Colarelli is a systems programmer in the Supercomputer

Group within SCD's High-Performance Systems and

Networking (HPSN) Section. Henry Newman is a senior

software analyst for Instrumental, a Minneapolis-based
company that makes tools for computer performance
analysis. Gene Schumacher is head of the Supercomputer

Group within SCD's HPSN Section.
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The magnificent seven:
Latest UNICOS release has
many upgrades A

by Tom Parker

SCD installed the latest UNICOS release,
Version 7.0.5, on the CRAY Y-MP8/864
(shavano) on December 7. Below is a summary
of some important changes in UNICOS 7.0.5.

Changes that may affect you

pshell The pshell command is no longer needed
under 7.0.5 and should be removed. The
ISHELLO library routine now uses the
new vfork() system call, which reduces
memory usage drastically, and thus
eliminates the need for pshell.

libnet The stub /usr/lib/libnet.a does not exist
under 7.0.5. Please remove any segldr
references to this library.

man The man command is now compatible
with the UNIX Berkeley Software
Distribution (BSD) 4.3 man command.
The following options are no longer
available: -b, -d, -e, -1, -o, -r, -s, and -u.
Most functions of these removed options
are handled automatically. However, to
filter out backspace motion, you could use
man Is I col -b.

nupdate
The update command is no longer
supported; it has been replaced by
nupdate. The nupdate command is
similar to update; however, there are
some differences.

The nupdate command requires that
program libraries (indicated by the -p
option) be in UNICOS format rather than
the older COS format. If you are using an
old program library (PL) and need to
convert it to the UNICOS format, you can
use the plcopy command-for example,
plcopy old.pl new.pl. (If old.pl is already
in UNICOS format, you will get the
message "Invalid PL, dispose with
DF=UNICOS". If this occurs, simply
avoid plcopy and use nupdate.) We
suggest you run plcopy once to convert
any of your old program libraries and save
them; then you will no longer need to use
plcopy.

If you were using update with the id
parameter followed by a list, you must
specify that information to nupdate as
-o id. For further details on nupdate,
please see the man page.

New version of math library
The math library LIBM (which contains
routines such as SIN/COS/SQRT) has
been upgraded and is now more accurate.
However, because results are not "bit for
bit" compatible with the previous version,
codes with sensitivity to minor numerical
variances may produce different results.
The old version of the math library will be
available, if needed.

Fortran I/O
The input and output floating-point
conversions now use extended double-
precision conversions, without a loss in
performance. This extra precision may
cause differences in the output of both
single- and double-precision values in
some borderline cases.

Stricter error checking of Fortran OPEN
statements may result in errors that were
previously ignored.
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Features that have been enhanced

csh The csh -S, CSH set timestamp, and
sh -S options now print the date in
addition to the time. For example:

UNICOS 6: 09:10:20
UNICOS 7: Wed Dec 15 09:10:20

csort The csort command can now sort
character as well as binary data.

segldr New directives: OMIT, DEFDIR,
LOGFILE, LOGUSE, SOFTREF.

Fortran I/O
A new cache FIFO layer has been
implemented. For Fortran files
opened with ACCESS='DIRECT',
FORM='UNFORMATTED' the cache
layer is used by default. Asynchronous,
double buffering for COS-blocked files is
automatic when the requested buffer size
exceeds 64 blocks. This threshold may be
changed by segldr directives.

assign New options: -F cache, -F fd, -T, -D,
-N c205, and -N eta. Options removed:
-F none and -r stripe. New subroutines:
ASNQFLE and ASNQUNIT. ASNCTL
has new option RESTORE.

cdbx Numerous enhancements. For more
information, type help new in CDBX.

Commands that have been added

cf7760 Invokes the 6.0 version of CF77. You are
encouraged to use this new version, as it
will become the default sometime in the
near future. (For more information on
CF77 6.0, see "CF77 6.0 offers increased

optimization, functionality," in this issue.)

xfm X Window file manager lets you
manipulate files using a point-and-click
interface.

xbrowse

X Window interface for viewing and
editing Fortran codes.

cflist Fortran listing generator that lists Fortran
programs with cross-references, loop and
parallel marks, and static analysis.

cflint Fortran static analyzer that issues
messages about incorrect or questionable
code. (SCD will be testing this to see how
it compares with the existing FLINT
product).

jt Invokes jumptrace, a new performance-
monitoring tool. A companion tool,
jumpview, is used to display the results.

procview
Displays the results from the procstat I/O
performance tool. (Better than the older
procrpt).

Subroutines that have been added

SSORTB
Batcher' s sort.

VSGETRs,
VSGETRf

General out-of-core solvers for systems of

linear equations.

VBLAS
A library of subroutines that performs
out-of-core linear algebra. See man
out_of_core in UNICOS 7.

NLIMIT
Set or query flexible resource limits.
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Compiling system enhancements

For additional information about UNICOS 7:

* Watch the SCD Daily Bulletin for the latest
developments. (For directions on how to access
the Daily Bulletin, see the Documentation
department in this issue.)

* Type news 7.0.5.notes on shavano.

* See the document UNICOS 7.0 Release
Overview. This is available via anonymous
File Transfer Protocol (FTP) from the
computer named ftp.ucar.edu in the directory
/docs/cray/unicos7/7.0_release_overview. (For
directions on obtaining SCD documents via
FTP, see the Documentation department in this
issue.)

Tom Parker is a consultant in the SCD User Services
Section.

CF77 6.0 offers increased
optimization, functionality A

by Tom Parker

Release 6.0 of the CF77 compiling system from
Cray Research became available on the CRAY
Y-MP8/864 (shavano) on December 7. SCD
encourages you to try this new version, which
offers increased optimization, reliability, and
functionality, as we plan to make it the default
compiler on February 7.

To invoke CF77, use the cf7760 command. A
brief description of the major changes in the new
version follows.

Language enhancements

The Fortran 90 WHERE statement and some
Fortran 90 array intrinsics are now supported in
this new compiler.

* New command line options have been added to
cf7760:

cf7760 -O task[0-3] scalar[0-3] vector[0-3]
inline[0-3]

These options allow you to ask for different
levels of optimization without needing to know
the different compiling stages.

* The new cf7760 -dp option globally disables
double-precision arithmetic for all stages of the
compiling system.

Performance enhancements

* Improvements have been made to the
vectorization of multiple reduction loops, loops
that compute a maximum or minimum of an
array, and some search loops.

* Performance has been improved by using base-
level entry and exit sequences for routines that
have no calls and require a small number of B
and T registers.

* The cft7760 command can now inline routines
with character arguments, and routines with
multiple entries and exits.

* The fpp60 command now generates the
SHORTLOOP directive, improving performance
for appropriate vectorizable loops. Use the
fpp60 -gl switch to enable SHORTLOOP
generation.

Autotasking enhancements

* The fpp60 command Autotasking thresholds
have been tuned, improving batch performance.

* The fpp60 command will generate FOLR2,
FOLR2P, FOLRC, and RECPS calls with scalar
initialization code.
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* A new SCHEDULE directive allows users to
override the default scheduling parameters used
by fpp60.

Other

* The cft77 -eo option (bounds checking) has
been replaced by the -Rbc options.

* Support for PREMULT has been removed.

Manuals

The Cray manuals have been reorganized and now
include the following (an asterisk [*] means the
manual is also available online with Docview; a
plus symbol [+] means it is also available online
in man pages).

* CF77 6.0 Release Overview, RO-5020 6.0 (*)
* CF77 Ready Reference, SQ-3770
* CF77 Commands and Directives, SG-3771 (*)
* CF77 Fortran Language Reference, SR-3772

6.0 (*)
* CF77 Optimization Guide, SG-3773 (*)
* CF77 Message Manual, SR-3774
* Fortran Library, SR-2079 (+)
* Math and Scientific Library, SR-2081 (+)
* I/O User's Guide, SG-3075 (*)
* Advanced I/O Guide, SG-3076 (*)
* UNICOS Performance Utilities Reference

Manual, SR-2040

Reference copies of these manuals are available in
the SCD consulting offices (Room 17 in the Mesa
Lab and Room 2125, Building 3 of the Foothills
Lab). These manuals are also available from Cray
Research; to order, call (612) 683-5907.

Tom Parker is a consultant in the SCD User Services

Section.

For questions on UNICOS
7 or CF77 6.0, contact the
SCD consultant on duty
(COD). Send e-mail to
consultl @ncar.ucar.edu
or call (303) 497-1278.

A.M. consulting calls: It takes a
while for the phone to transfer

Just a reminder: In the morning, phone calls to the
SCD Consulting Office follow a different internal
routing, although the telephone number is the
same. Don't give up if you don't hear a ring
immediately-it sometimes takes 10 to 15 seconds
to connect.

Cisco routers upgraded

All the Cisco routers on the UCARnet were
recently upgraded to the latest software and
firmware revisions. In addition, the Cisco routers
on each end of the T3 link between the Mesa Lab
and Foothills Lab have had card upgrades that
both increased memory size for buffer space and
increased the data bus speed.

Software and firmware upgrades are routinely
installed in the routers to correct old bugs and
assist in maintenance. The new higher speed bus
cards and buffer memory cards were installed in
response to increased traffic loads in the T3 end
routers.
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GUNZIP: Yes! TAGS now
supports compressed input files

The Text and Graphics System (TAGS) can now
accept most compressed input files. TAGS uses
the GNU gunzip program to automatically
decompress files that were compressed with the
programs compress, pack, or gzip. Some other
types of compressed files may be accepted; please
check the gunzip man page for these.

To send a compressed input file to TAGS, include
the option

GUNZIP=YES

Please note that this option does not support
Hierarchical Data Format (HDF) raster files.

UNIX Basics is a popular hands-on class and
often has a waiting list. To increase your chances
of getting into the class, register early. To register,
send e-mail to scdinfo@ncar.ucar.edu or call the
SCD course-enrollment line at (303) 497-1225.
(Note: This class or equivalent knowledge of
UNIX is a prerequisite for the UNICOS
Orientation Class.)

Learn UNICOS

The UNICOS Orientation Class will be held from
08:30-16:30 at NCAR on Wednesday, June 29, in
the Foothills Lab, Building 2, Room 1001.

This class introduces UNIX/UNICOS
programming tools and the NCAR computing
environment, and requires a good understanding of
basic UNIX. Topics covered include make and
makefiles, shell scripts, NCAR hardware and
access methods, Mass Storage System commands,
CFT77 and CF77, library and segldr
considerations, fmgen, the NQS (Network
Queueing System) batch system, job accounting,
graphics facilities, and debugging with cdbx.

Please register in advance by sending e-mail to
scdinfo@ncar.ucar.edu or calling the SCD course-
enrollment line at (303) 497-1225.

Get to know UNIX

The SCD UNIX Basics Class will be held from
09:00-15:00 in the Director's Conference Room at
the NCAR Mesa Lab on the following dates:

April 27-28 (Wednesday-Thursday)
June 15-16 (Wednesday-Thursday)

This free, two-day class introduces you to the
basics of UNIX. Topics covered include essential
UNIX commands; file permissions; I/O
redirection, pipes, and filters; job processing; the
vi editor; e-mail; and basic C shell features such
as history, aliasing, simple scripts, and shell files.

This department lists recently released SCD
documents, which you can order by phone or
electronic mail. To obtain printed copies of SCD
documents, see "SCD Documentation Orders" on
the back cover of this newsletter. To obtain copies
of online documents, follow the instructions in
"Obtain SCD documents via anonymous FTP,"
below.
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Charging document updated to
reflect October 1 changes

A copy of "Charges for SCD Computing
Resources," Version 7.4, September 1993 (26
pages) was mailed to users at the end of
September. It documents October 1, 1993 changes
in General Accounting Unit (GAU) charges for
use of the CRAY Y-MP8/864 shavano), the Mass
Storage System (MSS), the Text and Graphics
System (TAGS), and the 1-800 Connect Account.
The document also includes charges for Xerox
4050 laser printer output, which did not change.
This document is also available via anonymous
File Transfer Protocol (FTP) from the computer
named ftp.ucar.edu under the pathname
docs/intro/charges.gau.

Handy MSS Quick Reference
card is out

A new document, the "MSS Quick Reference," is
now available. This convenient reference card
summarizes the 12 Mass Storage System (MSS)
commands and the five MSS Fortran-callable
subroutines, as well as the current MSS purge
policy.

New UNIX beginners' guide
available

The Basic UNIX Guide, Version 1.0, August 1993
(135 pages), has been released. This guide for new
UNIX users covers the fundamentals of the UNIX
operating system and basic UNIX terminology. It
documents and provides examples of 17 frequently
used commands. Two chapters are devoted to
UNIX shells, while other chapters cover the vi
editor and e-mail.

Document for meeker users
released

"Notes for SCD Front-end Computer Users,"
Version 1.1, September 1993 (23 pages), has been
released. The document lists all local commands
currently available on the SCD UNIX front-end
computer (meeker). The document also has
information on how to access the Distributed
Software Libraries (both DSL and XmDSL),
anonymous File Transfer Protocol (FTP), Gopher,
and Archie from meeker. For new users,
instructions on how to access meeker itself are
also included.

1-800 Connect Account
document updated

"Using the 1-800 Connect Account to Access
NCAR and UCAR Computers," Version 1.1,
October 1993 (3 pages), has been updated to
include new modem and terminal setting
information. The document provides instructions
on how to use the 1-800 Connect Account from
remote sites to access computers at NCAR or
UCAR over phone lines.

Video gives animation hints
and guidelines

"A Guide for Producing Computer-generated
Video Animations at NCAR" is available. This
12-minute video offers hints and guidelines you
can apply to your own computer-generated
imagery to make it look as good as possible on
videotape. The video explores methods for
improving an example video animation and
demonstrates the steps for making improvements
to the imagery.
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The cost of the video is $15. To order, please
obtain the order form via anonymous File Transfer
Protocol (FTP) from the computer named
ftp.ucar.edu. The form is located in the file
misc/video.orderform. (For directions on using
FTP, see "Obtain SCD documentation via
anonymous FTP," below.)

Copies of the video are also available for checkout
in both the Mesa and Foothills libraries and for
reference in the outer consulting office at the
Mesa and Foothills labs.

Watch the Daily Bulletin
to keep up with timely
developments in the
Scientific Computing
Division.

IRJE access

If you use the Internet Remote Job Entry System
(IRJE), use File Transfer Protocol (FTP) to access
the computer named windom.ucar.edu. Once you
have logged into your account, type:

get .dailyb filename

where filename is the name you assign to the file
on your computer.

MIGS access

If you use the MASnet/Internet Gateway Server
(MIGS) from your local computer, type:

nrnet dailyb filename

where filename is the name you assign to the file
on your computer.

FTP access

How to access the SCD
Daily Bulletin

The Daily Bulletin is an online daily status report
of all SCD computing systems. It is the most
current source of news about computing at NCAR,
giving information about hardware, software,
documentation, communication links, and
scheduled and unscheduled computer downtime.
The Daily Bulletin is prepared weekdays by the
SCD Consulting Office between 08:45 and 09:00
Mountain Time and again, if necessary, at 16:00.

Interactive access

If you log into the CRAY Y-MP8/864 (shavano),
the UNIX front-end computer (meeker), or one of
the NCAR divisional computers, type:

The Daily Bulletin is now also available via
anonymous FTP from the computer named
ftp.ucar.edu in the top-level directory with the
filename dailyb. For directions on how to obtain
the Daily Bulletin and other SCD documents via
anonymous FTP, see "Obtain SCD documentation
via anonymous FTP," below.

If you have questions, please contact the SCD
consultant on duty by sending e-mail to
consultl @ncar.ucar.edu or calling (303) 497-1278.

Obtain SCD documentation via
anonymous FTP

A growing number of SCD documents is available
via anonymous File Transfer Protocol (FTP) on
the computer named ftp.ucar.edu. SCD's User

dailyb
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Documentation Catalog (which includes
descriptions of UNICOS documentation) and the
yearly indexes of SCD Computing News are also
available online. The complete list of online
documents is in the README file in the does
subdirectory.

To obtain copies of online documents, follow the
steps below.

1. From your local computer connected to the
Internet, type:

ftp ftp.ucar.edu

or

ftp 128.117.64.4

2. When prompted for a login name, type:

anonymous

Note: If your local computer is a Digital
Equipment VAX running VMS, you may need
to type:

"anonymous"

3. Enter your login ID at the password prompt
and wait for the ftp> prompt.

You can obtain a README file with a list of
the documentation categories (subdirectories)
currently available by typing:

cd does
get README
quit

You can read the README file using your
own system tools.

If you already know the subdirectory you
want, you can use the dir (or Is) command
within directories to list the contents.

4. To transfer a file to your present working
directory on your local computer, change
directories to the desired subdirectory of docs
and use the get command. For example:

cd cray
get filename

where filename is the name of the file you
want to transfer.

Caution: If your local computer already has a
file with a name identical to the one you want
to transfer, your existing file will be replaced
with the new file. To give a file a new name
on your local computer, type:

get filename newfilename

5. To terminate the anonymous FTP session,
type:

quit

Obtain SCD documentation via
Gopher

Documents in the SCD docs directory that are
available via FTP (see "Obtain SCD
documentation via FTP," above) are also
accessible via Gopher. If you are logged into
SCD's front-end computer (meeker.ucar.edu), you
can invoke the gopher (or xgopher) command to
view the NCAR/UCAR Gopher main menu. Then
follow the menu choices to "Scientific Computing
Division Publications and Documents."
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This is an index of SCD Computing News articles
for 1993. The issue date and page number follow
the article titles. (An up-to-the-month index is
always available via anonymous FTP; for access
instructions, see the Documentation department in
this issue.)

Charging

Memory limits increased for small memory subqueues,
Summer/93, p. 45

Obtain detailed usage reports with new 'gaus' utility,
Summer/93, p. 45

Conferences and training news

The 0th Heterogeneous Computing Challenge: Fun and
(sometimes too much) excitement, 1-2/93, p. 16

Drug design by supercomputer: Experts discuss recent
developments at Supercomputing '92, 1-2/93, p. 9

Information bandwidth high at Ninth SCD User
Conference, Summer/93, p. 3

Learn NCAR Graphics, Summer/93, p. 46
A look ahead: Participation welcome at

Supercomputing '93, 1-2/93, p. 26
New discoveries abound at Supercomputing '92,

1-2/93, p. 3
SCinet '92: Test driving a network superhighway,

1-2/93, p. 10
Supercomputing '92 hosts High School Day,

1-2/93, p. 24
Teachers learn about high-performance computing at

SC '92, 1-2/93, p. 18
UNICOS Orientation-Latest class schedule is printed

in each issue
UNIX Basics-Latest class schedule is printed in each

issue
Why'd you do it? Users cite rationale for attending

SCD conference, Summer/93, p. 33

Cray computers (UNICOS)

CF77 6.0 offers increased optimization, functionality,
Fall-Winter/93, p. 33

Don't try this at home: The making of a CRAY-3,
Summer/93, p. 13

Get date/time information with Fortran-callable routines
on Y-MPs, Summer/93, p. 43

Large model subqueues expanded, 1-2/93, p. 38
The magnificent seven: Latest UNICOS release has

many upgrades, Fall-Winter/93, p. 31
New method of file preallocation on Y-MPs speeds I/O,

reduces CPU time, Fall-Winter/93, p. 28

Data support

NCAR's data archive keeps growing and improving,
Summer/93, p. 19

Documentation

The User Documentation Catalog is a listing of all
documents SCD recommends for NCAR computer
users. The catalog was featured as the April/May 1993
Special Issue of SCD Computing News. The latest
version of the catalog is also available online via
anonymous File Transfer Protocol (FTP) on the
computer named ftp.ucar.edu under the pathname
docs/catalog/userdoc.catalog.

Consulting Office reference materials, such as Cray
vendor or software libraries documentation, are also
listed online via anonymous FTP on the computer
named ftp.ucar.edu in the in the does/other directory.
The filename is refs.consult. Instructions for using
anonymous FTP are at the end of the Documentation
department of each issue.

Fortran

Behind the scenes with High-Performance Fortran:
Some history, 1-2/93, p. 34

Comparing pointers in Cray Fortran and Fortran 90,
1-2/93, p. 28

Get date/time information with Fortran-callable routines
on Y-MPs, Summer/93, p. 43

High-Performance Fortran includes Fortran 90,
Summer/93, p. 36

HPF FORALL statement allows parallel assignment of
arrray elements, Fall-Winter/93, p. 24

IMSL Fortran Library Version 2.0 is more efficient,
accurate, Summer/93, p. 38
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Graphics-scientific visualization

GUNZIP: Yes! TAGS now supports compressed input
files, Fall-Winter/93, p. 35

Jumbo TAGS combo matrix: Your guide to TAGS
capabilities, 3/93, p. 17

Learn NCAR Graphics, Summer/93, p. 46
Multi-image page formats now available for NCGM

and PostScript processing on TAGS, 1-2/93, p. 39
NCAR Graphics tutorial shows how to contour and

map, Summer/93, p. 47
NCAR Graphics Version 3.2 becomes default on

shavano, 3/93, p. 19
New and improved: NCAR Graphics Version 3.2,

Summer/93, p. 26
Note this TAGS correction, Summer/93, p.46
Philosophy, structure, strategy: 'NCAR Graphics

Fundamentals' is here, Summer/93, p. 47
SCD video 'facilities launch a new era in scientific

visualization, Summer/93, p. 30
TAGS jobs need valid project numbers, 3/93, p. 20

Mass Storage System

3490 tape cartridges: Miles of error-free data, 3/93,
p. 3

Good news: User interfaces to become easier, Summer/
93, p. 20

IRJE and MIGS users: Avoid Monday bottlenecks on
MSS jobs, Summer/93, p. 40

The 'lread' and 'lwrite' commands are mothballed,
Summer/93, p. 45

MSCP upgrade will speed MSS turnaround, 1-2/93,
p. 38

The MSS: NCAR's 'Big Gulp,' Summer/93, p. 18
MSS upgraded to speed transfers and increase storage,

Fall-Winter/93, p. 19
More powerful than 'msls': 'msinfo', Summer/93, p. 45

Networking and data communications

The Oth Heterogeneous Computing Challenge: Fun and
(sometimes too much) excitement, 1-2/93, p. 16

Access databases worldwide via NCAR Gopher, 3/93,

p. 5
New default file-transfer format for MIGS: Transparent,

1-2/93, p. 38
NSFNET: Big changes on the horizon, Summer/93,

p. 24
SCD wants your correct e-mail address!, 1-2/93, p. 39
SCinet '92: Test driving a network superhighway,

1-2/93, p. 10

Agony, ecstasy, and MPP: CM-5 users discuss parallel
architecture, programming, Fall-Winter/93, p. 12

Are cluster farms green?, Summer/93, p. 15
CM-5 alive!, Summer/93, p. 10
CM-5 update: Software upgrades coming soon,

Fall-Winter/93, p. 22
The first seven months: Users experiment with CM-5,

begin production computing, Fall-Winter/93, p. 11
Friendly users try out SP1, provide input, Fall-Winter/

93, p. 8
How to obtain CM-5 hardcopy documentation,

Fall-Winter/93, p. 18
The SPI: IBM scalable parallel computer is in friendly

user testing at NCAR, Fall-Winter/93, p. 6
Workstation clusters rise and shine, Fall-Winter/93, p. 3

SCD/NCAR/UCAR news

Good news: User interfaces to become easier, Summer/
93, p. 20

Nontrivial pursuit: Supercomputing in the nineties
means fast action, Summer/93, p. 7

Obtain bimonthly SCDUG report via anonymous FTP,
e-mail, Fall-Winter/93, p. 20

Weekend update with Pete Peterson, Summer/93, p. 4

Software libraries

Distributed Software Libraries goes X, 3/93, p. 8
IMSL Fortran Library Version 2.0 is more efficient,

accurate, Summer/93, p. 38
JUMP in: Avoid memory bank conflicts when using

GPFA, 1-2/93, p. 37
Real and complex LAPACK routines now installed on

shavano, 3/93, p. 14
What's new with NAG? Mark 15 Fortran Library

comes to shavano, 3/93, p. 12
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Trademarks: CRAY, SSD, CRAY Y-MP, and UNICOS are registered trademarks of Cray Re-
search, Inc. * CFT, CFT77, COS, SEGLDR, and Autotasking are trademarks of Cray Research,
Inc. * IBM and RISC System/6000 are registered trademarks of International Business Machines
Corp. * DEC, VAX, VMS, and DECstation are trademarks of Digital Equipment Corp. *
Macintosh is a trademark of Macintosh Laboratories, Inc. * X Window System is a trademark of
the Massachusetts Institute of Technology * PostScript is a registered trademark of Adobe Sys-
tems, Inc. * UNIX is a registered trademark of UNIX System Laboratories, Inc. * Sun Worksta-
tion is a registered trademark of Sun Microsystems, Inc. * Sun, SunOS, Sun-3, Sun-4, SPARC,
and SPARCstation are trademarks of Sun Microsystems, Inc. * ANSI is a trademark of American

National Standards Institute, Inc. * Connection Machine and C* are registered trademarks of

Thinking Machines Corp. * CM-5, CMost, CM Fortran, *Lisp, Prism, CMSSL, CMX11, CMMD,

and CMAX are trademarks of Thinking Machines Corp. * Copyrights: NCAR Graphics is copy-
righted software of the University Corporation for Atmospheric Research. Note: Reference to a
company or product name does not imply approval or recommendation of that company or prod-

uct to the exclusion of others.

Change of address form

D Add to mailing list Q Delete from mailing list E Change existing entry

Name:

New address:

User number Phone number

Send to: User Information, Scientific Computing Division, NCAR, P.O. Box 3000,
Boulder, CO 80307-3000. Or include the above information in e-mail addressed to
sylvia@ncar.ucar.edu on the Internet.



SCD SERVICES DIRECTORY
Phone

S Contact (303) E-mail

General Information
SCD Consulting Office Consultant on Duty 497-1278 consultl
SCD Visitor/User Information 497-1225 scdinfo
SCD Course Enrollment 497-1225 scdinfo
Graphics Software Purchase Information 497-1201 scdinfo
Research Data Archive Access Data Support 497-1219 datahelp
Project & User Number Assignment Rosemary Mitchell 497-1235 rosemary
Computing Resource Applications Jana L Jones 497-1205 jana
SCD Computing News Editor Lynda Lester 497-1285 lester
NCAR Switchboard 497-1000

Networking Information
Data Communications/Networking Information Consultant on Duty 497-1278 consultI
Network Trouble Reports (24 hour) Operations Supervisor 497-1200 opns
NCAR/UCAR Network Work Requests Belinda Housewright 497-1310 scdmg

Operations Information
Computer Operations Bob Niffenegger 497-1240 niff
Machine Room Operations Supervisor 497-1200 opns
Graphics Operations Andy Robertson 497-1241/42 andy
Tape Librarian Sue Jensen 497-1245 sue
Output Mailing Mary Buck 497-1232 docorder

Documentation
SCD Documentation Information 497-1225 scdinfo
SCD Documentation Orders Mary Buck 497-1232 docorder

Sending Electronic Mail to NCAR Staff: Use the addresses in the e-mail column above and the appropriate
network information below to send e-mail to SCD staff:

* Internet address: name@ncar.ucar.edu (IP node 128.117.64.4)
* BITNET users: Use the BITNET address name@ncario. Please consult your system administrator for the

exact syntax.
* SPAN address: NSFGW::"name@ncar.ucar.edu" (DECNET node 33.599 or 34391)
* Telemail/OMNET address: name@ncar.ucar.edu (for the Internet address)

For further information on e-mail, please see the UserDoc "Using the NCAR E-mail System."

SCD COMPUTING NEWS Nonprofit Organization
Scientific Computing Division U.S. POSTAGE PAID

National Center for Atmospheric Research Boulder / Colorado
P. O. Box 3000, Boulder, CO 80307-3000

TERRY MURRAY

DIR

MESA LAB

NCAR

MAIL ROOM


