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The cover shows contour plots of 500-megabyte geopotential
height anomalies produced in a study of extended-range
forecasting by Grant Branstator, Andy Mai, and Dave
Baumhefner of NCAR's Climate and Global Dynamics
Division.

The upper left panel depicts the mean anomalous flow
observed to occur during the 30 days following 22 January
1979; the upper right panel depicts a prediction of this field
by a forecast version of the Community Climate Model
(CCM1). By applying a filter that removes flow elements
that are usually poorly forecast, the similarity between
forecast and verification can be enhanced, as shown in the
bottom two panels. Using this method, the reliable
components of dynamical predictions can be emphasized
for long-range forecasts.

These plots were created with the Conpack, Ezmap, and
Plotchar utilities of NCAR Graphics and plotted on a laser
printer.

SCD Computing News welcomes cover graphic submissions. Please
send your graphic, along with a description including SCD facilities
or software used, to Christine Guzy, Mesa Lab; or send e-mail to
guzy@ncar.ucar.edu; or call Christine at (303) 497-1826.
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SCD Calendar
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15-17 NCAR Graphics
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22 SCDUG

30 SCD UNICOS
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June/July

28-2 Computing and the
Atmospheric Sciences
'92, Santa Fe

July

8-9

10

27

27-31

28

SCD UNIX Basics Class

"Large" computing
requests due

SCDUG

SIGGRAPH, Chicago

SCD UNICOS
Orientation Class

Attendance at high-performance computing
conference is encouraged

by Bill Buzbee

The annual supercomputing conference co-sponsored by the Institute of
Electrical and Electronics Engineers (IEEE) Computer Society and the
Association for Computing Machinery (ACM) is widely regarded as the
premier event in high-performance computing. Supercomputing '92 will
be held in Minneapolis next November. We encourage you to attend. For
more information on this event, see "Supercomputing '92 'voyages of
discovery' set for November" and "Gigabit network planned for the
'adventurous' at Supercomputing '92."

Valuable software tips

This issue of our newsletter contains a number of articles on software
that could be of value to you. With the current load on the CRAY
Y-MP8/864 (shavano), it is vital that care be given to I/O buffers and
allocation of disk space. Also, it is important that long-running batch jobs
be checkpointed frequently. Please see "How to size your I/O buffers,"
"Always preallocate disk space," and "Checkpointing tips: How to protect
your long-running batch jobs."

Disk space on shavano to increase

We are on the way to increasing the amount of disk space on shavano by
about 18 gigabytes. However, to accomplish this we will have to upgrade
UNICOS to the latest version. We plan to complete both of these
upgrades by mid-summer. The additional disk space will be distributed
across file systems where most needed. We hope to significantly increase
user home directory space as well as the usr/tmp data space.

5-6 SCD UNIX Basics Class

24 SCDUG

For more information about
these calendar items, send e-mail
to scdinfo@ncar.ucar.edu.
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Supercomputing '92 "voyages of discovery"
set for November

The fifth annual conference on high-performance
computing and communication, Supercomputing '92,
will be held November 16-20, 1992, in Minneapolis.
The conference theme, "Voyages of Discovery
through Computing Technology," will focus on
developments in computing technology of the past
and present.

Special sessions will be held on visualization, machine
clustering, massively parallel versus traditional
supercomputers, and pharmaceutical and medical
issues relating to supercomputing. A two-day program
for secondary school teachers will feature an
introduction to high-performance computers and
show ways in which computing can become part of
the high-school curriculum.

Following on the success of SCinet '91, last year's
high-performance network, applications will be
distributed among machines in an innovative
"heterogeneous computing challenge" (see "Gigabit
network planned for the 'adventurous' at
Supercomputing '92," following). A 20% increase in
the number of industry and research exhibits over
previous conferences will give participants ample
opportunities to gather information.

The conference will begin on Monday evening,
November 16, in the exhibition hall of the
Minneapolis Convention Center, where food and
live entertainment will provide an informal atmosphere
in which attendees can socialize. On Tuesday, Dr.
Larry Smarr, director of the National Center for
Supercomputing Applications, will give the keynote
address entitled "Grand Challenges." A conference
luncheon will be held Thursday with the presentation
of awards.

The conference is being co-sponsored by the Institute
of Electrical and Electronics Engineers (IEEE)
Computer Society and the Association for Computing
Machinery/Special Interest Group on Computer
Architecture (ACM/SIGARCH).

I Im

its

MINNEAPOLIS, NOV. 16-20

Registration and housing forms will be available
in June. For more information, contact the
Supercomputing '92 conference office at NCAR;
send e-mail to sc92info@ncar.ucar.edu or call (303)
497-1808.
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Gigabit network planned for the "adventurous" at
Supercomputing '92

Editor's note: An experimental, high-speed network
called SCinet '92 will be assembled at the super-
computing conference in Minneapolis this November,
in accordance with the "voyages of discovery"
conference theme. Building on the technological
accomplishment of last year's network, SCinet '92 will
distribute applications across many computers in a
heterogeneous computing environment. High-
Performance Parallel Interface (HIPPI) and Fiber
Distributed Data Interface (FDDI) links will provide
connectivity at gigabit speeds.

Contributions of expertise and equipment to the
network are welcome and participation is invited. To
encourage innovation, conference organizers have
issued a "heterogeneous computing challenge" (see
sidebar). The following is an open letter to exhibitors
and contributors from Dick Kachelmeyer, committee
chair for SCinet '92.

Building on last year's success

Dear exhibitors and contributors:

Many of you may remember the SCinet '91 network
created at Supercomputing '91 in Albuquerque. It was
so successful that researchers and exhibitors are
already asking about the network structure for
Supercomputing '92.

A SCinet '92 committee is working with the other
Supercomputing '92 committees to provide the
network in Minneapolis from November 16-20. The
aim is to provide a network similar to SCinet '91, with
improvements where possible. For those of you not
familiar with SCinet '91, it provided a networking
environment during the conference similar to that
found at many supercomputer sites today and envi-
sioned for the future; researchers, exhibitors, and
attendees took advantage of the network's capabilities.
SCinet '91 had the highest bandwidth that could be
experimentally produced by leaders in the networking
industry.

Again we hope to make the network available free of
charge. Equipment and services will be provided in
return for the research value of the participation.

Benefits to participants

The benefits to all participants are as follows:

* To demonstrate the technical feasibility of building a
networked supercomputing environment using
HIPPI, FDDI, Ethernet, local fiber, T3, and other
technologies to run real applications

* To provide facilities allowing researchers and
exhibitors to show their work and products at the
conference by:

- Using the systems and applications in the
convention center that have been contributed by
exhibitors and vendors

- Accessing remote systems and applications via
metropolitan or wide-area network facilities that
have been contributed by participating carriers,
service providers, and remote computing centers

We hope to identify exhibitors and other contributors
(including carriers and service providers) willing to
donate equipment, lines, services, time, and expertise
for the network. We plan to build a team to install,
manage, and operate the network during the con-
ference. Volunteers are welcome.

Input solicited

Those of you who plan on running supercomputer-
based applications that require network facilities,
please let us know your needs. We project that
applications will include distributed file systems,
networked mass-storage arrays, file-storage
management, archival and retrieval systems,
metacomputing, visualization, remote visualization,
and more.
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We expect to provide a baseline capability of Ethernet
and FDDI, as well showcase HIPPI-based technology
for the more adventurous. T3 and National Science
Foundation Network connectivity is also planned.

Please tell us what other technologies we should be
considering (cell switching, for example?) and how
you would demonstrate their use in a supercomputing
environment. Although we can make no commitment-
to support everyone's requirements at the present time,
your input is valuable in determining the need.

If last year's experiences are any indication, the
network will evolve considerably as we iterate its
design with the needs of its users throughout the year.
Your suggestions will help us design a network that
meets your needs in a timely fashion, while remaining
within the abilities and resources of the SCinet '92
committee and its pool of volunteers. [Editor's note:
see the January-February SCD Computing News for

a diagram of SCinet '91. This diagram, while not a
final objective, serves as a conceptual starting-point
for SCinet '92.]

We will keep all of you apprised of the facilities the
network can be expected to provide as they become
known. Although you should not interpret our
proposed network as guaranteed, we will do our best
to provide you with as functional a network as our
volunteer organization can provide.

If you are interested in participating in SCinet '92,
please get in touch with us as soon as possible
(contact information follows). Let us know if you
have questions or if your organization needs time to
decide on the extent of its participation.

Sincerely,
Dick Kachelmeyer
SCinet '92 committee chair
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Contact information

If you would like to have a network connection,
contribute expertise or equipment, or obtain more
information about SCinet '92, contact:

Dick Kachelmeyer
Network Systems Corporation
7600 Boone Avenue N.
Minneapolis, MN 55428-1099

Phone: (612) 493-1027
Fax: (612) 424-2863
Internet: kachelmeyer@network.com

If you need more information on the heterogeneous
computing challenge, contact:

Dona Crawford
Sandia National Laboratories
P.O. Box 969, ORG 1900
Livermore, CA 94551-0969

Phone: (510) 294-2628
Fax: (510) 294-3422
Internet: dona@sandia.llnl.gov
UUCP: uunet!lll-winken!snll-arpagw!dona
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Array specifications in Fortran 90 and CF77 5.0

by Jeanne Adams

Editor's note: This is the sixth in a series of articles
about Fortran 90 features available on version 5.0 of
CF77, the Cray compiling system. Future articles will
discuss vector subscripts and array arguments to
intrinsic functions.

Many Fortran 90 array features are included in the
Cray CF77 5.0 compiling system. A discussion of
whole arrays and array sections appears in the April
issue of SCD Computing News. This article discusses
array specifications.

An array specification in Fortran establishes that a
variable or function is an array and declares the lower
and upper bounds, from which the array's extents,
size, rank, and shape are determined. As noted below,
there are four kinds of array specifications: explicit-
shape, assumed-size, adjustable, and automatic.
(Fortran 90 has defined additional facilities for

dynamic arrays: assumed-shape and deferred-shape
arrays. These latter two require dope vectors or
descriptors. They are not available on CF77 5.0 and
will not be discussed here.)

In an explicit-shape array, the extents are fixed at the
beginning of a program. In assumed-size, adjustable,
and automatic arrays the extents may vary and be
dynamically assigned in a subprogram. Fortran 90
offers more flexibility than Cray Fortran for doing
dynamic array assignments; FORTRAN 77 does not
allow dynamic storage.

Types of array specifications

Explicit-shape arrays. An explicit-shape array is an
array whose bounds are scalar constant expressions of
type integer.
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Example 1. Sample program with array specifications
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' Assumed-size arrays. An assumed-size array is an
array that is a dummy argument in a subprogram.
(Note: Dummy arguments in a subroutine or function
are placeholders for actual arguments when a
procedure is called or referenced.) The size of the last
axis is assumed from the actual argument. The syntax
has no upper bound in the last dimension, using an *
(asterisk) to mark that the size is assumed. If the array
is a character array, the length of the character
elements must be considered. Assumed-size arrays are
a FORTRAN 77 feature carried into Fortran 90.

Adjustable arrays. An adjustable array is a dummy
argument whose size is determined at execution time
by the array declarator of the actual array used in each
call. Adjustable arrays are a Fortran 90 feature and a
Cray extension to FORTRAN 77.

Automatic arrays. An automatic array is a local array
in the subprogram that uses dummy arguments or
COMMON variables as bounds. Space is allocated on
entrance to the subprogram and deallocated on exit.
These arrays are not saved, nor are they initialized.
Automatic arrays are a Fortran 90 feature and a Cray
extension to FORTRAN 77.

Adjustable and automatic arrays appear to be the
same; they look alike. However, the adjustable array
and its bounds are dummy arguments in the
subprogram, whereas the automatic array is a local
array with variable bounds as arguments. The bounds
expressions for both adjustable and automatic arrays
may contain array elements, functions, and noninteger
variables; this is a Fortran 90 feature (that is, these
expressions are an extension of FORTRAN 77).

Using arrays

The specifications of an array may take different forms,
depending on how the programmer plans to use the
array. In Fortran 90 and Cray Fortran, explicit-shape
arrays (those containing lower- and upper-bound dec-
larations that are constant expressions) may appear in
the main program and in any subprogram. The bounds
of assumed-size arrays, automatic arrays, and adjust-
able arrays appear as dummy arguments in a subpro-
gram or as variables in a COMMON block. Assumed-

Example 2. Results of the sample program

size arrays and adjustable arrays appear as dummy
arguments, while automatic arrays are local variables.

A sample program

In the sample program in Example 1 (the results of
which are shown in Example 2), the main program
contains only explicitly declared arrays. In the
subprogram, R and S are adjustable arrays. R has
dummy arguments in both dimensions, while S has a
fixed lower bound and a dummy argument for the
upper bound. Q is an automatic array, local to the
subroutine. Only the bounds are dummy arguments.
Space for Q is allocated upon entry to the subroutine,
and deallocated upon exit. K is a FORTRAN 77
assumed-size array with an * (asterisk) in the last
dimension of the array specification.

Jeanne Adams coauthored The Fortran 90 Handbook
(New York: McGraw-Hill, 1992).
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How to size your I/O buffers

by Jeff Kuehn

Editor's note: This article was first published in the
December 1990 issue of SCD Computing News.
Because the CRAY Y-MP8/864 (shavano) has reached
saturation and unoptimized Fortran I/O is causing
severe bottlenecks and performance problems-which,
in turn, cause increasingly higher charges for
inefficient jobs-we feel the discussion is again timely.
This article has been updated for today's usage and
more information has been included. See "Always
preallocate disk space" in this issue for additional tips
on I/O optimization.

Are you paying five, ten, or forty times more than you
need to pay for your jobs on the CRAY Y-MP8/864
(shavano)? Selecting the proper size for your Fortran
I/O buffers on shavano can have a dramatic effect on
your I/O performance and the price you pay for I/O.
Significant improvements have been observed on
many codes after the proper buffer size has been
selected-one-fortieth the General Accounting Unit
(GAU) charge and forty times faster, in one case.

If your code uses type COS-blocked I/O, type BIN
I/O, or type SBIN I/O (also called UNBLOCKED),
you should be selecting a buffer size for each of your
Fortran I/O units. This article shows you how to
choose the correct buffer size and then how to use the
assigni command to set the buffer size. This
adjustment to your code is necessary, not only to
reduce your charges and improve your job turnaround
time, but also to help us improve overall system
performance. Improperly sized buffers in your code
will significantly degrade the performance not only of
your code, but of the entire system.

This article will not address which type of I/O you
should be doing. If you need help in determining
which type of I/O to use, contact the SCD Consulting
Office.

Figure 1. Type COS-blocked and
type BIN I/O path

4----- --

J A A A A A J

-. I I . . . . LI

Memory-to-memory transfer
167 Mw/s

High-speed channel (HISP)
10 Mw/s

Low-speed channel (LOSP)
1.2 Mw/s

Terminology used in this article

I/O request

request size

block

A single Fortran READ or
WRITE statement.

The number of Cray words
transferred by a single READ or
WRITE statement.

512 words of disk space or 512
words of data to be transferred to
disk.

10a MAYi.~M 19
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click 512 words of memory.

type COS-blocked I/O
Data format in which additional
control words are inserted to the
user's data. This method uses one
buffering step (memory-to-
memory copy) and is the default
for SEQUENTIAL-access binary
files. (See Figure 1.)

type BIN I/O N
in
us
bu
m

type SBIN I/O TI
da
bu
m
fo
fil
wl
ex

type unbuffered I/O

o additional control words are
serted; the file contains only the
;er's data. This method uses one
offering step (memory-to-
emory copy). (See Figure 1.)

he file contains only the user's
ata. This method uses two
iffering steps (two memory-to-
emory copies) and is the default
r all DIRECT-access binary
les. It should be avoided
henever possible, since it is
:pensive.) (See Figure 2.)

he file contains only the user's
Ita; no buffering is used. For this
occur, the user must explicitly

quest it via the assign command.
nbuffered I/O should be used
Ily in special cases where very
rge requests are to be written to
sk. (See Figure 3, p. 12.)

Choosing the proper buffer size for
SEQUENTIAL-access files

The size of the buffer for a SEQUENTIAL-access file
should be a multiple of the request size, measured in
blocks and rounded up to an integral number of
blocks. For example, a request of 41,112 words in
length is approximately 80.3 blocks; you should set
the buffer as an integer of 80.3 (81, 161, 241, 322,

Figure 2. Type SBIN I/O path

m4* m : p

4- - ---- I

Memory-to-memory transfer
167 Mw/s

High-speed channel (HISP)
10 Mw/s

Low-speed channel (LOSP)
1.2 Mw/s

and so on). For files in which all the requests (records)
are not the same size, use the size of the largest
request as the request size. The buffer should not be
smaller than the largest request. (However, the buffer
should not be made so large as to turn the program
into a memory hog. Thus, in case of requests that are
several megawords in length, you would have to
choose a smaller buffer size.)

Choosing the proper buffer size for
DIRECT-access files

The size of the buffer for a DIRECT-access file
should be exactly equal to the size of a request as
measured in blocks and rounded up to the next
integral block. Note that the buffer size should not be
a multiple of that number of blocks, as is possible
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Figure 3. Type unbuffered I/O path

Improperly sized buffers in
your code will significantly
degrade the performance not
only of your code, but of the
entire system.

with sequential I/O. Thus, if the requests are 1,000,000
words (1,953.125 blocks) in length, the buffer should
be 1,954 blocks. Again, the buffer should not be
smaller than the size of a request. (However, as with
SEQUENTIAL-access files, the buffer should not be
made so large as to turn the program into a memory
hog. In the case of requests that are several mega-
words in length, you would have to choose a smaller
buffer size.)

Specifying the buffer size with the
assign command

The assign command is used to specify "postage and
handling" for the file's data (file structure, buffering,
alternate filenames, and data-conversion options). In
particular, we are interested in how to specify the
buffer size for an individual file. The -b option
specifies the buffer size in clicks and is used as
follows:

setenv FILENV assignfile
assign -b 100 fort.11
a.out

The above command specifies that when a.out does
I/O to Fortran unit 11, a 100-click (100-block) buffer
will be used to buffer the transfers. You may also
perform an assign by calling the ASSIGN subroutine.

Article available online

This article is available online via anonymous File
Transfer Protocol (FTP) to ftp.ucar.edu under the
filename docs/cray/io.buffersize. For instructions on
how to use FTP, see the Documentation department of
this newsletter.

Jeff Kuehn is a consultant in the SCD User Services
Section.

MAY 1992
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Always preallocate disk space

by Jeff Kuehn

Editor's note: This article first appeared in the
January 1991 issue of SCD Computing News.
Because the CRAY Y-MP8/864 (shavano) is saturated
and improper use of the l/usrltmp file system is
causing severe bottlenecks and performance
problems-which, in turn, cause increasingly higher
charges for inefficient jobs-we feel the discussion is
again timely. This article has been updated for today's
usage and more information has been included. See
"How to size your I/O buffers" in this issue for
additional tips on I/O optimization.

Many people use the /usr/tmp file system as semi-
temporary or semi-permanent disk storage instead of
saving their files to the Mass Storage System. This
causes the /usr/tmp file system ($TMPDIR) to
become badly fragmented, meaning that the free space
on the disk is made up of small "chunks" scattered
across the disk. If users fail to preallocate disk space,
large files written onto the disk will also be
fragmented, since they will be written to fill those
small chunks of free space (see Figure 1, p. 14).

Table 1. Typical block-allocation sequence

operation disk sequence

write to file A, A
write to file B, AB
write to file A, ABA <- file A is

now in 2
fragments

write to file A, ABAA
write to file B, ABAAB <- file B is

now in 2
fragments

write to file C, ABAABC

I

Consider the simplified scenario in Table 1, which
shows the order (on the disk) of the blocks as they are
allocated.

In the worst case, fragmentation can cause an I/O
request to perform a disk-head seek and then wait one
revolution for each block of 512 words:

average seek = 16 milliseconds (ms)
average rotational latency = 8.3 ms
transfer 1 block = 0.360 ms
net transfer rate = 0.021 megawords/second (Mw/s)

On the other hand, if the data were contiguous on the
disk (see Figure 1, p. 14), the only disk head seek
required would be track to track:

seek = 5 ms
rotational latency = 0 ms
transfer 48 blocks = 17.3 ms
net transfer rate = 1.102 Mw/s

The transfer rates differ by a factor of 50 without even
considering the difference in system overhead incurred
by each transfer, or the increased disk contention this
could cause.

So the question becomes, "How can I minimize file
fragmentation on /usr/tmp?" The first and most
obvious answer is for users to "clean up after
themselves" on /usr/tmp, removing their files when
they are through. Because of the manner in which
UNICOS allocates file space, more free space means
less fragmentation. But since one user cannot control
whether or not other users also clean up after them-
selves, two different ways to preallocate space on the
disks were created. With each method, it is possible to
force the allocation to be contiguous.

M..~~..~.~.~~~...~AY..1992. . .1
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How much space to preallocate for a file

To find out how much space to preallocate for a
particular file, either calculate the amount of data to be
put into the file, or run /bin/Is -s on a copy of the file
from a previous job run. (Note: Use /bin/Is, not
/usr/ucb/ls. The AT&T /bin/Is reports file size in
blocks. However, the Berkeley l/usr/ucb/ls reports file
size in kilobytes, and you will have to divide by four
to obtain the correct answer.) The number listed next
to the filename is the size of the file in disk blocks
(1 block = 512 words).

shavano% /bin/is -s fort.*
2095 fort.11 2095 fort.12
2095 fort.14 2095 fort.15

2095 fort.13
2095 fort.16

In the above example, each file requires 2,095 disk
blocks (just over a megaword) of disk space.

Preallocating disk space with assign

The -n option for the assign command allows you to
specify that disk space be preallocated at the time the
file is opened (not at the time the assign command is
run!). The -n option is valid with all other assign
options and should always be used. The -c option will
force only contiguous allocation; if there is not enough
contiguous space on the device chosen, preallocation
will fail. Note that the -n option by itself will attempt
to allocate contiguous space. Below is an example of
an assign command that will preallocate ten mega-
words of disk space (20,000 disk blocks):

assign -n 20000 fort.10

To preallocate contiguous space only (preallocation
will fail if there is not enough contiguous space), you
could use the following command:

assign -n 20000 -c fort.10

Preallocating disk space with setf

The setf command preallocates disk space as does the
assign command, with one major difference: setf
allocates the disk space at the time setf is run, not at
the time the file is opened. As in the example above,
ten megawords (20,000 blocks) could be allocated as
shown below:

setf -n 20000b fort.10

or

setf -n 20000b -c fort.10 (contiguous only)

Note the b that has been appended to the file size in
both of the setf examples; this tells setf that the
allocation units are blocks.

Choosing the disk partition for the file
(optional)

You can find out which partitions on the disk have
free space for your files by using df -pt /usr/tmp.
(The df stands for "disk free," p for "physical,"
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t for "total.") A sample output is shown in Example 1
(p. 16).

Look in the Example 1 column labeled "free (%)" for
a partition with a large amount of free space. (Partition
0 is for the system only and is not available to users.)
In this output, partitions 1, 2, 3, 10, 11, and 12 seem
to have a large amount of free space. (Note that this
information changes continuously as the machine
runs.) These are the partitions that should be chosen
for large files. Small files could be placed on any of
the partitions. Both setf and assign will also allow a
set and/or range of partitions to be specified, along
with the minimum number of blocks per fragment.
Below are some examples.

To specify 4,000 blocks on partition 10:

setf -n 4000b -p 10 fort.12

or

setf -n 4000b -p 1-3:11 fort.19

or

assign -n 4000 -p 1-3:11 fort.19

To specify 7,000 blocks on partitions 1, 2, 3, 10, 11,
and 12 in chunks of 1,000 blocks:

setf -n 7000b:1000b -p 1-3:10-12 fort.19

or

assign -n 7000:1000 -p 1-3:10-12 fort.19

Note: In the last pair of examples, if the total size of
the file (7,000 blocks) divided by the number of
blocks per partition (1,000 blocks)-that is, 7
chunks-is greater than the number of partitions
specified (6), allocation will continue in a circular
fashion until all the space is allocated. This is called

assign -n 4000 -p 10 fort.12

To specify 4,000 blocks on
partitions 1, 3, 10, and 12:

setf -n 4000b -p 1:3:10:12 \
fort.19

or

assign -n 4000 -p 1:3:10:12 \
fort.19

To specify 4,000 blocks on
partitions 10, 11 and 12:

setf -n 4000b -p 10-12 fort.19

or

assign -n 4000 -p 10-12 fort.19

To specify 4,000 blocks on
partitions 1, 2, 3, and 11:

SCD consultant Jeff Kuehn stands between two rows of Cray DD-49 disk
drives, which comprise roughly one-third of shavano's disk storage. (Photo
by Curt Zukosky.)
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Example 1. Sample output from df

striding (not striping, which is something else
altogether).

Finally, in cases of asynchronous I/O, things will run
much smoother if, when you perform I/O on two
different files simultaneously, these files reside not
only on different disks (a necessity for asynchro-
nicity), but also on different IOPs. (An IOP, or I/O
processor, is a part of the Cray's I/O Subsystem that
handles the actual I/O processing.) Having the files
reside on different IOPs will reduce device contention.

The IOP upon which a particular partition is attached
is coded as the second number (1 or 2) in the device
name. For instance, looking at Example 1 we see that
partition 19, device 40-1-20A is on IOP1; partition 10,
device 40-2-20A is on IOP2. While we're at it, the

first number (40 or 49) indicates whether this
particular disk is a DD-40 (bigger disk) or a DD-49
(smaller disk). The last number/letter combination
represents which IOP channel pair attaches the
device to its IOP. (It should be noted that the disk
configuration is changed occasionally.)

Article available online

This article is available online via anonymous File
Transfer Protocol (FTP) to ftp.ucar.edu under the
filename docs/cray/preallocate. For instructions on
how to use FTP, see the Documentation department
of this newsletter.

Jeff Kuehn is a consultant in the SCD User Services Section.
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What's new in Cray packing/unpacking routines A

by Dick Valent

Many scientists and programmers who run large
models or programs on NCAR's Cray computers are
familiar with the packing routines PACKA, PACKB,
and PACKC and their unpacking counterparts
UNPKA, UNPKB, and UNPKC. Motivation for the
development of these routines was provided in 1978
by Terry Clark of NCAR's Mesoscale and Microscale
Meteorology (MMM) Division, who needed such
routines to compress and restore the tremendous
amount of data his mesoscale model generated on the
CRAY-1A computer.

Some of the original routines were written in Fortran,
but others were written in Cray Assembly Language
(CAL) for optimization purposes that were more
cogent in 1978 than now. The routines were written
mainly by Vince Wayland, who worked for Cray
Research. Joanne George of MMM
also contributed to the
programming and testing effort.
Not long after the routines were
incorporated into Clark's model,
the several existing versions of the
Community Climate Model began
to use them.

Are these old routines still useful?
Yes, because data compression is
needed. The routines are now
suitable for use within multitasking
programs on CRAY Y-MP
computers. For many years at
NCAR, multitasking was not an
issue, since the CRAY-1A
machines had only one CPU. In
late February of this year, Jim
Rosinski of NCAR's Climate and
Global Dynamics (CGD) Division
reported that the routines were not
working correctly in multitasked

Jay Chalmers e:
programs. We consulted with (Photo by Bob

several Cray experts and learned why: one of the
subsidiary CAL codes was reserving a block of
memory, which was being used by each of the
processors executing the code.

This turned out to be easy to fix: the subsidiary
routine was simply replaced by an equivalent Cray
routine that was known to be re-entrant. A
replacement version of the pack/unpack routines
for multitasking was made available to users within
days of Rosinski's report. They reside in the same
library and have the same names as before.

Another thing that's new is that there is an all-Fortran
version of the routines. This version was written on
contract by Jay Chalmers for SCD in response to
many requests from scientists who want to use the

xplains re-entrancy of the packing routines to Dick Valent.
Bumpas.)
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For packing density 2, IEEE
floating-point format may be
a good alternative.

routines on CRAY-2 computers. The all-Fortran
routines, while still tied to the Cray floating-point
representation of real numbers, are more portable than
the mixed-Fortran/CAL version discussed above. Jay
vectorized the Fortran version, so its speed is
comparable to the Fortran/CAL version on the CRAY
Y-MP8/864 (shavano). The routines are called exactly
as before, except that the suffix F is added to the
routine names-for example, PACKAF and UNPKAF
instead of PACKA and UNPKA. The all-Fortran
routines reside in the same library (ncaro) as the
Fortran/CAL version on NCAR's Cray computers.
They are also re-entrant.

A document discussing the algorithm and relative
accuracy of the above routines is available on request
via e-mail (valent@ncar.ucar.edu).

Recently there has been increased interest in IEEE
binary floating-point arithmetic. (IEEE stands for the
Institute for Electrical and Electronic Engineers.)
When the packing density is 2 and the range of the
floating-point numbers is between 10-126 and 10127,

IEEE numbers may be used as an alternative to the
packing routines described above. Bob Chervin and
Tony Craig of NCAR's Climate and Global Dynamics
(CGD) Division have run experiments with the
scheme: they are packing two Cray floating-point
words to one word, using Cray's foreign-dataset
conversion routines.

Tony and Bob wrote the datasets on the Cray using an
assign -Ff77 -Nieee -Cascii fort.n. This writes the file
as 32-bit IEEE floating-point numbers, which are
basically half precision for the Cray. The dataset file
size was reduced by about half. When they read the
file back in, they found that all zeros were preserved
and the degree of precision was actually better in
general compared to using PACKA with a packing
density of 2.

They concluded that for packing density 2, writing
datasets in IEEE floating-point format may be a good
alternative that results in about the same saving of
disk space. Drawbacks to this scheme are the limited
range of numbers referred to above and the fact that a
dataset can only be reduced by about half, while the
other packing routines allow for packing densities of
3 and 4 (that is, triple and quadruple).

One final note: the PACKA, PACKB, PACKC,
UNPKA, UNPKB, UNPKC, PACKAF, PACKBF,
PACKCF, UNPKAF, UNPKBF, and UNPKCF
routines should not be confused with Cray's PACK
and UNPACK routines. These latter routines are more
suited to byte manipulations such as breaking 16-bit
chunks out of a Cray word, rather than floating-point
compression and restoring.

Dick Valent is head of the Math Libraries Support Group
within the SCD User Services Section.
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Complex Temperton FFTs revisited A

by Dick Valent

In the November 1991 SCD Computing News, we
announced that the complex Temperton Fast Fourier
Transform (FFT) routines SETGPFA and GPFA had
been installed on the CRAY Y-MP8/864 (shavano).
These were intended to replace the older routines
CFTFAX and CFFT99, which had been removed in
April of the same year. The reason for this replace-
ment was that the older routines were written for the
CRAY-1A, and were suspect in causing bidirectional
memory errors.

The suggested replacements SETGPFA and GPFA,
although faster, caused several scientists and
programmers trouble. CFTFAX and CFFT99 calls
were embedded in many codes, and the interface of
the two codes, although similar, differs enough to
cause problems in carrying the required modifications
through an existing application. The major problem is
that the GPFA routine expects two real arrays, while
the CFFT99 routine expects one complex array.

Bob Kerr of NCAR's Mesoscale and Microscale
Meteorology (MMM) Division has written two new

interface routines. These routines are named and
called exactly the same as their predecessors (that is,
CFTFAX and CFFT99), but sit on top of the GPFA
routines. We have not placed these routines in any
binary library,,on shavano, because there are already
two Cray CFTFAX routines and one Cray CFFT99
routine; we are reluctant to increase user problems
by adding entries that conflict with Cray products.
However, you may obtain a copy of these inter-
face routines by requesting them via e-mail
(valent@ncar.ucar.edu). The software has few lines
of Fortran, so it is simple to include in your code.

We will also be amenable to supporting the interface
routines in a binary library under names different than
CFTFAX and CFFT99, if people request it. (If you
would like to register your opinion, send e-mail to the
above address.)

Dick Valent is head of the Math Libraries Support Group
within the SCD User Services Section.
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Example 1. A simple program with no
restart logic

Checkpointing tips: How
to protect your long-running
batch jobs

by Tom Parker

This article discusses how to protect your batch
jobs from system crashes, time-outs, and other
unexpected events.

Why protect your jobs?

You need to protect your jobs so that:

* You don't lose your output

* You don't waste expensive computer resources

* You don't waste your own time

The more CPU time your job uses, the more
reason you have to protect your job.

Protect against what?

You need to protect your job from several types of
calamities, including:

* System crashes (for example, hardware failures,
system software failures, power outages, or other
disasters)

* Unexpected time-outs (for example, if you
underestimate how much CPU time your job
needs)

* Scheduled queue shutdowns

How much protection?

One-hundred-percent protection is not always
possible, but you can decide what is an acceptable
loss and take steps to ensure that your job will not
lose more than that. If your job is short and uses
little CPU time (say, less than 15 minutes), it is
usually not worth the effort to add protection.
However, if your job runs longer, you should
consider using a protection scheme.

Why can't the system protect my jobs?

It tries to. If the system crashes, it attempts to
"checkpoint" your job. This means the system
takes a snapshot of your data files and address

Figure 1. Restart logic
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Example 2. The same program with restart logic added

continued...
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Example 2. (continued)

space and saves it to system disk space in a
checkpoint file. Later, when the system comes
back up, it tries to restart your job from where it
left off, using the checkpoint file.

Unfortunately, there are many circumstances in
which this system checkpoint/restart will not work.
Checkpointing could fail if the system crashes too
hard or if there is not enough system space. There
are also many cases in which your job may not be
checkpointable-for example, if your job is in the
middle of a file transfer using FTP (File Transfer
Protocol) or rcp (remote copy), or if you are
using NFS (Network File System)-mounted files.
Numerous other conditions, some of which are not
obvious, can inhibit checkpointability; while some
of these situations can be avoided, others cannot.
Finally, even if the system can checkpoint your
job, it may not be able to restart the job later, due
to various other circumstances.

If the system checkpoint/restart is unsuccessful,
the system falls back and tries to rerun your job-
that is, it starts your job over from the very
beginning. This may or may not be desirable to
you, depending on your job.

For these reasons, we recommend you take your
own steps to protect your long-running jobs.

How do I protect my job?

We recommend that you incorporate restart logic
right into your program. The idea here is to
periodically save the "state" of your program, by
writing to the Mass Storage System (MSS) all the
data your program will need to restart itself. This
way, if the system crashes, you can manually
restart the program from the point it last wrote the
MSS file. (These extra writes to the MSS may add
slightly to your GAU charges; however, you will
save in the long run.)

Figure 1 (p. 20) illustrates the general idea of
restart logic. Examples 1 and 2 (pp. 20-22) give
examples of code without and with restart logic,
respectively. In Example 2, the program saves its
state after 250 iterations of its outer loop. Note
that restart logic will depend on your needs. Other
programs will have different save points-for
example, after processing a certain number of
simulation days or after consuming a specified
amount of CPU time.
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Note: You can use a unique identifier, or variable
ID (see line 7 of Example 2), if you wish to make
several independent runs of the same program.
The ID will prevent confusion between the history
files.

What about the #QSUB parameters
-nc and -nr?

The #QSUB parameters -nc and -nr let you
control whether or not the system tries a
checkpoint/restart and/or a rerun. The -nc
parameter specifies that you don't want
checkpoint/restart; -nr specifies that you don't
want a rerun. Table 1 shows the four possible
parameter combinations.

If your program is short and you don't mind a
possible rerun, use #QSUB. If your program does
not contain restart code and you do not wish it to
be rerun from the beginning, use #QSUB -nr. You
should also use #QSUB -nr if your program does
contain restart code, so that you can perform your
own manual restart.

Table 1. The four #QSUB parameter
combinations

You specify If the system crashes

#QSUB Checkpoint/restart; if
that fails, rerun from
the beginning (default).

#QSUB -nc No checkpoint/restart.
Rerun from the
beginning.

#QSUB -nr Checkpoint/restart; if
that fails, no rerun.

#QSUB -nc -nr No checkpoint/restart.
No rerun.

In a word .. .

In summary, we recommend you protect your
long-running jobs against system crashes by
installing some form of restart logic into the
program. This procedure has been used at NCAR
for years, and is still necessary today.

If you have further questions about protecting your
jobs, please contact the SCD Consulting Office at
(303) 497-1278, or consultl@ncar.ucar.edu.

Tom Parker is a consultant in the SCD User Services
Section.

Improved versions of msread/
mswrite installed on shavano

by John Merrill

On 20 April 1992, new versions of the following
were installed on the CRAY Y-MP8/864
(shavano):

* The executable msread/mswrite and tread/
lwrite commands

* The Fortran library routines MSREAD,
MSWRITE, and MSWAIT

* The C library routines MsRead, MsWrite, and
MsWait

The Mass Storage System (MSS) host software
accessed via these interfaces was also changed at
that time.

The new system has fixes for a few minor bugs;
more importantly, it allows asynchronous reads
(asynchronous writes have been available for some
time). The asynchronous read uses the same
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For questions on msread/
mswrite, contact the

*e4as%* J? +SCD consultant on duty
(COD). Send e-mail to
consultl@ncar.ucar.edu
or call (303) 497-1278.

nowait parameter that is used for writes. When
this parameter is specified for a read, control is
returned to the caller as soon as the MSS read
request has been initiated. Any number of reads
may be started in this way. If you are using the
MSREAD Fortran library routine, MSWAIT can
be called later to wait for the completion of
asynchronous reads (for C library routines,
MsRead and MsWait); this cannot be done if the
executable version of msread is being used. For
more details, see the man page for msread.

The new system also improves the way clients
send MSS read and write requests to the Mass
Storage Concentrator (MSC) process, and get
completion status back from the MSC. The old
system worked fine, except for the problem of
checkpointing Network Queueing System (NQS)
jobs. Whenever a job had an outstanding MSS
read or write request that had not completed, the
job could not be checkpointed. The upgraded
software uses an improved method of
communicating MSS read/write requests to
the MSC and getting completion status back from
the MSC. There is no longer a problem with the
job not being checkpointable during the MSS
communication. (For more information on
checkpointability, see "Checkpointing tips: How
to protect your long-running batch jobs" in this
issue.)

If you are using the executable versions of
msread/mswrite or Iread/lwrite (which are in
/usr/local/bin), you are already using the
improved system. If you are using the Fortran
library routines MSREAD, MSWRITE, and

MSWAIT or the C library routines MsRead,
MsWrite, and MsWait (which are in /usr/local/
lib/libmss.a), you must recompile and relink your
program to start using the new system.

There is currently a special "bridge" system
running on shavano that allows old binaries to
continue to run successfully. We are monitoring
this temporary bridge to see who is still using old
binaries, and will notify these users that they need
to recompile. Eventually, the bridge system will be
shut down, and old binaries will get a fatal error
message. The date of this cutoff has been set at
June 29, 1992.

John Merrill is a systems programmer for the Mass
Storage Group within SCD's High-Performance
Systems and Networking Section.

T1 and T3 NSFNET backbones
carry Internet traffic

Much of the Internet traffic to and from NCAR is
traveling via the T3 National Science Foundation
Network (NSFNET) backbone node at NCAR.
The T3 backbone (see Figure 1, p. 25) provides
connectivity at 45 megabits per second. NCAR's
T1 NSFNET backbone node, which provides
connectivity at 1.5 megabits per second, carries
traffic destined for networks that are not yet
accessible via the T3 backbone.

The conversion of NSFNET T1-accessible
networks to T3-accessible networks has been
occurring at a rapid rate. Of the more than 5,000
networks registered on the Internet, about 3,600
are now reachable over the T3 backbone. The two
NSFNET backbones will continue to coexist for
some time, with the T1 backbone assuming the
role of a fall-back network in the event of a failure
of part of the T3 backbone.
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Use NSFNET backbone service
appropriately

Editor's note: The National Science Foundation
Network (NSFNET) backbone is the primary
avenue of access to NCAR computing resources
for most remote users. Networking supports the
assimilation of user nodes into an integrated
environment with SCD mainframes and network
servers. The current NSFNET backbone service
acceptable-use policy is reprinted here to inforr
our users of the purposes for which the NSFNE
backbone may be used.

General principle

1. NSFNET backbone services are provided tc
support open research and education in and
among U.S. research and instructional
institutions, plus research arms of for-profit
firms when engaged in open scholarly
communication and research. Use for other
purposes is not acceptable.

Specifically acceptable uses

2. Communication with
foreign researchers and
educators in connection with
research or instruction, as
long as any network that the s
foreign user employs for
such communication pro-
vides reciprocal access to
U.S. researchers and
educators. Pal Alto,

3. Communication and
exchange for professional San Die

development, to maintain CA

currency, or to debate issues
in a field or subfield of
knowledge.

S 4. Use for disciplinary-society, university-
association, government-advisory, or standards
activities related to .the user's research and
instructional activities.

5. Use in applying for or administering grants or
contracts for research or instruction, but not
for other fund-raising or public-relations
activities.

s 6. Any other administrative communications or
m activities in direct support of research and
T instruction.

7. Announcements of new products or services
for use in research or instruction, but not
advertising of any kind.

8. Any traffic originating from a network of
another member agency of the Federal
Networking Council if the traffic meets the
acceptable-use policy of that agency.

9. Communication incidental to otherwise
acceptable use, except for illegal or
specifically unacceptable use.

Figure 1. NSFNET T3 backbone, 1992

Diagram copyright © Merit/NSFNET Information Services
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Unacceptable uses

10. Use for for-profit activities (consulting for
pay, sales or administration of campus stores,
sale of tickets to sports events, and so on) or
use by for-profit institutions unless covered
by the general principle (see above) or as a
specifically acceptable use.

11. Extensive use for private or personal
business.

This statement applies to use of the the NSFNET
backbone only. NSF expects that connecting
networks will formulate their own use policies.
The NSF Division of Networking and Com-
munications Research and Infrastructure
will resolve any questions about this policy
or its interpretation.

June, July, August classes in
UNIX Basics

The SCD UNIX Basics Class will be held from
09:00-15:00 Mountain Time in the Director's
Conference Room at the NCAR Mesa Lab on the
following dates:

June 3-4
July 8-9
August 5-6

Early registration is advised. To register, send
e-mail to scdinfo@ncar.ucar.edu or call the SCD
course enrollment line at (303) 497-1225. (Note:
This class or equivalent knowledge of UNIX is a
prerequisite for the UNICOS Orientation Class.)

Bimonthly UNICOS Orientation
Class

The UNICOS Orientation Class will be held from
08:30-16:30 Mountain Time in the Damon Room
at the NCAR Mesa Lab on the following dates:

June 30
July 28

September 22

(Tuesday)
(Tuesday)
(Tuesday)

The class introduces UNIX/UNICOS programming
tools and the NCAR computing environment, and
requires a good understanding of basic UNIX.
Topics covered include make and makefiles, shell
scripts, NCAR hardware and access methods,
Mass Storage System commands, CFT77 and
CF77, library and segldr considerations, fmgen,
the NQS (Network Queueing System) batch
system, job accounting, graphics facilities, and
debugging with cdbx.

Please register in advance by sending e-mail to
scdinfo@ncar.ucar.edu or calling the SCD course
enrollment line at (303) 497-1225.

(Wednesday-Thursday)
(Wednesday-Thursday)
(Wednesday-Thursday)

This free, two-day class introduces you to the
basics of UNIX. Topics covered include essential
UNIX commands; UNIX file permissions; I/O
redirection, pipes, and filters; job processing; the
vi editor, UNIX e-mail; and basic C shell features
such as history, aliasing, simple scripts, and shell
files.
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Fortran Optimization Class--Advance Registration Form

Please compete and return this form by May 22, 1992 to:

Lee Carter
Fortran Optimization Class
NCAR/SCD
P.O. Box 3000
Boulder, CO 80307

Fax: (303) 497-1137
E-mail: scdinfo@ncar.ucar.edu
Phone: (303) 497-1225

Print your name as you wish it to appear on your badge.

Name (last) (first)

Organization

Mailing address

State Zip

Phone

Electronic mail address

Userid for CRAY Y-MP8/864 (shavano)

Userid for Cray computer at another facility

Check appropriate line:

Shavano-user registration fee

Non-shavano-user registration fee

Late fee (after May 22, 1992)

L $ 50.00

[ $150.00

o $ 10.00

Total amount enclosed:

Please make checks payable to NCAR/SCD. Registration forms must be postmarked by May 22, 1992,
or a $10.00 late fee will be assessed. Requests for refunds must be received in writing no later than
Friday, June 5, 1992. No refunds will be made after that date.

MAY 192 2
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Last chance to register for
Fortran Optimization Class

SCD consultant Jeff Kuehn will teach a 2 1/2-day
class on Fortran optimization June 10-12
(Wednesday-Friday). The class (offered less
frequently than other SCD classes, and last held in
July 1991) combines information about Cray
system architecture with optimization techniques
to help you get the best performance from the
CRAY Y-MP8/864 (shavano). The following
topics will be covered:

* Overview: Why optimize?
* Cray system architecture
* Vectorization
* Memory organization
* Compilers
* Performance tools
" CPU optimization techniques
* I/O optimization techniques
* Cray system libraries
* Language extensions
* Debugging tools and techniques
* Numerical considerations
* Parallel processing concepts, directives, and

performance issues

Cost of the Fortran Optimization Class is $50 for
users with accounts on shavano and $150 for those
without accounts. To register, complete the
registration form (p. 27) and send it to the address
indicated. This is your last chance to register for
the class; a late fee of $10 is being assessed for
registration forms postmarked after May 22, 1992
(the previously announced deadline).

For further information, send e-mail to
scdinfo@ncar.ucar.edu or call the SCD course
enrollment line at (303) 497-1225.

This department lists recently released SCD
documents, which you can order by phone or
electronic mail. Instructions for obtaining printed
copies of SCD documents appear under "SCD
Documentation Orders" on the back cover of this
newsletter. Instructions for obtaining copies of
online documents appear at the end of this
department.

New version of IRJE document

"IRJE: Using the NCAR Internet Remote Job
Entry System," Version 5.0, April 1992 (56 pages)
is now available. This document explains how
university users can use IRJE to submit jobs
directly from their local host computer to the Cray
computers, the Mass Storage System (MSS), the
Text and Graphics System (TAGS), and the high-
speed laser printer at NCAR.

With this release, users can now access the IRJE
database directly to change their registration
information. Also new is the ability to specify an
MSS read password for requests to TAGS to
process a file that is on the MSS. See the
document for a summary of other changes.

This UserDoc is also available online via
anonymous File Transfer Protocol (FTP)
to ftp.ucar.edu, with the pathname of
docs/networking/irje. The "IRJE Quick
Reference" card has been updated as well.
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MIGS reference manual revised

"MIGS: MASnet/Internet Gateway Server
Reference Manual," Version 3.0, April 1992 (80
pages) has been revised. The manual describes
MIGS, a combination of hardware and software
that allows access to the NCAR Mainframe and
Server Network (MASnet) from computers
attached to the Internet. This reference manual
describes how to use MIGS from both your local
system and from MASnet systems; it documents
all parameters and describes how users can update
their entries in the MIGS user database. This
version includes descriptions of new SCD-defined
verbs for accessing the Mass Storage System and
the CRAY Y-MP2/16 (castle).

User-friendly e-mail: An
introduction to Elm

The Elm mail system, recently installed on some
SCD computers, is thought by many to be a
convenient and powerful interface to electronic
mail. "The Elm Users Guide: Reprint," Version
2.2, April 1992 (12 pages) is now available from
SCD. This document provides an introduction to
e-mail using the Elm mail system, including a
tutorial session, a discussion of noninteractive uses
of Elm, and a brief description of Elm utilities.

In-depth Elm reference
guide available

"The Elm Reference Guide: Reprint," Version 2.2,
April 1992 (28 pages) offers a comprehensive
explanation of all commands and options to the
Elm mail system. The document describes the
.elm/elmrc file, command-line options, outgoing
mail processing, responses of various commands,
mail archive folders, the alias system, and Elm
utilities. The document also includes a section for
expert mail users.

How to access the SCD
Daily Bulletin

The Daily Bulletin is an online daily status report
of all SCD computing systems. It is the most
current source of news about computing at NCAR,
giving information about hardware, software,
documentation, communication links, and
scheduled and unscheduled computer downtime.

The Daily Bulletin is prepared weekdays by the
SCD Consulting Office between 08:45 and 09:00
Mountain Time and again, if necessary, at 16:00.

Interactive access

If you log on to the CRAY Y-MP8/864 (shavano),
the front-end computer (meeker), or one of the
NCAR divisional computers, type:

dailyb

IRJE access

If you use the Internet Remote Job Entry System
(IRJE), use File Transfer Protocol (FTP) to access
the computer named windom.ucar.edu. Once you
have logged on to your account, type:

get .dailyb filename

where filename is the name you assign to the file
on your computer.

Stay tuned! Watch the
Daily Bulletin to keep
up with developments
at SCD that might
affect your computing
activities.
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MIGS access 2. When prompted for a logon name, type:

If you use the MASnet/Internet Gateway Server
(MIGS) from your local computer, type:

nrnet dailyb filename

where filename is the name of the local file into
which the Daily Bulletin will be returned.

The Daily Bulletin is now also available via
anonymous FTP in the top-level directory with the
filename dailyb. For directions on how to obtain
SCD documentation via anonymous FTP, see
"Obtain SCD documentation via anonymous FTP,"
below.

If you have questions, please contact the SCD
consultant on duty by sending e-mail to
consultl@ncar.ucar.edu or calling (303) 497-1278.

Obtain SCD documentation via
anonymous FTP

A growing number of SCD documents are
available via anonymous File Transfer Protocol
(FTP) on the computer named ftp.ucar.edu. The
User Documentation Catalog, which includes
UNICOS documentation, and the SCD Computing
News yearly indexes are also available online. The
complete list of online documents is in the
README file in the does subdirectory.

To obtain copies of online documents, follow the
steps below.

1. From your local computer connected to the
Internet, type:

anonymous

Note: If your local computer is a Digital
Equipment VAX running VMS, you may need
to type:

"anonymnous"

3. Enter your logon id at the password prompt
and wait for the ftp> prompt.

If you're examining does for the first time,
you may obtain a README file with a list of
the documentation categories (subdirectories)
currently available by typing:

cd does
get README
quit

You can read the README file using your
own system tools.

If you already know the subdirectory you
want, you can use the dir (or Is) command
within directories to list the contents.

4. To transfer a file to your present working
directory on your local computer, change
directories to the desired subdirectory of does
and use the get command. For example:

cd cray
get filename

where filename is the name of the file you
want to transfer.

ftp ftp.ucar.edu

or

ftp 128.117.64.4
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Caution: If your local computer already has a
file with a name identical to the one you want
to transfer, your existing file will be replaced
with the new file. To give a file a new name
on your local computer, type:

5. To terminate the anonymous FTP session,
type:

quit

get filename newfilename
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This photo of the Waipi'o Valley Lookout was taken by Ginger Hein during the Hawaiian Rainband Project
(HaRP). After more than 25 years serving as staff photographer, Ginger has taken another position at
NCAR. SCD thanks her for providing many newsletter photos.
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Trademarks: CRAY, SSD, CRAY Y-MP, and UNICOS are registered trademarks of Cray
Research, Inc. * CFT, CFT77, COS, SEGLDR, Autotasking, and CRAY X-MP are trademarks of
Cray Research, Inc. * IBM and RISC System/6000 are registered trademarks of International
Business Machines Corp. * AIX is a trademark of International Business Machines Corp. * DEC,
VAX, VMS, and DECstation are trademarks of Digital Equipment Corp. * EXABYTE is a
registered trademark of Exabyte Corp. * Macintosh is a trademark of Macintosh Laboratories,
Inc. * X Window System is a trademark of the Massachusetts Institute of Technology * PostScript
is a registered trademark of Adobe Systems, Inc. * UNIX is a registered trademark of UNIX
System Laboratories, Inc. * Sun Workstation is a registered trademark of Sun Microsystems, Inc.
* Sun, SunOS, Sun-3, Sun-4, SPARC, and SPARCstation are trademarks of Sun Microsystems,
Inc. * ANSI is a trademark of American National Standards Institute, Inc. * Motif is a trademark
of Open Software Foundation * FORTRAN-lint is a registered trademark of IPT Corp. *
Connection Machine is a registered trademark of Thinking Machines Corp. * CM-2 and CM-5 are
trademarks of Thinking Machines Corp. * Auspex and NS 5000 are trademarks of Auspex
Systems, Inc. * Copyrights: NCAR Graphics is copyrighted software of the University
Corporation for Atmospheric Research. Note: Reference to a company or product name does not
imply approval or recommendation of that company or product to the exclusion of others.

Change of address form

Q Add to mailing list [] Delete from mailing list ] Change existing entry

Name:

New address:

User number Phone number

Send to: User Information, Scientific Computing Division, NCAR, P.O. Box 3000,
Boulder, CO 80307-3000. Or include the above information in e-mail addressed to
sylvia@ncar.ucar.edu on the Internet.



SCD SERVICES DIRECTORY
Phone

Contact (303) E-mail

General Information
SCD Consulting Office Consultant on Duty 497-1278 consultl
SCD Visitor/User Information 497-1225 scdinfo
SCD Course Enrollment 497-1225 scdinfo
Graphics Software Purchase Information 497-1201 scdinfo
Data Communications/Networking Marla Meehl 497-1301 maria
Research Data Archive Access Data Support 497-1219 datahelp
Project & User Number Assignment Rosemary Mitchell 497-1235 rosemary
Computing Resource Applications JoAn Knudson 497-1207 knudson
SCD Computing News Editor Lynda Lester 497-1285 lester
NCAR Switchboard 497-1000

Operations Information
Computer Operations Bob Niffenegger 497-1240 niff
Machine Room Operations Supervisor 497-1200 opns
Graphics Operations Andy Robertson 497-1241/42 andy
Tape Librarian Sue Jensen 497-1245 sue
Output Mailing Mary Buck 497-1232 docorder

Documentation
SCD Documentation Information 497-1225 sedinfo
SCD Documentation Orders Mary Buck 497-1232 docorder

Sending Electronic Mail to NCAR Staff

Use the addresses in the e-mail column above and the appropriate network information below to send
e-mail to SCD staff:

* Internet address: name@ncar.ucar.edu (IP node 128.117.64.4)
* BrITNET users: Use the BITNET address name@ncario. Please consult your system administrator

for the exact syntax.
* SPAN address: NSFGW::"name@ncar.ucar.edu" (DECNET node 9580 or 9.364)
* Telemail/OMNET address: name@ncar.ucar.edu (for the Internet address)

For further information on e-mail, please see the UserDoc "Using the NCAR E-mail System."
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