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ABSTRACT

Ensembles of numerical weather prediction (NWP) model predictions are used for a variety of forecasting

applications. Such ensembles quantify the uncertainty of the prediction because the spread in the ensemble

predictions is correlated to forecast uncertainty. For atmospheric transport and dispersion and wind energy

applications in particular, the NWP ensemble spread should accurately represent uncertainty in the low-level

mean wind. To adequately sample the probability density function (PDF) of the forecast atmospheric state, it

is necessary to account for several sources of uncertainty. Limited computational resources constrain the size

of ensembles, so choices must be made about which members to include. No known objective methodology

exists to guide users in choosing which combinations of physics parameterizations to include in an NWP

ensemble, however. This study presents such a methodology.

The authors build an NWP ensemble using the Advanced Research Weather Research and Forecasting

Model (ARW-WRF). This 24-member ensemble varies physics parameterizations for 18 randomly selected

48-h forecast periods in boreal summer 2009. Verification focuses on 2-m temperature and 10-m wind

components at forecast lead times from 12 to 48 h. Various statistical guidance methods are employed for

down-selection, calibration, and verification of the ensemble forecasts. The ensemble down-selection is ac-

complished with principal component analysis. The ensemble PDF is then statistically dressed, or calibrated,

using Bayesian model averaging. The postprocessing techniques presented here result in a recommended

down-selected ensemble that is about half the size of the original ensemble yet produces similar forecast

performance, and still includes critical diversity in several types of physics schemes.

* The National Center for Atmospheric Research is sponsored by the National Science Foundation.
1 Current affiliation: Department of Meteorology, Naval Postgraduate School, Monterey, California.

Corresponding author address: Sue Ellen Haupt, National Center for Atmospheric Research, Research Applications Laboratory, P.O. Box

3000, Boulder, CO 80307-3000.

E-mail: haupt@ucar.edu

2270 M O N T H L Y W E A T H E R R E V I E W VOLUME 140

DOI: 10.1175/MWR-D-11-00065.1

� 2012 American Meteorological Society



1. Introduction

There are inherent limitations to forecasting a single

realization of the future state of the atmosphere due to

its chaotic nature. While numerical weather prediction

(NWP) models have become more sophisticated in re-

cent years and better represent and predict the atmo-

spheric state, they are still limited because of imperfect

model numerics, imperfect parameterizations of unre-

solved physical processes, and interpolations of input

data that are sparsely located compared to current

model grid resolutions. In recognition of these difficul-

ties, contemporary NWP uses ensembles of simulations.

To account for known sources of model and analysis

errors, members in these ensembles often differ by im-

posed initial conditions (ICs), lateral and lower bound-

ary conditions (LBCs), model physics parameterization

schemes, and even the choice of NWP modeling system.

While the relationship between ensemble spread and

forecast error is not strictly linear, Grimit and Mass

(2007) state that with larger ensemble spread, there is a

greater probability of the forecast errors being larger,

and vice versa.

There are both inherent and practical limitations to

ensemble forecasting as well. The first limitation is that

NWP ensembles are computationally expensive to run.

When faced with limited computing resources, trade-

offs must be made when configuring the ensemble. How

fine can the horizontal and vertical resolution be? How

many members can there be in the ensemble? How big

can the forecast domain be, and should it be nested in

a larger and coarser outer domain? How long can the

forecast duration be? All of these considerations are

important, but they all compete for the same limited

resources.

A second limitation is that ensemble forecast systems

tend to be underdispersive; in other words, the ensemble

variance does not represent the full range of typical

forecast errors and thus requires calibration (Raftery

et al. 2005). If an ensemble is perfectly calibrated, then

the ensemble variance and ensemble-mean error vari-

ance will have a 1:1 ratio (e.g., Grimit and Mass 2007;

Kolczynski et al. 2009, 2011). In other words, if a mete-

orological ensemble is underdispersive, then the fore-

cast uncertainty cannot be properly diagnosed from the

ensemble spread. Kolczynski et al. (2011) show, using

a stochastic ensemble, that even perfectly constructed

ensembles with fewer than hundreds of members will be

underdispersive. Unfortunately, given current comput-

ing resources at most institutions, including operational

centers, it is not practical to run an NWP ensemble with

hundreds of members; therefore, steps must be taken to

calibrate ensembles before forecast uncertainty can be

properly assessed. In addition to these practical diffi-

culties, deficiencies in ensemble construction could ne-

cessitate calibration no matter how many members are

used. Ensemble calibration is typically accomplished by

postprocessing the ensemble, which can be viewed as

a form of ensemble forecast ‘‘dressing,’’ in which the

error distribution of the ensemble is modified (dressed)

with statistical estimates of the true error distribution

(Roulston and Smith 2003).

There are many applications for which NWP ensem-

ble forecasting is useful. One of these applications is at-

mospheric transport and dispersion (AT&D) forecasting,

as AT&D models such as the Second-Order Closure In-

tegrated Puff (SCIPUFF) model (Sykes et al. 2004) are

often driven by NWP ensemble model output and statis-

tics, including wind variances, wind covariances, and

a decorrelation length scale derived from the ensemble

(e.g., Warner et al. 2002; Lee et al. 2009). Another appli-

cation is wind power forecasting where uncertainty met-

rics are needed (Delle Monache et al. 2011; Liu et al.

2011). For instance, to obtain appropriate spread in con-

centration predictions from AT&D models there should

be good spread in low-level wind direction and atmo-

spheric boundary layer (ABL) depth, as these are two of

the most important parameters affecting uncertainty in

AT&D predictions (Lewellen and Sykes 1989). By ‘‘good

spread’’ we mean an ensemble variance that provides

a calibrated, reliable, and sharp forecast probability den-

sity function (PDF) (Eckel and Mass 2005). In this study

we focus on obtaining good spread for ABL and low-level

wind forecasts. Therefore, when evaluating the perfor-

mance of ensemble configurations for low-level wind

prediction, we verify against observations of 10-m winds

and 2-m temperature. For other applications other pa-

rameters may be important.

It is not clear a priori how best to configure a useful

ensemble for AT&D or wind energy applications, or if

that particular configuration would be the most useful

for other applications, such as quantitative precipitation

forecasting. Therefore, some testing is necessary. There

are a large number of possible choices of IC, LBC, and

physics perturbations that can be included in an NWP

ensemble for any given application. The primary aim of

this study is to propose an objective methodology to ‘‘down-

select,’’ or determine which subset of members should be

included in an ensemble, assuming that it is impractical

to include all the members, and then to determine if

calibrating (dressing) the PDF with Bayesian model

averaging provides an appropriately dispersed ensem-

ble. Details about our ensemble and the verification data

that we use are discussed in section 2.

Naturally, down-selection may alter the ensemble

mean often used as the ‘‘best guess’’ forecast, as well as
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exacerbate the calibration problem. These issues result

both because we will have fewer members and because,

by preferentially choosing specific members, we further

alter the original PDF of the ensemble. Therefore, for

down-selection to be successful, we need to employ post-

processing methods that will help maintain an accurate

best guess, and ideally calibrate the ensemble variance as

well.

The first postprocessing method used is principal com-

ponent analysis (PCA). In this study PCA is our primary

method for defining candidate down-selected ensemble

subsets. We discuss PCA further in section 3. The en-

semble calibration method we use in this study is

Bayesian model averaging (BMA). BMA is a statistical

postprocessing method introduced to the atmospheric

sciences by Raftery et al. (2003, 2005) and is used to

correct for the underdispersive, and thus uncalibrated,

nature of forecast ensembles. We discuss our BMA ap-

plication in section 4 of this paper. Verification results

demonstrating the performance of the down-selection and

the calibration, as well as a comparison of the PCA down-

selection to a random down-selection, are included in

section 5. Finally, section 6 includes an overall summary of

the study and lists avenues for future research.

2. Data

a. Ensemble configuration

There are various approaches to ensemble initiali-

zation and configuration that are documented in the

literature for limited-area ensembles. Each approach

attempts to account for forecast uncertainty from vari-

ous sources, including initial conditions, lateral bound-

ary conditions, physical parameterizations, and model

numerics. Even a brief survey of the literature reveals

that there is currently no agreed-upon best strategy for

configuring limited-area ensembles (e.g., Houtekamer

et al. 1996; Stensrud et al. 2000; Warner et al. 2002; Eckel

and Mass 2005; Fujita et al. 2007; Jones et al. 2007;

Bowler et al. 2008; Clark et al. 2008; Du et al. 2009;

Hacker et al. 2011).

While we recognize the likely importance of IC–LBC

perturbations even in short-range mesoscale NWP, we

choose to test our down-selection methodology on a

physics ensemble. One reason is that if we were to down-

select from a mixed IC–LBC-physics ensemble, then

the results of that down-selection would be difficult to

interpret physically. Our goal in outlining this down-

selection method is to determine which physics mem-

bers are most useful to include in a separate, longer-term

ensemble that likely would include IC–LBC variability

as well. Additionally, if we were to not vary the physics,

and use only an IC–LBC random perturbation method

that results in equally likely perturbations, then those

members would be exchangeable and statistically in-

distinguishable (Fraley et al. 2010). Therefore, by re-

moving the random signal of IC–LBC perturbations we

expect to obtain clearer and more meaningful results.

Our 24-member physics ensemble is created with ver-

sion 3.2 of the Advanced Research Weather Research

and Forecasting Model (ARW-WRF; Skamarock et al.

2008). The microphysics and atmospheric radiation

schemes (both longwave and shortwave) are the same

for each ensemble member, but the land surface, surface

layer, boundary layer, and cumulus scheme configura-

tion varies for each member, as detailed in Table 1.

There are 45 full vertical levels in each simulation, with

the lowest full level at 24 m AGL, 9 full levels below

500 m AGL, 16 full levels below 1 km AGL, and 24 full

levels below 2 km AGL. The model top is at 50 hPa.

Such high vertical resolution in the lowest portions of

the troposphere is chosen because this study focuses on

processes occurring in the ABL. Two model domains are

used. The coarse domain uses a horizontal grid spacing of

36 km and a time step of 180 s, while the nested domain

uses 12-km grid spacing and a 60-s time step. The coarse

domain encompasses the continental United States

(CONUS), and the nested domain covers the Great

Lakes, Ohio Valley, mid-Atlantic, and Northeast, as

shown in Fig. 1. References and details for all the pa-

rameterization schemes are contained in Skamarock et al.

(2008). It should also be noted that in this ensemble we

used a slightly modified version of the Mellor–Yamada–

Janjic (MYJ) ABL scheme. In this modified MYJ scheme

the ABL depth diagnosis method is changed, and the

background turbulent kinetic energy (TKE) is modified

from 0.10 to 0.01 J kg21.

For each month of June–August 2009, six forecast

periods are randomly chosen, with three being initialized

at 0000 UTC and three being initialized at 1200 UTC,

to avoid biasing our results with the diurnal cycle. In

total there are 18 forecast times chosen for this summer

evaluation period, with a forecast period of 48 h in all

cases. No data assimilation is used during the model in-

tegration for this study because we desire to simulate a

forecasting system, rather than a hindcasting system.

The LBCs for all 24 members in this study come from

the 0.58 3 0.58 resolution Global Forecast System (GFS)

forecast cycles initialized at each of the randomly chosen

forecast times.

For the ICs the 0-h GFS analysis is blended with

standard World Meteorological Organization (WMO)

observations to provide a more accurate initial state.

This blending is accomplished with the Obsgrid objec-

tive analysis software that is part of the WRF modeling
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system and developed by the National Center for At-

mospheric Research (NCAR) (NCAR 2011, ch. 7). The

objective analysis technique we use in Obsgrid is the

Cressman scheme, which assigns a distance-weighted

radius of influence to each observation (Cressman 1959).

This radius of influence is also flow-dependent (i.e., not

a simple circular radius of influence). With each suc-

cessive scan that modifies the first-guess field in Obsgrid

with the Cressman scheme, the observations are given

lower weights (NCAR 2011).

b. Verification and quality control

To verify our WRF ensemble forecasts, we use stan-

dard WMO observations. These observations are quality-

controlled against the WRF Preprocessing System

(WPS)-interpolated GFS analysis fields, using the Obsgrid

software described above. We implement some additional

quality control checks, including rejecting any surface

observations with a reported elevation higher than 600

hPa, and rejecting surface observations where the reported

elevation differed from the model terrain by more than 200

m. We find that blending observations into the initial

conditions with Obsgrid improved our verification scores.

Of the 18 forecasts created for the summer evaluation

period, six are randomly chosen to be set aside for ver-

ification purposes. The remaining 12 forecasts are used

as training data for both the down-selection process and

for calibration purposes. Table 2 lists which forecast

periods are used for the training period and which are

used for the verification period. It would of course be

preferable to train on more than 12 forecast periods,

such as the 25 forecasts on which Raftery et al. (2005)

train BMA for the ensemble they use in their study, but

TABLE 1. Physics parameterizations for the ARW-WRF ensemble members used in this study. WSM 5-class: WRF Single-Moment

5-Class; RRTMG: Rapid Radiative Transfer Model; MM5: fifth-generation Pennsylvania State University–NCAR Mesoscale Model; and

ACM2: asymmetric convective model, version 2.

Member Microphysics

Longwave

radiation

Shortwave

radiation

Land

surface

Surface

layer

Boundary

layer Cumulus

01 WSM 5-class RRTMG RRTMG Thermal diffusivity MM5 similarity YSU Kain–Fritsch

02 WSM 5-class RRTMG RRTMG Thermal diffusivity MM5 similarity YSU Grell–Devenyi

03 WSM 5-class RRTMG RRTMG Noah MM5 similarity YSU Kain–Fritsch

04 WSM 5-class RRTMG RRTMG Noah MM5 similarity YSU Grell–Devenyi

05 WSM 5-class RRTMG RRTMG RUC MM5 similarity YSU Kain–Fritsch

06 WSM 5-class RRTMG RRTMG RUC MM5 similarity YSU Grell–Devenyi

07 WSM 5-class RRTMG RRTMG Pleim–Xu MM5 similarity YSU Kain–Fritsch

08 WSM 5-class RRTMG RRTMG Pleim–Xu MM5 similarity YSU Grell–Devenyi

09 WSM 5-class RRTMG RRTMG Thermal diffusivity Eta similarity MYJ Kain–Fritsch

10 WSM 5-class RRTMG RRTMG Thermal diffusivity Eta similarity MYJ Grell–Devenyi

11 WSM 5-class RRTMG RRTMG Noah Eta similarity MYJ Kain–Fritsch

12 WSM 5-class RRTMG RRTMG Noah Eta similarity MYJ Grell–Devenyi

13 WSM 5-class RRTMG RRTMG RUC Eta similarity MYJ Kain–Fritsch

14 WSM 5-class RRTMG RRTMG RUC Eta similarity MYJ Grell–Devenyi

15 WSM 5-class RRTMG RRTMG Pleim–Xu Eta similarity MYJ Kain–Fritsch

16 WSM 5-class RRTMG RRTMG Pleim–Xu Eta similarity MYJ Grell–Devenyi

17 WSM 5-class RRTMG RRTMG Thermal diffusivity Pleim–Xu ACM2 Kain–Fritsch

18 WSM 5-class RRTMG RRTMG Thermal diffusivity Pleim–Xu ACM2 Grell–Devenyi

19 WSM 5-class RRTMG RRTMG Noah Pleim–Xu ACM2 Kain–Fritsch

20 WSM 5-class RRTMG RRTMG Noah Pleim–Xu ACM2 Grell–Devenyi

21 WSM 5-class RRTMG RRTMG RUC Pleim–Xu ACM2 Kain–Fritsch

22 WSM 5-class RRTMG RRTMG RUC Pleim–Xu ACM2 Grell–Devenyi

23 WSM 5-class RRTMG RRTMG Pleim–Xu Pleim–Xu ACM2 Kain–Fritsch

24 WSM 5-class RRTMG RRTMG Pleim–Xu Pleim–Xu ACM2 Grell–Devenyi

FIG. 1. Geographical domains used by the ARW-WRF ensem-

ble. The outer domain has a 36-km horizontal resolution, and the

inner domain (thick black) has a 12-km horizontal resolution.
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our main aim in this preliminary study is to propose and

demonstrate a new ensemble down-selection methodol-

ogy. Raftery et al. (2005) also note that the best length of

a training period for BMA likely changes for different

variables, regions, and ensemble configurations. In a

future study we plan to explore the impact of longer

training periods on the effectiveness of down-selection

and calibration.

Three different diagnosed quantities are used for ver-

ification: 10-m AGL zonal wind (u), 10-m AGL meridi-

onal (y) wind, and 2-m AGL temperature (T).

We measure the performance of the calibrated en-

semble of both a deterministic forecast and a probabi-

listic forecast. Here we consider root-mean-square error

(RMSE) as our primary deterministic measure and con-

tinuous rank probability score (CRPS) as our primary

probabilistic measure. The RMSE, which assesses accu-

racy, is defined as

RMSE 5

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

N
�
N

i51

(fi 2 oi)
2

s
, (1)

where o is the value of observation i, f is the forecast value

at the time and location of observation i, and N is the total

number of observations. The CRPS, which assesses both

accuracy and sharpness, is defined as (Wilks 2006)

CRPS 5
1

N
�
N

i51

ð‘

2‘

[pi
f (x) 2 po

i (x)]2,

po
i (x) 5

0 x , oi

1 x $ oi

,

�
(2)

where pi
f (x) is the forecast cumulative probability of the

forecast variable being #x at the time and location of

observation i and all other variables are as before. The

CDF of the observation, po
i x)ð , is a step function that

increases from 0 to 1 at the observation. Both the RMSE

and CRPS are negatively oriented, with zero being a

perfect score. Some ensemble forecast studies in the lit-

erature report an RMSE of approximately 2.0–4.0 K and

a CRPS of 1.0–2.0 for surface temperature, and an RMSE

of about 1.5–2.5 m s21 and a CRPS of 1.0–3.0 for surface

wind speed (e.g., Gneiting et al. 2005, 2006; Kann et al.

2009; Fraley et al. 2010; Sloughter et al. 2010). Our results

compare favorably to these previously reported values

(section 5).

Rank histograms are another verification tool we use to

assess the dispersion of the ensemble forecasts. For an

ensemble containing nens members, verification rank his-

tograms are created by binning each verifying observation

within the nens 1 1 member distribution. These histograms

are frequently used to diagnose the bias and dispersion of

ensembles, and ensembles that exhibit no biases and are

neither underdispersive nor overdispersive have rank

histograms that are approximately flat (Wilks 2006). We

say ‘‘approximately flat’’ because recent research in-

dicates that even a perfect ensemble with fewer than

several hundred members will be slightly underdispersive

at best (Kolczynski et al. 2011). We also use the contin-

uous analog of the verification rank histogram, which is

the probability integral transform (PIT) histogram. PIT

histograms are defined by evenly spacing the bins

throughout the forecast distribution (Raftery et al. 2005).

3. Ensemble member down-selection

a. Principal component analysis

The goal of our ensemble down-selection technique is to

remove redundant members and retain the members that

contribute to the forecast accuracy and spread. Stated an-

other way, we want to retain just enough ensemble mem-

bers to span the uncertainty space. This goal arises both

because computational resources are generally too limited

to allow for very large ensembles, and because ensembles

are most useful when each member samples a different

portion of the actual PDF of the atmospheric state.

To accomplish this down-selection, we utilize princi-

pal component analysis (Jolliffe 2002; Wilks 2006;

Witten and Frank 2005). PCA is a useful mathematical

technique that reduces the dimensionality of a dataset x

that is comprised of K variables xk. PCA accomplishes

this reduction by defining a new set of N variables, where

N , K. If there are substantial correlations (i.e., re-

dundant information) among the variables of the original

dataset, then N ,, K. These new variables are called

principal components (PCs) and are a linear combination

of the variables from the original dataset and account for

the greatest possible amount of the variance from the

original dataset. Each of the N PCs is defined by the ei-

genvectors en of the covariance matrix of x (Wilks 2006):

PCn 5 eT
n x 5 �

K

k51

eknxk, n 5 1, . . . , N. (3)

Thus, the principal components are the eigenvectors

ordered so that the first PC (PC1) accounts for the

TABLE 2. Randomly chosen forecast initialization times (yyyy–

mm–dd_hh UTC) for the training set (italics) and verification set

(bold).

2009–06–06_12 2009–07–11_00 2009–08–01_12

2009–06–07_00 2009–07–19_12 2009–08–06_12

2009–06–16_00 2009–07–22_12 2009–08–15_00

2009–06–17_00 2009–07–23_00 2009–08–17_00

2009–06–23_12 2009–07–27_12 2009–08–18_00

2009–06–29_12 2009–07–31_00 2009–08–28_12
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largest variance in the original dataset. The eigenvalue,

e1, represents that variance. Subsequent PCs (PC2, PC3,

etc.) account for the largest remaining variance in the

original dataset, subject to the condition that they are

orthogonal to all previous PCs that have been defined.

Our motivation for using PCA is that the PCs are in-

herently constructed to contain the largest amount of

variance in the first N PCs. Thus, by selecting those PCs

that account for a given amount of the variance, we are

maximizing the variance explained by our chosen number

of degrees of freedom, as represented here by the en-

semble members. This implies that we are spanning our

solution space with the smallest possible number of vec-

tors to explain a chosen amount of the variance.

We use the freely available software program

RapidMiner to perform the PCA in this study (Mierswa

et al. 2006; http://www.rapid-i.com). A process for per-

forming PCA is included with the RapidMiner distri-

bution, along with processes for many other statistical

postprocessing and data mining techniques. This makes

RapidMiner a reasonable choice of software for our

purposes.

The original dataset x on which we perform PCA is the

forecast errors (forecast minus observation) of the en-

semble, with x1, . . . , x24 representing the forecast errors

for each of our 24 ensemble members at every observa-

tion location over the course of the training period. Each

PC therefore reveals which ensemble members contrib-

ute most to the error variance in each of our dataset’s 24

dimensions. We perform univariate PCA at each forecast

lead time separately to isolate which members contribute

most to the variability for each forecast variable at each

lead time. We leave the comparison of down-selection via

univariate PCA versus multivariate PCA for future work.

We then truncate the set of PCs so that the first several

PCs that represent 95% of the variability of the data are

used to represent the dataset for each forecast variable

and lead time (Jolliffe 2002). Figure 2 shows a plot of the

cumulative error variance for our PCs and where we

truncate to maintain 95% of the error variance, shown as

a dashed line for 2-m temperature at a forecast lead time

of 24 h. The dotted line in Fig. 2 indicates where we

truncate to maintain 90% of the cumulative error vari-

ance, used as an alternate threshold.

For the three different weather variables we verify

against—10-m zonal (u) wind, 10-m meridional (y) wind,

and 2-m temperature (T), each at four different forecast

lead times, 12, 24, 36, and 48 h—PCA identifies between

four and seven PCs that account for 95% of the vari-

ability during the training period. After determining the

appropriate number of PCs for each variable at each

lead time, the next step is to determine which ensemble

member contributed most to each of those highest

ranking PCs. Recall from the discussion above that each

PC is a linear combination of all the variables of the da-

taset, and that in this case, the ensemble members are the

dataset variables. Each member therefore has its own

weight for each PC. The ensemble member with the

highest weight for a given PC is termed the top contributor

to that PC.

The number of times each ensemble member is the

top contributor to each of the highest ranking PCs is

tallied. Four different subsets of ensemble members are

defined: subset A, containing every ensemble member

that was the top contributor at least once to the PCs that

as a group account for 95% of cumulative forecast vari-

ability; subset B, containing every ensemble member that

was the top contributor at least once to the PCs that each

account for at least 2.0% of forecast variability; subset C,

containing every ensemble member that was the top

contributor at least once to the PCs that as a group ac-

count for 90% of cumulative forecast variability; and

subset D, containing only the ensemble members that

were most frequently the top contributor to the PCs that

account for 95% of cumulative forecast variability (subset

D is therefore a subset of subset A). Details of which

ensemble members are included in each candidate subset

for the nested 12-km domain are listed in Table 3. The

size and membership of each subset is unique to this

particular domain configuration; the PCA method selects

a different set and number of members for the 36-km

domain, both over the full domain and the 12-km sub-

domain. Thus, ensemble performance depends upon both

the specific region covered and the resolution of the

simulations, indicating that the PCA method would need

to be performed anew if we changed the setup of the

FIG. 2. Plot of the cumulative error variance accounted for by the

principal components for the 24-h 2-m AGL temperature forecasts.

The dashed line indicates the 95% truncation level used by subsets

A and D, and the dotted line indicates the 90% truncation level

used by subset C.
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ensemble or the forecast domain, or if other users choose

to apply this down-selection method to other ensemble

modeling systems.

There are a couple potential caveats with the PCA

down-selection method. By performing the PCA in

observation space there is no guarantee that the down-

selected ensemble is the best choice over the entire do-

main. It should also be noted that it is possible that some

user needs will not be satisfied by a smaller ensemble size

if extreme scenarios are desired.

b. Correlation analysis

When down-selecting to a subset of ensemble mem-

bers, it is desirable to exclude members that provide re-

dundant information. One method that can shed light on

whether certain members are providing redundant in-

formation is correlation analysis. We choose to correlate

the forecast errors for each ensemble member. This

process additionally allows us to interpret which physics

schemes provide the most variability in the ensemble.

We compute correlations of the errors between all

ensemble members for each forecast parameter at each

forecast lead time. Error correlations for 24-h forecasts

of 2-m temperature and 10-m zonal wind are shown in

Figs. 3 and 4 , respectively. The tables are symmetric, so

half of each table is color-coded as a visual aid, with

warmer colors highlighting stronger correlations and

cooler colors highlighting weaker correlations between

the forecast errors in the ensemble members. The results

discussed below are for the 12-km domain, but results are

similar for both the same area with 36-km resolution and

for the full 36-km domain. This observation provides us

with greater confidence when attributing physical expla-

nations to our results.

Some interesting patterns appear in the error corre-

lations. For 2-m temperature forecasts, error correla-

tions tend to be grouped according to which land surface

model was used for each member (Fig. 3). For all mem-

bers, the highest correlations are with all other members

that share the same land surface scheme (see Table 1

for the physics configuration used for each ensemble

member). The next-highest correlations are between

pairs of land surface models. Members that used the

thermal diffusion land surface scheme and the Pleim–Xu

land surface model had highly correlated errors. The

same is true for members that used the Noah and Rapid

Update Cycle (RUC) land surface models, although

those correlations are slightly weaker. The weakest cor-

relations are between members that used either the Noah

or RUC land surface models and those that use either the

thermal diffusion or Pleim–Xu land surface schemes.

These results indicate that the choice of land surface

scheme has a substantial impact on 2-m temperature

forecasts. This observation is due to the fact that different

land surface models represent surface energy and mois-

ture fluxes differently. This impacts surface temperature

because processes in the surface layer are dominated by

interactions with the land surface (Wyngaard 2010).

Another pattern worth noting from Fig. 3 is that corre-

lations are also quite high between members that only

vary the cumulus scheme. This is not an entirely surpris-

ing result, as the cumulus scheme only has an indirect

effect on the model surface temperature by producing

precipitation and downdrafts. Thus, to achieve greater

variability in 2-m temperature forecasts, ensembles

should contain diversity in land surface schemes.

For 10-m wind forecasts, error correlations tend to be

grouped according to the choice of boundary layer

scheme (Fig. 4). Correlations are generally strongest be-

tween members that share the same boundary layer

scheme, and especially between members that share both

the same boundary layer and cumulus schemes. This re-

sult indicates that the choice of ABL scheme, and the

cumulus scheme to a lesser extent, has a substantial im-

pact on 10-m wind forecasts. This is due to the fact that

the ABL schemes differ in how they model the dynamics

and structure of the ABL. The cumulus scheme appears

to have a secondary effect on 10-m wind forecast error

correlations because low-level model winds are generally

only affected by the cumulus scheme in regions where the

model produces precipitation. Thus, to achieve greater

variability in 10-m wind forecasts, ensembles should

contain diversity in boundary layer schemes and, some-

what less importantly, cumulus schemes.

It is not sufficient to vary only one type of physics

parameterization for a forecast application that requires

an approximation of the uncertainty in both the dynamic

and thermodynamic structure of the ABL. Our error

correlation analysis demonstrates that variability in cer-

tain physical parameterizations affects forecast variables

to varying degrees. For instance, the land surface scheme

has a greater impact on 2-m temperature forecasts, and

the boundary layer and cumulus schemes have a greater

impact on 10-m wind forecasts.

TABLE 3. Summary of which members were included in each

candidate ensemble subset for the 12-km domain. See text for

description of how each subset was defined.

Subset

No.

members Ensemble members

A 20 01, 02, 03, 04, 05, 06, 08, 09, 10, 12, 13,

14, 16, 17, 18, 19, 20, 22, 23, 24

B 14 01, 03, 05, 06, 08, 13, 14, 16, 18, 19,

20, 22, 23, 24

C 12 01, 03, 05, 06, 13, 14, 16, 19, 20, 22, 23, 24

D 5 05, 06, 13, 14, 22
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Error correlation matrices like Figs. 3 and 4 can be

used to perform ensemble down-selection. In this study,

however, we use the error correlation matrices merely as

evidence that our down-selected ensemble should con-

tain a variety of physics schemes in order to span the

uncertainty space and to interpret the importance of

some of these factors.

4. Ensemble calibration

Once we have down-selected to a smaller number of

ensemble members, we must ‘‘dress’’ the ensemble to

statistically approximate the PDF of the forecast distri-

bution (Roulston and Smith 2003). Our dressing, or

calibration, technique is Bayesian model averaging

(Raftery et al. (2003). BMA improves ensemble fore-

casts by estimating the best weights and parameters for

each ensemble member to make a smooth PDF. Weights

and parameters are trained to best match the observa-

tions during some training period, and are then applied

to future forecasts to create a full PDF of the ensemble

forecast. We choose to use BMA as our calibration

technique because it is becoming a widely used tech-

nique that performs well (e.g., Raftery et al. 2005; Bao

et al. 2010; Fraley et al. 2010; Sloughter et al. 2010).

A first step in BMA determines the functional form of

the posterior distributions of the ensemble. For tem-

perature, we use a normal distribution, as in Raftery

et al. (2005). For vector quantities selecting the distri-

bution is more difficult because the vectors are described

by two (or more) different scalar quantities that are

related. Here we define the horizontal wind in terms of

zonal (u) and meridional (y) components using a normal

distribution. We make the assumption that the obser-

vational errors of wind components are normally dis-

tributed because it is an adequate assumption for many

variables (e.g., Seidman 1981; Houtekamer 1993; Dee

and da Silva 1999). Other studies use an alternate ap-

proach of decomposing wind into speed and direction

and apply BMA to speed (Sloughter et al. 2010) or

FIG. 3. Error correlations between every ensemble member for 24-h forecasts of 2-m temperature on the 12-km domain. Warm colors (red

and orange) denote stronger correlations, and cool colors (yellow and green) denote weaker correlations.
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direction (Bao et al. 2010) using other distributions. It is

not yet clear if one method is superior to the other.

While earlier studies using BMA have focused on

calibrating for specific forecast locations independently,

we choose to calibrate on all locations simultaneously.

This is important for our future applications, as we in-

tend to apply BMA over an entire forecast region for

insertion into an AT&D model or other grid applications,

rather than forecasting at specific point locations. BMA

has also been used to calibrate forecast fields across an

entire model grid, rather than calibrating only at indi-

vidual observation locations (Berrocal et al. 2007).

In our BMA package we develop and use, each of the

three variables (2-m AGL T, 10-m AGL u, 10-m AGL y)

is calibrated independently. Each forecast lead time (12,

24, 36, and 48 h) is also calibrated separately. We apply

a bias correction for each variable and each lead time

during the training period by subtracting the average

value of each ensemble member’s forecast errors (i.e.,

forecast 2 observation) from that member’s forecasts.

For the 10-m wind components we did not apply any

threshold on calm wind points. In this study we only

perform univariate BMA. It is possible that this could re-

sult in calibrations of variables that destroy physical re-

lationships between them. We expect, however, that by

applying it over a region, we maintain greater spatial

consistency. In future studies we plan to explore multi-

variate BMA.

BMA ensemble member weights are calculated for

each forecast parameter and lead time during the training

period on the 12-km domain. BMA weights cannot be

directly interpreted as an indicator of model quality. The

members with higher weights often do perform better

over the training period, but some members may have

lower weights if they are highly correlated with some of

the other members but do not perform quite as well as

those other members (Raftery et al. 2005).

The optimal BMA weights for 2-m temperature

forecasts are displayed in a donut chart in Fig. 5. From

that figure we see that the ensemble members that use

the Noah land surface model generally have the highest

weights early in the forecast period, followed by members

FIG. 4. As in Fig. 3, but for 10-m zonal wind.
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that use the RUC land surface model. The members with

the smallest BMA weights use the thermal diffusion and

Pleim–Xu land surface schemes. As with the forecast er-

ror correlation results, this again indicates that the choice

of land surface scheme has a large impact on 2-m tem-

perature model predictions. Additionally, when com-

bined with the results from Fig. 3 that members with Noah

or RUC land surface models are more highly correlated

with each other than with members that use other land

surface models, these results imply that the Noah and

RUC land surface models yield better 2-m temperature

forecasts over the training period. It should also be noted

that these patterns are most prevalent for 12- and 24-h

forecasts, but the BMA weights tend to become more

even at 48-h lead time. We suspect that this behavior

arises from the increasing importance of LBC errors in-

filtrating the domain compared to uncertainty in land

surface models and surface layer schemes at later lead

times.

The optimal BMA weights for the 10-m zonal wind

forecasts are displayed in Fig. 6. The ensemble members

that use the ACM2 boundary layer scheme generally

have higher weights than those with the MYJ boundary

layer scheme. The members that use the Yonsei Uni-

versity (YSU) boundary layer scheme generally have

the lowest weights. Again, as with the forecast error cor-

relation results, this indicates that the choice of boundary

layer scheme has a substantial impact on model predic-

tions of 10-m winds.

5. Results

Rank histograms are used to evaluate the dispersion

of the ensemble. Figures 7a and 8a show verification rank

histograms for the 24-h forecasts of 2-m temperature and

10-m zonal wind for the equal-weighted ensemble, re-

spectively, and the ensemble is clearly underdispersive.

Figures 7b and 8b show PIT histograms for the 24-h

forecasts of 2-m temperature and 10-m zonal wind for the

BMA-weighted ensemble, respectively. By comparing

Fig. 7b with Fig. 7a, and Fig. 8b with Fig. 8a, it is clear that

the BMA-weighted ensemble is far less underdispersive.

In other words, the BMA calibration is successful and

improves the spread of the ensemble. It is possible that

the rank histograms would have been more uniform if

IC–LBC errors, potentially an important source of errors,

had been accounted for in this ensemble.

To assess the value of the calibration provided by BMA,

the equal-weighted and BMA-weighted ensembles on the

FIG. 5. Donut chart showing the BMA weights for each ensemble member for 2-m tem-

perature forecasts on the 12-km domain. The innermost ring is for 12-h forecasts, the second

ring for 24-h forecasts, the third ring for 36-h forecasts, and the outermost ring is for 48-h

forecasts.
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12-km domain are compared with the verification metrics

RMSE and CRPS over the verification period.

When comparing different measurements or calcula-

tions of a particular value, the statistical significance of

those differences should be evaluated whenever possi-

ble. When data populations are too small to calculate

significance, bootstrap resampling of the data is a com-

mon approach (Efron 1979; Wilks 2006). Therefore, as

a first attempt to ascertain whether our results are sta-

tistically significant, we compute RMSE and CRPS for

each observation location (averaged over the duration

of the verification period at each lead time for each

variable) and then perform 1000 bootstrap samples with

replacement on the verification metric populations to

obtain means and standard deviations of those pop-

ulations. For example, there are a total of 2148 valid

observations of 2-m temperature at the 48-h lead time

during the six-case verification period. An ensemble-

averaged RMSE and CRPS are calculated for each of

those observations. Bootstrapping allows us to ran-

domly construct 1000 populations of 2148 entries each

for both the RMSE and CRPS for 48-h forecasts of 2-m

temperature. The population mean RMSE and CRPS

are calculated for all 1000 bootstrapped populations of

those statistics, and the means and standard deviations

of those population means are then calculated and used

to evaluate statistical significance. This process is fol-

lowed for each variable and each lead time. The

statistical test we use is the two-sample Student’s t test

with unequal variances [Wilks 2006, Eq. (5.8)]. If a dif-

ference is shown to be significant under the assumption

of data independence, then further testing is necessary if

there are correlations in the data because the p values

will be overstated. Most of our results are significant

under the assumption of data independence.

Bootstrapping is only valid when the data being ex-

amined are independent, however. Meteorological data

such as temperature and wind generally exhibit sub-

stantial spatial and/or temporal correlations and thus are

not independent. One way to account for these corre-

lations is block bootstrapping, where geographic blocks

of data are bootstrapped instead of individual data points

(Hamill 1999; Wilks 2006). When evaluating the corre-

lation of precipitation forecast error over a continental-

sized domain, Hamill (1999) found significant spatial

correlations between the blocks even when the domain

was divided into just four large blocks. Our domain area

is even smaller than that of Hamill (1999), so we expect

that block bootstrapping would not be valid for this study.

Another approach is field significance testing, which

calculates the statistical significance of the difference

between any two potentially correlated fields (Livezey

and Chen 1983; Elmore et al. 2006). Computation of

field significance requires a moving blocks bootstrap of

time series data at each observation location. Consid-

ering that in this study each time series would only have

FIG. 6. As in Fig. 5, but for 10-m zonal wind forecasts.
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six data points (because there are only six forecast pe-

riods in our verification dataset), it is dubious to expect

that we would obtain meaningful results from a moving

blocks bootstrap. Therefore we choose not to perform

field significance testing in this study. We therefore

present a statistical significance analysis of our results

under the assumption of data independence, with the

important caveat that the p values that determine sig-

nificance are likely to be overstated.

To evaluate the performance of the ensemble as a

deterministic forecast, we use RMSE to compare a BMA-

weighted ensemble mean to the equally weighted en-

semble mean. For each forecast lead time and variable,

the bootstrap-mean RMSE for the BMA-weighted en-

semble is only slightly different from the bootstrap-mean

RMSE for the equal-weighted ensemble (see Fig. 9).

While these small differences are generally statistically

significant at the 95% confidence level assuming data

independence, they are not ‘‘practically significant,’’

meaning that the differences are so small that, practically

speaking, they are unimportant.

We use CRPS to evaluate the overall probabilistic

predictions of the ensemble, over the 12-km domain for

each forecast lead time and variable. The bootstrap-

mean CRPS values for the equal-weighted and BMA-

weighted ensembles are plotted in Fig. 10 for the full

ensemble and each of the four candidate subsets defined

by PCA (see Table 3). For all variables, lead times, and

ensemble sizes, the BMA-weighted ensembles have

bootstrap-mean CRPS values that are approximately 10%

lower (better) than for the corresponding equal-weighted

ensembles. The differences in CRPS are potentially

FIG. 7. Histograms for the 2-m temperature forecasts on the 12-km domain during the ver-

ification period: (a) Verification rank histogram for the equal-weighted ensemble and (b)

probability integral transform (PIT) histogram for the BMA-weighted ensemble. In both (a)

and (b), because the ensemble size is 24, each of the 25 bins would be at 0.04 if the histogram

were flat.

FIG. 8. As in Fig. 7, but for the 10-m zonal wind forecasts.
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significant, as they are highly significant under the as-

sumption of data independence.

The important question of how the PCA-defined

subsets perform relative to the full ensemble and to each

other is next addressed. To assess whether any of the

ensembles perform conclusively better than any other

ensemble, we require that the bootstrap-mean CRPS

values for at least 75% of the lead time–variable com-

binations exhibit a statistically significant improvement

(at the 95% confidence level and assuming data in-

dependence) in comparison to another ensemble. Using

our definition for conclusive improvement and exam-

ining the BMA-weighted ensembles, neither subset A

(20 members) nor subset B (14 members) is conclusively

different from the full ensemble (24 members). Subset C

(12 members) and subset D (5 members) are conclusively

worse than the full ensemble, however. Additionally,

subset B is conclusively better than subset C. Because of

these results, we conclude that subset B is the most useful

subset, since it is the smallest subset ensemble that is not

conclusively worse than the full ensemble. It is also not

surprising that the CRPS is significantly poorer for mini-

ensembles, because there are only a few forecast-specific

data contributing to the forecast ensemble PDF.

To assess how well the PCA down-selection method

compares to random down-selection, we choose 100

random subsets of 14 members each, the same ensemble

size as our subset B. We calculate the bootstrapped CRPS

for each forecast lead time and parameter combination in

the same way as above for each of the random subsets, for

both the equal-weighted ensembles and BMA-weighted

ensembles. CRPS values for PCA subset B and the ran-

dom subsets are then compared for statistically significant

differences, although we realize that the inherent as-

sumption of the CRPS data independence is not likely

met. Table 4 shows that for the equal-weighted ensemble

forecasts, the CRPS for PCA subset B is statistically sig-

nificantly better than the CRPS for the random subset

ensembles more frequently than the CRPS for subset B is

significantly worse than that for the random subsets. This

result is true for every lead time–variable combination

except 36-h y-wind forecasts. Furthermore, the CRPS for

subset B is significantly better than at least half of the

random subsets for all lead times of u-wind and temper-

ature forecasts, as well as 12-h y-wind forecasts. These

findings indicate that the PCA down-selection method

has some advantage over randomly down-selecting en-

semble members, particularly for forecasts of 10-m

u-wind and 2-m temperature. Interestingly, the advantage

that the PCA method has over the random method also

appears to become somewhat smaller after calibrating the

ensemble with BMA, as subset B does not outperform the

random subsets as frequently (as evaluated by CRPS).

While the PCA down-selection still adds value for u-wind

and temperature forecasts after BMA calibration, the

random subsets perform better than subset B more fre-

quently for y-wind forecasts at every lead time after BMA

calibration. The difference in performance of subset B

FIG. 9. RMSE over the 12-km domain during the verification period, for each forecast variable and lead

time, for the equal-weighted ensemble (unfilled) and BMA-weighted ensemble (filled).
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relative to random subsets between the equal-weighted

and BMA-weighted ensembles illustrates once again how

forecast performance is improved by dressing the en-

semble PDFs with BMA.

6. Discussion and conclusions

The main goal of this study is to propose an objective

methodology to ‘‘down-select’’ or determine which sub-

set of members should be included in an ensemble used

for forecasting applications for which short-range low-

level wind prediction is of primary importance. Then we

use Bayesian model averaging to ‘‘dress’’ the PDF. The

NWP dataset on which we demonstrate this proposed

methodology is a 24-member ARW-WRF physics en-

semble over 18 forecast periods during summer 2009. Our

down-selection methodology centers on using principal

component analysis to determine the ensemble members

whose forecast errors contribute most to variability in the

forecast. Using PCA, we define four candidate ensemble

subsets of various sizes, ranging from 5 to 20 members, for

the nested 12-km domain. Somewhat different candidate

subsets are defined using the 36-km domain.

To improve forecast dispersion by statistically dress-

ing the PDF, we then calibrate the full ensemble and

each subset ensemble using Bayesian model averaging.

The BMA-calibrated ensembles perform as well as or

better than the equal-weighted, uncalibrated ensemble

by several metrics that are computed over each forecast

lead time (12, 24, 36, and 48 h) and forecast variable

(2-m AGL temperature, 10-m AGL zonal wind compo-

nent, and 10-m meridional wind component). First, rank

histograms indicate that the BMA-weighted ensemble is

substantially less underdispersive than the equal-weighted

ensemble. Second, the bootstrap-mean RMSE for the

BMA-calibrated ensemble shows no change or a slight

improvement for the equal-weighted ensemble for most

lead time–variable combinations. Third, the bootstrap-

mean CRPS for the BMA-weighted ensemble show an

improvement of about 10% compared to the equal-

weighted ensemble. Therefore, we conclude that the

BMA calibration improves the quality of the ensemble

forecasts substantially.

Correlations of both forecast errors across the en-

semble and BMA weights for all the ensemble members

reveal that model predictions of 2-m temperature are

greatly influenced by the choice of land surface model,

and that model predictions of 10-m winds are greatly

influenced by the choice of boundary layer scheme, and

to a lesser extent by the choice of cumulus parameteri-

zation scheme. Therefore, we conclude that for any

subset to have sufficient variability in the structure and

FIG. 10. Cumulative ranked probability scores for each forecast lead time (12, 24, 36, and 48 h) and parameter [(left

to right) 10-m u and y, and 2-m T]. Unfilled bars correspond to equally weighted ensembles and filled bars correspond

to BMA-weighted ensembles. The black bars are for the full ensemble, purple for subset A, blue for subset B, green

for subset C, and red for subset D.
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dynamics of the ABL, it must include diversity in land

surface and boundary layer schemes and should also

have diversity in cumulus schemes.

Our final result addresses the relative performance of

the four PCA-determined candidate ensemble subsets.

Based on these results and the importance of including

a diversity of land surface, boundary layer, and cumulus

parameterization schemes, for this ensemble configura-

tion we recommend subset B as an ensemble for appli-

cations concerned with low-level wind forecasting.

Subset B contains a diversity of physics options and gives

forecasts of similar quality as the full ensemble for just

over half the computational cost (14 vs 24 members).

Subset B is also the smallest candidate subset for which

the CRPS values are not conclusively different from

those of the full ensemble. Thus, as long as a sufficient

number of members are included to capture the primary

sources of variability, down-selecting the ensemble us-

ing PCA and then dressing that reduced ensemble with

BMA appears to be a successful strategy. Additionally,

from the CRPS metric, the PCA down-selection method

adds value over a random down-selection, particularly

for 10-m u-wind and 2-m temperature forecasts.

This study is preliminary and we must acknowledge

several caveats. First, it is unknown how these results

depend on seasonality since we only evaluated cases from

a single season. The down-selection results are somewhat

different for the different domains and resolutions; thus,

the results may differ somewhat by season as well. Sec-

ond, when creating this ensemble we assumed that di-

versity in microphysics or radiation schemes would not

add substantial variability to the ensemble. This assu-

mption should be tested. Therefore, we plan to explore

the seasonal dependence of this down-selection method

by creating a larger ARW-WRF ensemble that varies

additional physics schemes over a four-season period.

Third, while we calibrate each of the three forecast vari-

ables independently in this study, we recognize this may

not be an ideal approach, particularly because the zonal

and meridional wind fields are related. This is a logical

initial approach that we hope to refine in future research.

We also plan to explore other postprocessing techniques

for down-selection, such as k-means clustering or self-

organizing maps. We also plan to investigate additional

calibration techniques. Furthermore, we plan to verify

ensemble predictions against other observations in the

ABL, rather than just surface temperature and wind.

Finally, we will test these techniques on a larger sample of

case days. We aim to obtain a large enough sample of case

days to allow for use of field significance testing, so that

we can make better assessments of statistical significance

than we are able to do in this study.

This study describes a way to use statistical post-

processing to down-select the members of an ensemble

that contribute the most variability, then to dress the

PDF of the ensemble using BMA. The combination of

postprocessing ensemble forecasts with PCA and BMA

over a short evaluation period provides an objective

method for determining which subset ensemble members

should be included in a longer-term forecast ensemble.

This is particularly relevant given the nearly ubiquitous

constraint on computational resources that most compa-

nies, universities, and research centers face. By dressing

the ensemble PDF with BMA, we improve the ensemble

dispersion as demonstrated in the PIT histograms and

improve the ensemble performance as demonstrated by

the CRPS values. While in this study we focused on down-

selecting an ensemble for low-level wind forecasting ap-

plications, the same principles outlined here could be

applied to other forecasting applications by verifying

against the relevant variables.
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