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ABSTRACT
Earth system models are valuable tools for furthering our under-
standing of past, present, and future climate states. Because these
models tend to be large and complex as well as in a state of near
constant development, quality assurance (and subsequent debug-
ging) are critical pieces in the development cycle. Here, we describe
our multi-year effort to better evaluate the quality and “correctness”
of the Community Earth System Model (CESM), a widely-used
climate model. Our approach depends on an initial coarse-grain
ensemble-based consistency test to determine code correctness,
which has already proved successful in practice. The additional
capability desired is a means of easily tracing a coarse-grain failure
to its root cause, and we discuss our strategy and promising efforts
to date toward that goal.
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1 INTRODUCTION
The Earth’s climate results from complicated interactions between
the systems in the oceans, atmosphere, land and ice as well as (ra-
diative) energy entering and leaving the Earth system. The recent
onset of accelerated climate change has magnified the importance
of understanding the complexities of the Earth’s climate system. To
this end, advances in high performance computing over the last few
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decades have enabled the development of similarly complex Earth
system models (ESMs). ESMs provide climate researchers with a
“virtual laboratory” with which to explore the effects of anthro-
pogenic influences, such as deforestation, melting ice sheets, and
CO2 emission levels (e.g, [18], [17]). Due to the numbers and types
of physical and biological processes involved in modeling the earth
systems, ESMs are typically large and intricate collections of codes
that have resulted from many years (or decades) of development
(e.g., [6], [15]). ESMs have prominently contributed to our current
knowledge and understanding of Earth’s climate and are expected
to continue to advance climate science in the future.

The popular Community Earth System Model (CESM) [7] is a
fully-coupled earth system model whose active development is led
by the National Center for Atmospheric Research (NCAR). The
CESM’s code base consists of over one and a half million lines
that has been developed over the last twenty years by a large com-
munity of scientists from numerous academic and government
research institutions. Simulation output from ESMs such as CESM
are increasingly being utilized to better prepare for future climate
scenarios via international efforts such as the Coupled Model In-
tercomparison Projects (CMIPs) (e.g., CMIP Phase 5 [4]). Because
CESM simulation outcomes can potentially have far-reaching pol-
icy and societal ramifications, maintaining software quality and
ensuring user confidence in the simulation code and its output are
essential.

The CESM, like most ESMs, is continually evolving to include
more physical processes, improve performance, allow finer reso-
lutions, or adapt to new HPC machine architectures, for example.
Software verification (i.e., quality assurance testing) to both detect
and reduce errors is particularly critical to ensure that changes
during the CESM development life cycle do not adversely affect the
simulation results. Verifying the correctness of a change or update
to the CESM hardware/software stack is trivial when the simu-
lation results after the update are bit-for-bit (BFB) identical with
the original results. However, when the new results are no longer
BFB with the original results, determining whether the difference
is significant can be challenging. We frequently find ourselves in
this latter situation in the CESM development cycle because the
chaotic nature of climate model simulations means that a machine-
rounding level change can propagate rapidly in a climate model
(e.g., [16]), resulting in non-BFB solutions. Common situations that
can lead to non-BFB CESM results include changing compilers,
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compiler versions, or compiler flags; implementing “minor” code
modifications or rearrangements for optimization (e.g., see [12]);
porting CESM to a new machine; and taking advantage of new
heterogeneous execution environments.

The ability to access the quality of the CESM simulation output
in the non-BFB case is clearly necessary for the CESM develop-
ment cycle. Limiting optimization and development to only BFB
identical modifications is simply too restrictive for CESM users and
developers and is increasingly not possible in modern computing
environments. Consider two identical simulations, A and B, both
using the same version of CESM on the same machine. Simulation
A’s code is compiled with compiler version N and simulation B’s
code is compiled with the same compiler, but newer version N + 1.
If the results from simulations A and B are not BFB identical, then
how do we know if the difference is attributable to an error in one
of the compilers or simply to fixed precision rounding differences
(due to a different ordering of operations by the two compilers)? If
we restrict ourselves to compiler version N because of BFB identical
requirements, we could be sacrificing performance improvements
introduced in version N + 1. Certainly, one would not expect (nor
want) a compiler change to drastically affect the simulation out-
put. Therefore, quantifying in some sense whether the output from
simulation B is “correct” in terms of whether the difference from
A is significant (or not) is necessary. Until recently, making such
a determination was a computationally expensive and subjective
task that required climate science expertise (e.g., running and com-
paring multi-century simulations). The need for an inexpensive,
accessible and quantitative solution for ensuring CESM code quality
prompted our current multi-year effort to develop new tools for
assessing correctness of the CESM code and associated hardware
and software platforms.

In this manuscript, we first describe our overall approach for
addressing CESM’s software quality assurance needs. We then
overview recent work that has resulted in effective new tools that
can make coarse grain determinations of acceptability or correct-
ness. Next we describe progress in our current effort toward fine-
grain root cause analysis for cases that fail the coarse-grain evalua-
tion. We conclude by discussing the challenges that remain.

2 OUR APPROACH
Our primary goal for this multi-year CESM effort is to develop
an option for quality assurance when BFB reproducibility is not
possible, such as after a modification to the CESM hardware or
software stack.We plan to provide a complete software suite for end
users that will first provide a coarse-grain evaluation of correctness
and second, if necessary, provide root cause error identification.
Such software tools must be computationally efficient, easy-to-use,
and not require climate science expertise so that they are accessible
to CESM software engineers (when porting to newCESM-supported
machines and releasing code updates, for example), CESM model
developers (for rapid feedback on new features), and even novice
CESM users becoming acquainted with the model. The complexity
and size of the CESM code are the key motivation in pursuing error
identification, as debugging CESM is highly non-trivial, particularly
for an individual person who cannot possibly be familiar with the
entire code stack. Unsurprisingly, the complexity and size of the

Figure 1: Ensemble consistency testing approach.

CESM code are also the primary challenges in this endeavor. In this
section, we overview our general approach to determining coarse-
grain correctness, which we cast as statistical indistinguishability
or climate consistency. Additional details can be found in [1].

Given two non-BFB CESM simulation outputs A and B, where A
is obtained before a change to the CESM code or hardware/software
environment and B is obtained after, the question we would like
to answer is whether B is correct (to ensure that an error or bug
has not been introduced). In the context of climate science, we
would ideally like to know if the difference is “climate-changing”
or not. Unfortunately, a simple definition (and associated quantita-
tive metric) of “climate-changing” does not exist, and we instead
evaluate the more tangible question of whether B is statistically
distinguishable from A.

Evaluating statistical distinguishability between CESM outputs
A and B requires some definition of allowable error. Our approach
is to use the internal variability of the model’s climate to gauge
the size (and importance) of the difference between two simulation
outputs. Climate model variability is a result of the chaotic and
nonlinear nature of earth system dynamics, meaning that small
perturbations in initial conditions cause diverging solution trajec-
tories. For this reason, ensembles (or collection) of runs are popular
in both climate modeling and weather forecasting (e.g., [5], [8]).
Instead of looking at only a single possible climate outcome, an
ensemble of runs gives many possible outcomes, thus indicating
a range of possibilities. Ensembles are typically created such that
member simulations differ only by small perturbations in the ini-
tial conditions, such as the temperature field. In practice, we can
create an ensemble of runs from the same earth system as A that
represents the “trusted” or accepted climate state (i.e., before the
update or change to the CESM code or hardware/software stack).
The variability of the accepted ensemble can then be used as a
baseline metric with which to evaluate new outputs such as B. We
note that the idea that the difference between non-BFB outputs be
less than the natural variability of the model’s climate makes is
similar in concept to the second condition in [16], though this early
and important work focused on machine round-off growth from a
single original simulation (not an ensemble).

We illustrate our general ensemble-based approach to determine
climate consistency (i.e., statistical indistinguishability) in Figure
1. From an ensemble of accepted simulations that represent the
same earth system, we can derive a qualitative measurement of
variability. Then “new” non-BFB output (e.g., a new compiler or
machine) is generated. Finally, we evaluate the new output in the
context of the variability represented by the accepted ensemble
and determine whether it is statistically distinguishable (fail) or
consistent (pass). In summary, we consider a modification to be
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admissible (i.e., “correct”) if it is statistically indistinguishable from
the accepted ensemble.

3 COARSE-GRAIN TOOLS: EVALUATING
CONSISTENCY

Following the approach described in Section 2, we have developed a
suite of tools collectively referred to as the CESM Ensemble Consis-
tency Test, or CESM-ECT. Note that the CESM consists of multiple
component models, including models for the atmosphere, ocean,
land, sea ice, land ice, and river runoff, that that are coupled together
through a central CESM driver. These component models may be
run on different grids with differing resolutions, allowing many
possible CESM configurations. Because the component models may
have differing characteristics, CESM-ECT contains tools tailored
for individual CESM components, all of which rely on ensembles
but have different underlying testing algorithms. At present, CESM-
ECT modules have been developed and released for the Community
Atmosphere Model (CAM) component (CAM-ECT) [1] and Parallel
Ocean Program (POP) component (POP-ECT) [2]. Further, recent
work in [13] demonstrates the ability of CAM-ECT to detect errors
in the Community Land Model (CLM) component, which might
mean that a tailored CLM component is not required. In this section,
we will briefly describe CAM-ECT and POP-ECT, as well as a new
“ultra-fast” variant of CAM-ECT referred to as UF-CAM-ECT [13].

CAM-ECT was the first CESM-ECT module developed. The
CAM-ECT ensemble consists 151 one-year climate simulations that
differ only in an initial round-off level perturbation to the atmo-
sphere temperature. (Note that later research indicated that a larger
size ensemble with multiple compilers showed even greater classifi-
cation power [11].) The ensemble’s distribution is characterized by
performing principal component (PC) analysis on the global area-
weighted means of the annual averages for over 100 CAM variables,
and from that, a distribution of accepted PC scores (which are linear
combinations of the variables) is determined. We point out that PC
analysis is critical because the variables themselves are not linearly
independent (many are highly correlated) and because it facilitates
capturing changes in the relationships between variables. Given
three new one-year runs (e.g., with a modification), CAM-ECT uses
the PCs derived from the ensemble to obtain the PC scores of the
new runs, which are then compared to the distribution of scores
from the accepted ensemble. If more than a threshold number of
PC scores from the new runs are outside of a specified confidence
interval, then the new runs are deemed to be inconsistant, or statis-
tically distinguishable from the original, and a fail is issued. (See
[1] for further details.)

Because the atmosphere and ocean models, CAM and POP, have
differing characteristics in term of dynamics, spatial variability, and
temporal scale, the CAM-ECT approach is not suitable for detecting
errors in POP. For example, the variability in the ocean data is more
heterogeneous across the spatial grid, so using ensemble spatial
means (as with CAM-ECT) would reduce sensitivity. Additionally,
because CESM-POP has far fewer independent diagnostic variables
(only five) than the CAM, PC analysis is not required and an en-
semble of size 40 simulations (12 months in length) is sufficient. In
particular, the POP-ECT evaluates ensemble means and deviations

for five independent diagnostic variables in a spatial manner, result-
ing in a characterization of the ensemble distribution at each grid
point. The percentage of grid points that have standardized values
greater than a specified threshold indicates whether the new model
simulation run is statistically distinguishable from the ensemble of
simulations. (See [2] for further details.)

Both CAM-ECT and POP-ECT have been effective in testing as
modifications to the code that are expected to be climate-changing
result in a fail. In addition, in subsequent practical use, they have
uncovered multiple errors in code and hardware. We note that the
effectiveness of the ECT approaches in general relies heavily on
the accepted ensemble composition, including the ensemble size
(e.g., see [12]). CAM-ECT is currently used by the CESM software
engineering group for CESMport-verification and has been valuable
for evaluating code optimizations, which are rarely BFB identical.

Our most recent efforts have been focused on the development
of an ultra-fast version of CAM-ECT, called UF-CAM-ECT, which
utilizes ensembles of simulations that contain instantaneous vari-
able values from the ninth time step (equivalent to 4.5 hours in
model time), greatly reducing the ensemble generation time. The
shorter length of the UF-CAM-ECT simulations allow the creation
of large ensembles and more test runs for minimal computational
cost, both of which are necessary for the root cause analysis that we
address in the next section. Further, UF-CAM-ECT has the ability
to detect changes in small-scale events which may be obscured by
CAM-ECT’s use of annual averages. (See [13] for further details.)

The three modules currently in the CESM-ECT package are listed
in Table 1. Developing ECT modules for the other CESM compo-
nents is future work, though ECT modules can in some situations
detect errors from other components. For example, because CAM
and CLM are so tightly coupled, it appears that CAM-ECT detects
errors in CLM, and a CLM-specific ECT module is likely unneces-
sary [13]. The second column in Table 1 lists the so-called target
modules, which are the CESM components where the ECT module
can detect errors.

Table 1: Current CESM-ECT suite of tools

tool name target module ensemble length

CAM-ECT CAM, CLM annual average
POP-ECT POP, CICE monthly average at month 12
UF-CAM-ECT CAM, CLM 9th time step

While CESM-ECT has been very beneficial and has provided the
flexibility to lessen the need for BFB reproducibility in CESM output,
its present scope is limited to coarse-grain verification. In other
words, while CESM-ECT can readily indicate that a problem exists
by issuing a fail, an easy means of identifying the root cause of the
failure is not provided. And, as mentioned previously, identifying
the error or source of inconsistency in a large and complex code
can be daunting and non-trivial. Therefore, to more easily trace a
CESM-ECT failure to its root cause, we have begun working on
complementary fine-grained tools to identify potential problems in
CESM kernels based on information from the CESM-ECT failure.
We describe this complementary effort in the following section.
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4 FINE-GRAIN TOOLS: TOWARD ROOT
CAUSE IDENTIFICATION

CESM is designed to run across hardware platforms, which may
translate to statistically inconsistent output due to different CPU
instructions, compiler options, etc. Indeed, porting CESM to the
Mira machine at Argonne National Laboratory produced a failure
in CAM-ECT. The process that led us to identify the cause of the
statistical inconsistency involved teams of software engineers and
scientists and required months of investigation. In this section we
consider the challenge of developing a method and tool to automate
this process, which has the potential to greatly improve model error
detection and identification. To this end, we describe the manual
process used to discover the source of the Mira failure, and our
recent successes in developing an automatic replacement.

4.1 Manual investigation of Mira inconsistency
The CESM porting experiment to Mira, briefly described in [12],
involved a larger collection of 24 simulations generated on Mira.
Extensive CAM-ECT testing against several accepted ensembles
generated on NCAR’s Yellowstone machine resulted in failure rates
on Mira above the defined threshold and an order of magnitude
higher than other CESM-supported machines, such as NERSC’s
Edison machine. To understand the cause of the inconsistency,
we wanted to connect the failing PCs identified by CAM-ECT to
problematic sections of code. The complication is that the PCs
are linear combinations of the CAM variables, and we needed to
understand which CAM variables were problematic in order to
trace statistical inconsistency back to sections of code. Therefore,
we undertook a systematic elimination of variables, which involved
modifying CAM-ECT to accept a list of CAM variables for exclusion
from the PC calculation. The modified tool omitted variables one
at a time, recording the failure rate per excluded variable. Note
that for each excluded variable, the ensemble PC analysis had to be
re-done without that variable to determine the relevant distribution
of PC scores. The results of the variable elimination experiment on
Mira are reported as a stacked histogram in Figure 2. The y-axis
indicates the number CAM-ECT failures (out of 2024 tests for each
of three ensembles, or 6072 total), and the x-axis records the index
of the CAM variable omitted (not shown in the figure for clarity).

The minima of the plot in Figure 2 correspond to CAM variables
whose elimination results in a decreased failure rate- suggestive of
a causal relationship with Mira’s failure rates. Based on the data in
Figure 2, we determined that six variables merited further investi-
gation: AREL, AWNC, CLDLIQ, FICE, ICWMR, and FSNTOA. (See
[3] for a full description of CAM variables.) We repeated CAM-ECT
testing on the Mira experiments with these six variables removed
and observed nearly five times lower failure rates. With climate
scientists’ input, we found that four of the above six variables
(AREL, AWNC, FICE, and ICWMR) are featured prominently in the
Morrison-Gettelman microphysics kernel (MG1) in CESM.

Once we identified the particular CESM kernel that could be
problematic, we used the KGEN tool [9] to extract the MG1 kernel
from CESM and build it as a stand-alone (single-core) executable to
facilitate analysis. In particular, we were able to easily test the MG1
kernel on several CESM-supported machines that passed CAM-
ECT and then make a direct comparison with Mira. After much

analysis, we determined that a subset of local MG1 variables had
larger normalized Root Mean Square (RMS) errors on Mira (as com-
pared to the variables’ values on NCAR’s Yellowstone machine)
than on other CESM-supported machines. We closely examined
the code lines involved in the computation of the identified prob-
lematic local variables, and software engineers hypothesized that
Fused Multiply-Add (FMA) instructions may have caused the RMS
error values. We then disabled the FMA instructions via compiler
switch and repeated the KGEN kernel error testing. The new KGEN
tests confirmed that the variable values were then consistent with
those produced on Yellowstone. Finally, to prove that the FMA also
caused the high CAM-ECT failure rates with the full CESM code
on Mira, we rebuilt CESM on Mira with the FMA instructions dis-
abled (-qfloat=nomaf). This new build yielded a low failure rate
commensurate with those of other CESM-supported machines.

4.2 Automating variable selection
Automating this manual process presents both a challenge and a
tremendous opportunity for model error detection and identifica-
tion. The preliminary step is to detect statistical inconsistency with
CAM-ECT or UF-CAM-ECT (we are initially focusing on CAM
data). With this accomplished, we use scikit-learn [14] Randomized
Logistic Regression (an implementation of stability selection in
[10]) to find suspect variables.

Logistic regression in conjunction with variable selection is com-
monly used to select variables which increase the likelihood that an
example belongs to one of two categories. In this work, we perform
variable selection where one category is the accepted ensemble, and
the other is the test set of outputs. We seek variables that increase
the likelihood that an example belongs to the ensemble or the test
set. Each example consists of CAM variables’ annually averaged
area-weighted global means (CAM-ECT), or instantaneous area-
weighted global means at the ninth model time step (UF-CAM-ECT).
Because we assume sparse variables, the L1-norm regularized (lasso)
logistic regression is a reasonable choice. Note that the problem
we consider is high dimensional (where the number of variables
is much greater than the number of examples): CAM-ECT and UF-
CAM-ECT use 117 and 108 CAM variables, respectively, while our
test sets number between 20 and 30. Stability selection is a vari-
able selection technique developed in [10] to find a stable structure
estimation (set of variables), even in the notoriously challenging
setting of high dimensional problems. Stability selection uses a
modified lasso estimator with random penalties assigned to vari-
able regression coefficients. It fits models in parallel, training each
on a randomly selected subset of the examples. Variables that are
chosen across models are given high scores, and those with scores
above a threshold form the structure estimate [10].

Applying sckit-learn’s Randomized Logistic Regression (RLR)
to the 24 annual Mira outputs (with FMA enabled) and 24 ensem-
ble members yields the following structure estimate, by descend-
ing score: ICWMR, CLDLIQ, TGCLDLWP, FSNTOA, FSNT, AREL,
AWNC, FSNS, FICE, FSDS, and FREQL. This set contains the set
discovered manually and suggests that FMA may have more wide-
spread effects on CESM output. To further test whether the RLR
algorithm can select the variables known to exhibit different behav-
iors between experimental and ensemble outputs, we consider the
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Figure 2: Stacked histogramofMira failures against three ensembles (with 453members each), with the excludedCAMvariable
indicated on the x-axis. Note that the number of failures is out of 6072 possible.

CLM_ALBICE_00 experiment from [13]. That experiment involved
changing the albedo of bare ice on glaciers to 0.0 (i.e., to absorb
all light). By comparing distributions of variable values from the
ensemble with those of the experiment, we found four variables
associated with the statistical distinguishability: FSNSC, FSNTC,
FSNTOAC, and FSDSC. Applying RLR to the output selects the
following variables (in alphabetical order) DMS_SRF, DTV, FSNSC,
FSNTC, FSNTOAC, FSDSC, SNOWHLND, and Z3. These two exam-
ples make a strong case that the algorithm is able to select the same
variables as software engineers and scientists. We will continue our
investigation by searching for corroboration and counterexamples,
and by fine tuning the RLR algorithm and its parameters.

4.3 Future directions
Automatically tracing statistical inconsistency back to causative
model code lines (connecting coarse and fine-grain testing) is a
possibility by combining RLR with new capabilities in development.
We intend to input the set of variables found by RLR to a tool which
constructs an Abstract Syntax Tree (AST), thereby relating CAM
output variables to internal module variables.With this information,
we can take advantage of KGEN’s capability of identifying internal
variables which take different values when the source is compiled
with different options or on different hardware. See Figure 3 for a
visual representation of our proposed process. Such an advancement
would provide beneficial diagnostic abilities.

5 CONCLUDING REMARKS
Because climate model dynamics are chaotic, simulation results
may not be BFB identical in the presence of minor differences, such
as changing the compiler or machine for the simulation. Therefore,
the ability to easily and efficiently determine whether differences

Figure 3: Future procedure for tracing statistical inconsis-
tency to causative lines of code.

RANDOMIZED LOGISTIC 
REGRESSION30 UF RUNS CAM VARIABLES

ABSTRACT SYNTAX 
TREE

ABSTRACT SYNTAX 
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CESM MODULE KGEN LINES OF CODE

in CESM outputs are statistically significant is important to both
climate scientists and model developers. Our ensemble-based ap-
proach to evaluating consistency, implemented as CESM-ECT, has
thus far been an effective step toward quality assurance for CESM.

When a potential error (or statistical difference) is detected in
CESM output, identifying the root cause is typically challenging due
to the size and complexity of the CESM code. Our current efforts
are focused on finding an automated approach to identifying the
source of the inconsistency. We have made promising progress in
identifying problematic variables via a logistic regression approach,
and we are now working to trace the identified variables to specific
CESM kernels. The ultimate goal is a complete suite of easy-to-
use tools for the CESM that facilitate quality assurance and error
identification.
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