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ABSTRACT 

Solar energetic particles (SEPs) endanger satellites and astronauts in orbit and can disrupt air 
traffic and spaceflight communication, among other effects. Therefore, the ability to forecast 
these events in advance is vital, both, economically, and for the safety of air and space-faring 
passengers. Considering that the method of acceleration and transport of these particles is still an 
area of active research and that physics-based models are, currently, computationally slower than 
empirical models, forecasters at NOAA's Space Weather Prediction Center make use of the latter 
to make real-time decisions. The motivation behind this project was to create a model that 
improves upon the results of the statistical model currently in use at the Space Weather 
Prediction Center.  Machine learning models learn and make decisions based on empirical data 
and are currently much quicker than numerical models for issuing a forecast. For this project, 
logistic regression and boosted decision trees are used to make a binary classification, i.e. 
whether or not there will be an SEP event based on the physical parameters associated with solar 
flares and coronal mass ejections. Preliminary results seem to show that the boosted decision 
trees outperform the current SWPC Proton Prediction Model. 
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INTRODUCTION 
 
Forecasters at the Space Weather Prediction Center (SWPC) rely upon real time observations to 
deliver forecasts to their customers which include NASA, SpaceX, electrical power grid 
companies, and many others. One of the crucial aspects of forecasting space weather is 
predicting whether or not solar energetic particles (SEPs) will hit Earth. SEPs are associated with 
solar flares and coronal mass ejections (Schrijver & Siscoe, 2010) and pose a significant threat to 
astronauts, spacecraft, and aircraft due to their high energies. They have the capacity to damage 
electronics and disrupt communications in space and on Earth and damage the DNA of 
astronauts in orbit (Schrijver & Siscoe, 2010). Therefore, it is essential to forecast the occurrence 
of SEPs before they hit, as failure to do so could lead to millions of dollars in damages.  
 
However, the method of acceleration and transport of these particles is not yet fully understood. 
Consequently, numerical physics-based models, currently, are not capable of accurately and 
swiftly providing a forecast for these events. It is for these reasons that forecasters at SWPC rely 
upon a statistical model, namely, the Proton Prediction Model (PPM) introduced in Balch (1999) 
and Balch (2008), to predict the probability of an SEP event occuring. The aforementioned 
model relies on observational data that can easily be obtained by forecasters in real time. SEPs 
are highly correlated with coronal mass ejections (CMEs), eruptions from regions on the Sun's 
surface called active regions. CMEs are much larger in scale than solar flares (see Figures 1 and 
2) and expel a significant amount of magnetized plasma into space. CMEs are often, but not 
always, associated with SEPs observed at Earth. The Large Angle Spectrometric Coronagraph 
(LASCO) white light imager on the NASA/ESA Solar and Heliospheric Observatory (SOHO) 
satellite provides images of CMEs as they leave the Sun (see Figures 1 and 2). A coronagraph 
blocks the light from the Sun's surface so that the corona may be observed. However, forecasters 
do not have observations of CMEs from LASCO coronagraph images in real time. The GOES 
satellite X-ray instrument is used by forecasters to observe flares in real time (see Figures 1 and 
2). There is a known correlation between the duration of a flare and the possibility of a CME 
(Sheely et. al, 1983) and therefore flare integrated X-ray flux can be used as a proxy. Similarly, 
forecasters look for different types of radio bursts, Type IIs and Type IVs, specific radio 
signatures associated with CME driven shock waves, as proxies for CME's which may be 
accelerating SEPs.  
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Figure 1: Coronagraph images of a solar flare from the SOHO LASCO instrument 

overlaid by the SDO AIA 304 nanometer coronagraph on April 21, 2001. 
 

 
Figure 2: Coronagraph images of a coronal mass ejection from the SOHO LASCO 

instrument overlaid by the SDO AIA 304 nanometer coronagraph on September 10, 2017. 
 
Forecasters’ reliance upon real time observations, proxy phenomenon, and quick statistical 
models presents a prime opportunity for the implementation of machine learning models in the 
forecasting process. Machine learning models can be trained to infer relationships between the 
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observed features (inputs) and corresponding classifications of events, making them well suited 
for forecasting whether an SEP will occur or not based on real time data observed by the 
forecasters. An explanation of the machine learning models that were utilized in this project is 
outlined in the methods section.  

 
 
METHODS 
 
This project utilized Python’s scikit-learn toolkit to implement machine learning algorithms such 
as logistic regression and AdaBoost. Initially, the models were trained with a catalog of flares 
from 1986 to 2004 that is outlined in Balch (2008). Additional events were added to include SEP 
events from 2004-2017. Each of the events in the catalog has a number of physical observational 
parameters, such as the flare peak flux, which are used to train the model. Supervised machine 
learning algorithms, such as those used for this project, utilize a training set of events comprised 
of a number of features and their corresponding outcomes (the occurrence or nonoccurrence of 
an SEP event on Earth) to train the model, which can then be used to make predictions in the 
future, given a new event with a set of previously unseen features. As not all solar eruptive 
events are capable of accelerating SEPs, the dataset was imbalanced, such that only about three 
percent of all the events were associated with an SEP event. This presents a challenge for 
forecasting SEPs using machine learning techniques. A description of the utilized features and 
machine learning algorithms are outlined below.  

TRAINING 

The full data set was initially partitioned into a training set (80% of the original) and a test set 
(20% of the original). This provides a means by which a model may be built and trained on 
distinct sets of data, ensuring that any performance metrics are generated based on unseen data 
points. The models were scored on their performance for making the correct classification on the 
training and test sets with the Heidke Skill Score (HSS) where  
 

,SS H =  2[(T P ×T N ) − (F P ×F N )]
(T P +F N ) (F N+T N ) + (T P +F P )(T P +T N )  

 
where TP stands for true positives (number of events correctly classified as having SEPs), TN 
stands for false negative (number of events correctly classified as not being associated with 
SEPs), FP stands for false positive (number of events incorrectly classified as having SEPs, i.e., a 
false alarm), and FN stands for false negative (number of events incorrectly classified as not 
being associated with SEPs, i.e., a missed event) (www.eumetrain.org). The HSS is a common 
scoring metric for forecasting and it was also the metric used to compare the performance of the 
machine learning models to that of SWPC Proton model described in Balch 2008.  
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FEATURES 

The original features used to develop the current SWPC model in Balch (1999, 2008) were the 
flare X-ray peak flux and integrated X-ray flux (with the background flux subtracted), and the 
presence of either a type II or type IV radio burst. To compare "apples to apples" and determine 
whether the machine learning models improved upon the results of the Balch (2008) model, the 
models used in this study were initially only given these four original features to train on. 
  

 
Figure 3: Radio spectrogram data exemplifying the different kinds of radio signatures 
(Ganse, Urs et. al, 2012). 
 
After the comparison was made, the models were then given two additional location features: 
north-south and east-west flare location on the solar disk, to test whether knowledge of the 
location of a flare or CME improves the model's ability to forecast events. Finally, the models 
were given the flare integrated flux, without the background flux subtracted, and the GOES flare 
X-ray temperature and emission measure. When a solar flare occurs, it emits highly energetic 
electromagnetic radiation in the form of X-rays, which increases the X-ray flux in the 
heliosphere. The flare X-ray peak flux (Figure 4) is the maximum flux (  observed by them )W −2  
GOES satellite 1.0 - 8.0 Angstroms channel during the event. SEPs tend to be associated with 
large flares, albeit not every large flare has SEPs associated with it. Therefore, the X-ray peak is 
a strong indicator for a large solar event capable of accelerating high energy particles towards the 
Earth. The flare integrated flux is the integration of the X-ray flux between the flare start time 
and the point in time where the flux reaches half of the event peak flux, minus the background 
flux just before the flare start time. Type II and Type IV radio bursts are radio signatures that are 
useful indicators of CME shocks in the heliosphere (Gopalswamy, 2016). They provide 
information on the disturbances that cause them, as well as the ambient density, magnetic field, 
and level of turbulence in the interplanetary medium (Gopalswamy, 2016). The flare location 
features, north-south and east-west of the solar disk center, simply provide the location of the 
flare on the sun. This is important due to the fact that the Earth is magnetically connected to the 
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western limb of the sun at about W78. Events occurring in this region are more likely to produce 
SEPs which will be observed at Earth. X-ray temperature and emission measure is calculated 
using the GOES soft X-ray(1-8 Angstroms) data (Garcia, 1994). 
 

 
Figure 4: Example of the GOES X-ray lightcurve for September 2017, indicating the 

peak X-ray flux. 
 

 
The model parameters were tuned to give best results on the training data by utilizing 
scikit-learn’s GridSearchCV algorithm. GridSearchCV finds the optimal hyperparameters to 
train a model based on a scoring function that it is given to assess its performance. The scoring 
function utilized to tune the model parameters was the “True Skill Score (TSS),” which is 
represented as 
  

SS  T = T P
T P +F P +F N   

 
 The usefulness of GridSearchCV lies in the fact that the algorithm runs many iterations of a 
model while testing a different combination of hyperparameters with each iteration. This negates 
the need to run the model manually to test hyperparameters. GridSearchCV then runs an 
exhaustive search for the best combination of hyperparameters by iteratively running through all 
possible combinations that were specified to the algorithm, picking the best hyperparameters 
based on which combination returned the highest TSS cross validation scores. Cross validation is 
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the process of splitting the training set into N partitions, or folds, then training the model on N-1 
folds, and testing the model on the remaining fold (validation set). This is repeated N times, until 
all the folds have been used as a validation set. Cross validation scores are advantageous because 
they allow the user to evaluate the generality of the model in question. 
 
LOGISTIC REGRESSION 
A logistic regression model is a linear model that is used for classification rather than regression 
(Pedregosa et. al, 2011). The model assigns weights to the given features using methods such as 
gradient descent. The algorithm then calculates the probability of each event having SEPs based 
on the weights the model assigns to each feature and the corresponding feature values. This is 
done by utilizing the sigmoid function  

 
ig(z) 1  )  s = ( + e −z −1  

where ,  
, w  z =  • x   

 
is equal to the inner product of the feature weights ( ) and their corresponding features ( ). Thew x  
sigmoid function returns values between 0 and 1, where its output is the probability of an SEP 
event occurring. If the sigmoid function's output was greater than or equal to the threshold value 
(0.5), then the model would predict SEPs to be associated with that event. If the output was less 
than 0.5 than the model predicts that SEPs will not be associated with that event. The model 
decision threshold can be adjusted, as well as the relative weights of the classes (SEP and 
non-SEP events) and the regularization tuning factor, among others. Regularization is an 
important hyperparameter that controls the model's flexibility by preventing feature weights from 
becoming unrealistically large which makes it useful to avoid overfitting 
(towardsdatascience.com, 2017). Overfitting occurs when a model is really well suited to a 
training set but is not well generalized to unseen data. 
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Figure 5: Example of a sigmoid function (blue) and the threshold at which the model begins 
to forecast an SEP event (red). 

ADABOOST  

Decision trees attempt to make classifications by making splits within the feature data that 
optimize information gain, e.g. splitting to give the purest classifications to give the fewest 
misclassifications. Specifically, boosted decision trees were utilized in an attempt to reduce 
overfitting and obtain the best results. The boosting algorithm used in the model, AdaBoost, uses 
an ensemble of decision trees with a single split, known as "weak learners", to make 
classifications. Data points are classified "democratically" in the sense that a label is attached 
according to the cumulative opinion of all voting members. The AdaBoost algorithm attempts to 
minimize the loss function  
 

xp(y F (x ))1
m ∑

m

i=1
e i i  

 
where 
 

,(x) h (x)F =  ∑
T

t=1
αt t  

 
being that is the class label (-1,+1), equals the assigned feature weight,  is the predictedy α h  
class label the feature corresponds to (-1,+1) based on the split made by a particular weak 
classifier, t and i are summing indices, m and T are the total number of events, and  is a featurex  
value (Schapire, 2013). A classification is then made based on the sign of (x).F  
Hyperparameters such as the number of weak estimators utilized and the learning rate, which 

 
SOARS® 2018, Brea, 8 



 

determines how quickly a model converges to a solution, were tuned using the GridSearchCV 
algorithm.  
 
 
 
RESULTS 
 
The first set of results compares the performance of the SWPC PPM to the logistic regression 
and AdaBoost models. This is the "apples to apples" comparison where the HSS training scores 
of the machine learning models are compared to the HSS score of the current SWPC model using 
the same features that were used to develop the PPM. For reference, the PPM obtained an HSS 
score of 0.45 when tested on events the model had already seen.  
 

 
Figure 6: Confusion matrix of the model scores using the original PPM features with 
logistic regression on the left and Adaboost on the right. Training results in the top row 
and test results in the bottom row. 
 
There was a drop in HSS scores for both models, however the Adaboost outperformed the 
logistic regression model. The purpose of the second set of results was to assess the performance 
of the logistic regression and machine learning models upon the addition of flare location as a 
feature. 
 

 
Figure 7: Confusion matrix of the model scores using the original PPM features plus the 
location of where the flares occurred on the Sun, with logistic regression on the left and 
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Adaboost on the right. Training results in the top row and and test results in the bottom 
row. 
 
Again we see higher training than test scores. However, with this run there is larger disparity 
between training and test runs and the Adaboost continues to outperform the logistic regression. 
The third set served a similar purpose as the second set in that it assessed the performance of the 
machine learning models upon the addition of the integrated flux (no background flux 
subtracted), and X-ray temperature and emission measure.  
 

 
Figure 8: Confusion matrix of the model scores using all of the features outlined in the 
methods section, with logistic regression and Adaboost on the right. Training results in the 
top row and test results in the bottom row. 
 
Training scores continued to improve but there was no significant change in test scores from the 
second run to the third.  
 
DISCUSSION 
 
A comparison of the training scores of the machine learning models with the original Proton 
Prediction Model features to the SWPC model shows that the Adaboost algorithm performs 
better than the logistic regression and has a slight edge over the PPM. Both the logistic 
regression and Adaboost models saw an improvement in training scores with each addition of 
features. However, the test scores for logistic regression neared zero for the runs with the 
original features plus location and, finally, the inclusion of all the features. The test scores for 
decision trees seemed to hover around 0.195. This shows that an improvement in training scores 
does not necessarily translate into an improvement in test scores.  

 
The addition of features did little to improve the test scores. Hence, further analysis is needed of 
the misclassified events to understand where the model is failing, in particular which features 
contribute the most to misclassifications and which features are most indicative of SEPs. The 
implementation of new model hyperparameters should also be explored as a means of improving 
model accuracy, as well as the addition of new events to mitigate the negative effects of training 
a model with a class imbalance ratio of 28.7:1. While the problem is challenging due to the class 
imbalance ratio, we have not completed an exhaustive study to draw final conclusions.  
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Furthermore, the prediction threshold of 0.5 could be adjusted to understand how it affects model 
accuracy. Adjusting the threshold to different values also makes sense for the different clients 
who receive these forecasts. Clients needing to protect assets in space could likely be hesitant to 
act in the face of a 50% chance that an SEP event will occur due to the high costs they could 
incur. Other clients, such as NASA, however, could prefer a lower threshold, considering that 
they are responsible for the well-being of astronauts in the International Space Station or for a 
crew enroute to Mars. 
 
CONCLUSION  
 
Preliminary results seem to show that the Adaboost model has a slight edge over the PPM. 
Furthermore, although there was a consistent increase in training scores for both machine 
learning models with each addition of features, there was not a corresponding increase in test 
scores. A further exhaustive analysis of misclassifications is needed to understand the 
shortcomings of each model as well as an exploration of hyperparameters to improve model 
performance. Overall it seems that the Adaboost algorithm, currently, shows the most promise to 
outperform the PPM in the future.  
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