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PREFACE
Applying a kernel smoother to a two-dimensional field can be a laborious and com-
putationally expensive process if carried out in the most obvious fashion (applying
a double loop). One might consider the alternative of stacking a location matrix
and applying the kernel smoother in a more efficient way (e.g., through the R
function aggregate). However, for large grids this may not be practical or even
possible. The methods have the advantage of being able to handle missing values
and edges (with fewer neighbors) directly, but if these are not pivotal concerns, the
convolution theorem along with the fast Fourier transform (FFT) provides a very
speedy alternative. The R package smoothie provides functionality for smoothing
a two-dimensional field (or image) using the convolution theorem and FFT, and is
used extensively in the spatial weather forecast verification package, SpatialVx.

v



1 Introduction
Smoothing a two-dimensional field is used in many applications (e.g., image ana-
lysis, spatial forecast verification). In statistics, when thinking about smoothing,
one is often interested in estimating a smoothing parameter. This latter is not the
impetus of the R (R Core Team, 2013) package smoothie. The smoothie functions
are designed to simply return a smoothed field given a user-specified smoothing
parameter. Because the smoothie package was created from functions originally
part of the SpatialVx package, much of the examples in this treatment pertain to
spatial weather forecast verification (e.g., Ebert, 2008; Rossa et al., 2008; Gilleland
et al., 2009, 2010; Brown et al., 2011; Gilleland, 2013, for reviews).

2 Smoothers
The smoothie package consists of functions that smooth a two-dimensional field by
way of a class of smoothers known as kernel smoothers (e.g., Hastie and Tibshirani,
1990; Roberts and Lean, 2008). The kernel smooth for a point xij of a gridded
field x is given by

x′ij =
n∑
k=1

n∑
l=1

xkl
c0
λ
d

(
‖xij − xkl‖

λ

)
=

n∑
k=1

n∑
l=1

xklSi−k,j−l, (1)

where d(t) is an even function decreasing in |t|, ‖ · ‖ is a norm, and c0 is a constant
typically chosen so that the smoothing weights, Skl, sum to unity, and λ is the
window-width (or bandwidth), and the summations are over some neighborhood
of size n of the point xij. The type of smoothing described by Eq (1) is sometimes
referred to as a low-pass filter.

Eq (1) is known as a convolution, which for simplicity, applied to the entire
field, Eq (1) will be denoted as x∗S. A useful theorem (the convolution theorem)
states that the sums in Eq (1) correspond to products in the frequency space of
a Fourier transform. This has important practical applications because of the
Fast Fourier Transform (FFT), that often allows these convolutions to be carried
out very quickly even over a large field so that such a smooth can be applied
operationally. In particular, the convolution theorem says that

F(x ∗ S) = νF(x) · F(S),

where F denotes the Fourier transform, and ν is a scaling constant that depends
on the specific normalization of the Fourier transform (usually the size of the
data, as in the R function fft, or in some cases unity). Therefore, we have that
F−1(νF(x) · F(S)) = x ∗ S.



Here, the neighborhood smoothing that is used for the neighborhood forecast
verification methods, which are discussed in further detail in section 5. Other
common types of kernel smoothers are the disk kernel used in the feature identific-
ation stage of the technique introduced in Davis et al. (2006a) (now referred to as
the Method for Object-based Diagnostic Evaluation, MODE), the Gaussian (e.g.,
Brooks et al., 1998; Sobash et al., 2011), Epanechnikov, and the minimum vari-
ance kernel smoothers. The disk kernel is very similar to the boxcar kernel, but
instead of a square neighborhood around the smoothed point, a circular disk is
used. This ensures that points in the corners of the neighborhoods are weighted
more appropriately. Examples of various different kernels are detailed in section 3.

A filter that passes components in a range of frequencies, but omits components
whose frequencies are either very high or very low is called a bandpass filter, and
such a filter can be constructed by the appropriate combination of a low- and high-
pass filter. As mentioned above, Eq (1) is an example of a low-pass filter. The
bandwidth λ is the primary parameter that determines the amount of smoothing,
and it will be useful to adapt the notation slightly. Let {λj}, 0 ≤ j ≤ K be a
decreasing sequence of smoothing parameters (bandwidths) so that λ0 =∞ (a lot
of smoothing) and λK = 0 (no smoothing). Let d0 ≡ x, and for j ≥ 1 define

dj = x ∗ Sλj − x ∗ Sλj−1
,

where Sλ is as above, but associated with the specific value of the smoothing
parameter. Call these difference fields, d, detail fields (or surfaces) because they
capture the detail between the fields at two-different levels of smoothing. Now,
note that

[dj]uv =
n∑
k=1

n∑
l=1

xkl
c0(λj − λj−1)

λjλj−1

[
d

(
‖xij − xkl‖

λj

)
− d

(
‖xij − xkl‖

λj−1

)]
,

which has the same form as Eq (1), but with different weights S. For some
kernels, this type of weighting can be very useful, and is related to a wavelet type
of decomposition.

The convolution theorem and the FFT with a boxcar kernel (default) can be
employed in order to quickly compute the neighborhood-smoothed fields used in
most neighborhood verification strategies (cf. Ebert, 2008). The choice of kernel
determines the shape of the neighborhood over which the smoothing is conducted.
Other choices for the kernel are also available (e.g., disk kernel, Gaussian kernel,
and several more). A neighborhood-smoothed gridded field is one that replaces
each value in the original field, x, with an average of the nearest n neighbors.
Fig. 1 illustrates this graphically. Mathematically, each point x′ij of the smoothed
field is obtained as
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x′ij =
n∑
k=1

n∑
l=1

x[i+ k − 1− (n− 1)

2
, j + l − 1− (n− 1)

2
]Sk,l(n), (2)

where Sk,l(n) depends on the neighborhood length (or size) n. The boxcar kernel
for the 2-d case, is an n×nmatrix whose elements are all 1/n2 (i.e., Sk,l(n) = 1/n2).
That is,

S(n) =

 1/n2 · · · 1/n2

...
...

...
1/n2 · · · 1/n2

 .
Other choices for S are also possible, and generally depend on some other

notion for the amount of smoothing besides the nearest n neighbors. For ex-
ample, Brooks et al. (1998) and Sobash et al. (2011) use a Gaussian kernel, which
is given by

S(σ) =

[
Nxy∑
k=1

1

2πσ2
exp

(
−‖x− xij‖

2σ2

)]
ij

,

where σ determines the amount of smoothing (similar to n for the boxcar kernel),
‖ · ‖ is a norm such that the weight decreases as the distance from xij increases.

There are some complications, however. The first is that the kernel matrix S
needs to be of the same dimension as the field, x, with which it is to be convolved.
Usually, S is of much smaller dimension than x, and therefore needs to be expanded
to the same size as x, which can be accomplished by padding it with zeros.

The second complication is that the FFT applies a cyclic convolution so that
it wraps around the borders of x in both directions. It is generally more desirable
to have the convolution kernel clamp to zero or clamp to border when hitting the
ends. The function kernel2dsmooth from package smoothie does the former. To
clamp to zero, the field x needs to be padded in both dimensions with zero.

A third complication is that missing values are not handled by this approach,
and they are typically set to zero; as is done by kernel2dsmooth. If alternative
missing value imputation is desired, it must be carried out prior to calling the
various neighborhood methods in smoothie.

Finally, in order for the kernel to be centered on each point xij, it must be
carefully rearranged. The following describes how the kernel must be arranged in
order to be centered on each point (the smoothie functions handle this for you).
The data field to which the kernel convolution is applied is expanded with zeros
padded at the two ends (i.e., x is placed in the upper left corner of a larger matrix
of zeros). The central point of the kernel matrix (e.g., Fig. 2, top panel, box 13
in orange, and the part of the matrix in yellow) must be moved to the upper left
corner, the blue matrix in the upper left corner of the kernel (cells 1, 2, 6 and 7) is

3



Figure 1: Example of nearest neighbor smoothing. Each element of the original
grid on the top is replaced by the average of the n nearest neighbors (in this case,
n = 5). Beyond the borders, it is assumed that the values are zero, yielding the
grid on the bottom.

· 125

moved to the lower right, and the other two corners are similarly switched (Fig. 2,
bottom panel).

The expanded dimension sizes are somewhat arbitrary, but can affect the speed
of the calculations. The function kernel2dsmooth expands to the dimension
of the image plus the dimension of the kernel minus one in each direction (i.e.,
dim(expanded data )=dim(data )+dim(kernel )-1). If dim(expanded data ) is
less than or equal to 1024, it is further expanded to the nearest power of two above
this value, otherwise it is further expanded to the nearest multiple of 512.

3 Examples of some different types of kernels
Figure 3 shows examples of various kernels when applied to smooth a field of all
zeros apart from a single value of one. The figure shows each on the same color
scale, which hides the shape of the kernels for some of the smooths. Section 4
describes how to make these plots individually with their own color scales in order
to see the shape for each kernel. The reason for the same color scale in the figure

4



Figure 2: Example of kernel matrix set-up (argument K to kernel2dsmooth). Top
is desired kernel matrix; numbers simply index the specific cell of a general 5× 5
kernel matrix. Bottom is how the kernel must be rearranged and expanded in
order to be centered about each point in x, which itself is expanded to be in the
upper left corner of a larger matrix of zeros. The resulting kernel on the bottom
is also expanded with zeros in order to have the same dimension as x.
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is to emphasize the difference between kernels that may otherwise appear to be
very similar to each other given their own scales, when in fact, they differ greatly.

In each case, there is at least one parameter that controls the amount of sub-
sequent smoothing, and in some cases there are additional parameters. Shown in
the figure are results using the default values from kernel2dmeitsjer. Following
is a list with some explanation about each type of kernel. In each case, h is under-
stood to be the distance between two points (i.e., the distance between the center
of the kernel and each grid point).

boxcar: the boxcar kernel yields a smoothed field that is an average of the n2

nearest neighbors centered on the point of interest (including the point of

interest). That is, S(n) =
n2∑
i∈N

xi/n
2, where the summation is over the nearest

n2 points, i.e., the neighborhood, N . The length of the neighborhood, n, is
the smoothing parameter. If n = 1, then no smoothing is performed.

Cauchy: The Cauchy kernel is given by S(σ) = 1/(1+h2/σ). Here, the smooth-
ing parameter is given by σ (cf. Souza, 2010). The smoothed field is obtained
by weighting closer points more heavily than points farther away.

disk: similar to boxcar and average, this kernel yields an average over a disk
of radius, r, which serves as the smoothing parameter. This is the type of
kernel used in the convolution thresholding approach for identifying objects
in the spatial verification method described in Davis et al. (2006a,b).

Epanechnikov: This kernel is given by S(σ) = [3/4 (1− h/σ2)]+ with smoothing
parameter σ and where z+ = max(z, 0) (cf. Hastie and Tibshirani, 1990).

exponential: The exponential kernel is defined by S(σ) = a exp(−h/2σ) again
with smoothing parameter σ (cf. Souza, 2010). Its shape is more circular
than the figure would indicate as the values range only from near 0 to about
0.1 so that the common scale shown of zero to one results in a graph that is
less detailed.

Gaussian: This kernel is defined by S(σ) = 1/(2πσ2) exp(−h/2σ) with smooth-
ing parameter, σ. As with the exponential kernel, the color scale of zero
to one results in a display of all zeros, but the actual shape is very much
like that of the Cauchy; with considerably less weight at any given point.
This type of smoothing kernel is relatively popular. In the context of spatial
weather forecast verification, see for example, Brooks et al. (1998); Ebert
(2008); Sobash et al. (2011).
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Laplacian: this kernel is of particular interest as it yields the sum of the second
partial derivatives for each direction, rather than a truly smoothed field. It
is often used for edge detection because it identifies areas of rapid intensity
change. It is usual to first apply a Gaussian kernel smoother before applying
this one. Note that the white space in the graphic display is equal to the
value of −4, which falls below the zero to one color scale set for each image.

Laplacian of Gaussian: as noted for the Laplacian kernel above, it is customary
to apply a Gaussian smoother before the Laplacian. This can be done using
a single kernel of the form S(σ) = −1/(πσ4) exp(−h/(2σ2))(1− h/(2σ2)).

minimum variance: this kernel is given by S(σ) = 3/8(3− 5h/σ2) if h ≤ 1 and
zero otherwise (Hastie and Tibshirani, 1990). In this case, the white spaces
in the display are all values that are slightly greater than one.

multi quadratic: the kernel is similar to the rational quadratic kernel (below)
and is defined as S(a) =

√
h+ a2. The inverse is easily obtained by 1/S(a).

The kernel shown in the display has values that range between zero and
almost 8 so that much of the kernel is not shown.

power: the power kernel is simply S(p) = −hp. The log power kernel is S(p) =
− log(hp+1) (Souza, 2010). The values of this kernel range from about −2.8
to zero. The shape is circular with values of zero in the center and edges,
and otherwise has higher values near the center and decreasing with distance
from the center.

Prewitt: this kernel is similar in spirit to the Laplacian kernel as it emphasizes
the horizontal (or vertical) edges through an approximation of the vertical
(or horizontal) gradients.

radial: the radial kernel is S(m, d) = a|h|2m−d log(|h|) if d is even, and S(m, d) =
a|h|2m−d otherwise. Values in this kernel range from zero to almost two-
hundred and thirty thousand.

rational quadratic: similar to the multi quadratic (above), the kernel is defined
by S(a) = 1− h/(h+ a) (Souza, 2010).

Sobel: This kernel is identical to Prewitt, except that the elements 1, 2 and 3, 2
are replaced by 2 and −2. In particular, the bar with red and white contains
the values 1, 2, 1, and the white bar is given by −1, −2 and −1.

Student’s t: the generalized Student’s t kernel is given by S(p) = 1/(1 +
hp) (Souza, 2010).

7



unsharp: used primarily in image analysis, this kernel works similarly to the
Laplacian kernel. It is a 3 × 3 matrix of all zeros apart from a one in the
center, and then subtracted by a Laplacian operator kernel matrix.

wave: this kernel is defined by S(φ) = φ/(h sin(h/φ)). All of its values fall within
the range of the color scale, but it is not quite as square as it appears because
much of the variation in values is minimal.

All of the above kernels are available in the smoothie package, and are ex-
plicitly set up via the kernel2dmeitsjer function, which is itself called by the
primary kernel2dsmooth function. In the call to kernel2dmeitsjer, it is also
often necessary to specify the arguments nx and ny, which can result in some-
thing similar to a smoothing parameter, but they merely restrict the size of the
kernel (and allow for less symmetrical kernels). In particular, the kernels that
require these arguments include: Cauchy, Epanechnikov, exponential, Gaussian,
Laplacian of Gaussian, minimum variance, multi quadratic, power, radial, rational
quadratic, Student’s t and wave. An additional kernel, called “average", is avail-
able in the call to kernel2dmeitsjer. It performs much like the boxcar kernel,
but allows for non-square neighborhoods, and this kernel also requires the nx and
ny arguments.

4 A brief tutorial of smoothie

The examples displayed in figure 3 can be produced using the following code. Here,
we will graph each one separately with its own color scale; for which we will rely
on the image.plot function from package fields (Furrer et al., 2012).

library(fields) x <- matrix(0, 10, 12)
x[4,5] <- 1

tmp <- kernel2dsmooth(x, kernel.type="boxcar", n=5)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="cauchy", sigma=20, nx=10, ny=12)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="disk", r=3)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="epanechnikov", nx=10, ny=12, sigma=4)

8



Figure 3: Examples of various kernel shapes. The kernel smoothers were each
applied to the same “field" that consisted of a matrix of all zeros apart from a single
value of unity, which allows for looking at the shapes of the various kernels. Note
that the Gaussian is not zero everywhere, but the values are substantially smaller
than other kernels; its shape is perhaps most similar to the Cauchy example.
Similarly for the exponential kernel. Along the same lines, white spaces indicate
values outside the zero to one range. See the text for specific information about
each kernel. See section 4 to see how to make these images.

boxcar Cauchy disk Epanechnikov exponential

Gaussian Laplacian Laplacian of
Gaussian minimum variance multi quadratic

power Prewitt Prewitt (transposed) Radial rational quadratic

Sobel Sobel (transposed) Student−t Unsharp Wave

0.0 0.4 0.8
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image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="exponential",
a=0.1, sigma=4, nx=10, ny=12)

image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="gauss", nx=10, ny=12, sigma=4)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="laplacian", alpha=0)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="LoG", nx=10, ny=12, sigma=1)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="minvar", nx=10, ny=12, sigma=4)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="multiquad", a=0.1, nx=10, ny=12)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="power", p=0.5, nx=10, ny=12)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="prewitt")
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="prewitt", transpose=TRUE)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="radial",
a=1, m=2, d=1, nx=10, ny=12)

image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="ratquad", a=0.1, nx=10, ny=12)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="sobel")
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image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="sobel", transpose=TRUE)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="student", p=1.5, nx=10, ny=12)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="unsharp", alpha=0)
image.plot(tmp)

tmp <- kernel2dsmooth(x, kernel.type="wave", phi=45, nx=10, ny=12)
image.plot(tmp)

For more interesting examples, we can look at how the various kernel shapes
affect images to which they are applied. For this, we will make use of the lennon
data set available in package fields. More similar examples are available in the
help file for kernel2dmeitsjer.

data(lennon)
tmp <- kernel2dsmooth(lennon, kernel.type="gauss", nx=10, ny=10, sigma=20)
image.plot(tmp)

If the same kernel is to be applied to numerous images (each with the same
dimensions), then the process can be streamlined by pre-defining the kernel in the
following manner. here, we continue to use x as defined above (i.e., the 10 by 12
matrix).
kmat <- kernel2dmeitsjer("average", nx=7, ny=5)
kernel2dsmooth(x, K=kmat)

Note that the above kmat object can continue to be called in calls to kernel2dsmooth
so that the step of setting up the kernel will not be performed. In fact, the kernel
matrix can be applied to images of various appropriate dimensions. Even better
would be to set up and supply the W argument, which is the FFT of the kernel
matrix. For this to be useful, the images would need to have the same dimensions.
This can be done in the following way.
wachten <- kernel2dsmooth(lennon, kernel.type="disk", r=2.5, setup=TRUE)

Now, wachten can be used as the W argument in future calls to kernel2dsmooth,
which will save an FFT each time it is called.
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5 Neighborhood Forecast Verification Methods
Neighborhood forecast verification methods all involve some kind of neighborhood
spatial (or image) smoothing along the lines of Fig. 1. In this section, notation
similar to Ebert (2008) (which provides a nice review of all of these methods) is
adopted for ease of explanation. Specifically, write Eq (1) in the form x′ =< x >s,
where s denotes a smooth over some neighborhood of each point in the original field
x. For a particular point, Ebert (2008) essentially writes < xij >s to represent Eq
(2) specifically with Sk,l(n) = 1/n2. It is useful here to use both representations,
where the former is identical to the latter, except taken to be the entire field of
smoothed points.

Ebert (2008) uses a X and Y to refer to the verification and forecast values,
respectively. This will be followed here, with bold faced X and Y to denote the
entire field of values. For binary event fields (e.g., one if the original value exceeds
a threshold, and zero otherwise) are denoted by I with a subscript x to refer
specifically to the verification, and a subscript y to refer to the forecast. If I is
smoothed by Eq (2), the result is an estimated frequency of occurrence within the
specified neighborhoods s of the event, and is denoted by < P >s for the entire
smoothed field, or < P >s for a specific point. Again, a subscript x or y is added
to refer to one of the two fields specifically. In the case where a new binary field
is taken based on a smoothed field < X >s, < Y >s, < P x >s or < P y >s, the
resulting fields are denoted < Ix >s and < Iy >s, respectively. Similarly for single
points.

Perhaps the most intuitive and familiar neighborhood method is that of up-
scaling, which compares the neighborhood smoothed fields either directly via a
continuous verification score such as the root mean squared error (rmse, e.g., Yates
et al. (2006)), or by thresholding these smoothed fields and applying contingency
table based scores such as frequency bias (henceforth, bias), threat score (TS), and
equitable threat score (ETS) as in Yates et al. (2006); Zepeda-Arce et al. (2000);
Weygandt et al. (2004); Weusthoff et al. (2010); Bauer et al. (2011). The reader is
referred to Wilks (2006) or Jolliffe and Stephenson (2003) for more on traditional
verification statistics. That is, upscaling compares <X >s with < Y >s using

rmse =
1

Nxy

Nxy∑
i=1

(< Yi >s − < Xi >s)
2,

where i = 1, ..., Nxy is an indicator for each point in the grid with Nxy total points.
Alternatively, or often additionally, the thresholded upscaled fields, < Ix >s and
< Iy >s are compared where

< Ix >s=

{
1 < X >s ≥ threshold
0 otherwise
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and similarly for < Iy >s. the decision model for upscaling is given by Ebert (2008)
to be that useful forecasts resemble the verification when averaged to coarser scales.
Indeed, the issue that coarser forecasts fare better with traditional verification stat-
istics provided a large impetus for the newer methods to be proposed. Smoothing a
forecast in this way often leads to improved traditional scores. Therefore, in some
ways, this approach (and other neighborhood methods) to verifying forecasts is a
formalized way of smoothing the higher-scale model to improve the score. How-
ever, if performed over multiple increasing scales, information about the amount
of smoothing necessary to achieve a desired level of performance can be useful
diagnostic information.

The minimum coverage method (Ebert, 2008) compares < Ix >s and < Iy >s,
where the smoothed indicator fields are obtained from thresholding the frequency
fields < P >s by a threshold 0 ≤ Pe < 1. The value for Pe is chosen by the
user, and is the minimum fraction of the neighborhood that must be covered by
individual grid point events in both fields. The most relaxed requirement is that
an event occurs at least once within the neighborhood (i.e., Pe = 1/n2, where n
is the neighborhood length). The decision model for this method is that a useful
forecast predicts the event over a minimum fraction of the region of interest.

Similar to the minimum coverage method is the multi-event contingency table
method (Atger, 2001). The main difference here is that the un-smoothed binary
verification field Ix is compared to the smoothed binary field < Iy >s, which is
obtained in the same way as for the minimum coverage approach described above.
As could be done for the minimum coverage method, the multi-event contingency
table method looks at a series of thresholds Pe and plots the hit rate against the
false alarm rate (F), which gives a receiver operating characteristic (ROC) plot.
The Hanssen-Kuipers score (HK) is related to the area under the ROC curve
associated with each intensity and distance threshold. A variant of the ROC, the
relative (economic) value (V) can be graphed, which shows the value of the forecast
relative to climatology (see Atger, 2001; Ebert, 2008, for more details).

Another method utilizes the smoothed indicator fields < P >s to construct
contingency tables, and subsequently compute verification statistics such as prob-
ability of detection (POD, also known as the hit rate), false alarm ratio (FAR),
and ETS. One method employs a fuzzy logic approach and the other uses a joint
probability approach that ensures the elements in the table add to one (Ebert,
2008, cf. Table 1). The decision model in these cases is that a useful forecast is
more correct than incorrect.

One relatively popular method introduced by Roberts and Lean (2008) is the
fractions skill score (FSS, e.g., Weusthoff et al., 2010; Bauer et al., 2011; Mitter-
maier et al., 2011; Sobash et al., 2011). This method compares < P x >s with
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Table 1: Generic contingency table based on the smoothed indicator fields < P >s.
In the case of the fuzzy logic approach, f(A,B) =

∑
imin(Ai, Bi), and in the case

of the join probability approach, f(A,B) =
∑

iAi · Bi, where i = 1, . . . , Nxy

indexes each point in the grid. Columns correspond to the verification field, and
rows the forecast field.

< P x >s 1− < P x >s

< P y >s f (< P x >s, < P y >s) f (1− < P x >s, < P y >s)

1− < P y >s f (< P x >s, 1− < P y >s) f (1− < P x >s, 1− < P y >s)

< P y >s directly from

FBS = 1
Nxy

∑Nxy

i=1 (< Py >s,i − < Px >s,i)
2 =

1
Nxy

JT (< P y >s − < P x >s)
T (< P y >s − < P x >s)J

,

where J is a column vector of ones, and

FSS = 1− FBS
1

Nxy

[∑Nxy

i=1 < Py >2
s,i +

∑Nxy

i=1 < Px >2
s,i

] (3)

= 1− FBS
1

Nxy
JT (< P y >T

s< P y >s + < P x >T
s< P x >s)J

.

The decision model for the FSS is that a useful forecast has similar frequency of
the forecast events and verification events (Ebert, 2008).

The pragmatic approach of Theis et al. (2005) compares the original binary
verification field Ix with the forecast frequency field < P y >s. Here, the Brier
Score (BS) and Brier Skill Score (BSS) are used to summarize performance. As
in Ebert (2008), the base rate is used by SpatialVx for climatology in the formula
for the BSS.

Brooks et al. (1998) introduced a method dubbed as practically perfect hind-
cast, which first finds an optimal frequency threshold, P

e,optimal by minimizing
the TS (or ETS) between Ix and < Ix >s, and then compares Ix against < Iy >s

again using TS (or ETS).
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6 Summary
The package smoothie is a simple package with only a few functions. The functions
are designed to apply a variety of kernel smoothers to a two-dimensional spatial
field or image. The functions utilize the convolution theorem along with the fast
Fourier transform (FFT) in order to smooth the fields quickly. The sacrifice being
that missing values are not handled.

This document describes the R smoothie package, which contains functionality
for smoothing fields by way of kernel smoothing filters. The primary function is
kernel2dsmooth, but other functions can also be useful: they are (i) Fourier2d
(computes the FFT of a two-dimensional gridded field) and (ii) kernel2dmeitsjer
(sets up the kernel matrix). A few additional functions are available that serve
as wrapper functions to kernel2dsmooth (hoods2dsmooth (neighborhood smooth-
ing), gauss2dsmooth (Gaussian), disk2dsmooth (disk kernel), and identity2dsmooth
(no smoothing)).
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