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PREFACE 
This technical note summarizes metrics that have been defined to assess the quality of forecasts 
of solar irradiance and solar power production forecasting.  A set of six base metrics is proposed 
to meet the needs of users of solar power forecasts.  Four of these metrics—Mean Absolute 
Error, Root Mean Square Error, Distribution of Forecast Errors, and Categorical Statistics—
provide statistical insights on overall forecast performance and aid in the comparison of different 
forecast models or to validate a single forecast model output against actual values.  Two 
remaining base metrics translate forecast performance to economic value that will provide 
insights into the benefits realized with improved forecast accuracy. These six metrics provide a 
starting point for evaluation of the accuracy, precision, and value of solar forecasts. A set of 
enhanced metrics is also proposed to provide more detailed insights into forecast performance. 
Each proposed metric is defined with emphasis on the insight provided by the metric, its 
calculation process described, and its application illustrated with an example of a use case. 
Similar metrics are grouped together. Where possible, less technical metrics are described first 
and more difficult/more technical metrics are presented later. 

The base and enhanced metrics and their application are described in this report. Discussions 
with stakeholders, which led to the metric selection, are described in Appendix 1, and guidelines 
for application of the metrics are provided in Appendix 2. 
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1 INTRODUCTION 
This technical note summarizes progress that has been made by the Department of Energy 
(DOE), the National Oceanic and Atmospheric Administration (NOAA), the National Center for 
Atmospheric Research (NCAR), and IBM on developing metrics to assess the quality of tools for 
solar irradiance and solar power production forecasting. 

A set of six base metrics is proposed to meet the needs of multiple users. Four of these metrics—
Mean Absolute Error, Root Mean Square Error, Distribution of Forecast Errors, and Categorical 
Statistics—provide statistical insights regarding the forecast performance in order to aid the 
comparison of different forecast models or to validate a single forecast model output against 
actual values.  The two remaining base metrics—Operating Reserves Analysis and Production 
Cost—translate forecast performance to economic value that will provide insight into the 
benefits realized with improved accuracy of forecasts. These six metrics provide a starting point 
for users to evaluate the accuracy, precision, and value of various solar forecasts. A set of 
enhanced metrics is also proposed to provide more detailed insights as required, into forecast 
performance under various scenarios. Each proposed metric is defined with emphasis on the 
insight provided by the metric, its calculation process is described, and its application illustrated 
with an example of a use case. Similar metrics are grouped together. Where possible, easier/less 
technical metrics are listed first and more difficult/more technical metrics are presented later. 

These metrics were selected to be responsive to feedback gathered from stakeholders during 
several workshops and discussions over a period of 12-14 months. Appendix 1 contains 
additional background on this effort as well as summarized feedback from stakeholders. It is 
important to note that the selected metrics only pertain to the quality of the solar forecasting tool 
(statistical metrics) and its economic impacts and user benefits (economic metrics). Customized 
metrics that evaluate specific components of the solar forecasting tool and other processes, such 
as successful user integration of solar forecasting into grid operations, are not included in this 
report.  Appendix 2 describes practical considerations that were agreed upon regarding 
application of the metrics. 

The metrics were evaluated by the stakeholders based on the criteria in Table 1. In addition, the 
rating scale in Table 2 was used by the stakeholders to determine the relative importance of each 
metric. Results of the stakeholder engagement are described in Appendix 1.   
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Table 1: Criteria applied by stakeholders to evaluate candidate metrics. 
A. Simple: The metric is easily understandable and the information it provides can be easily 

interpreted. 
5 
Very simple 

4 
Somewhat 
simple 

3 
Neutral 

2 
Somewhat 
difficult 

1 
Very difficult 

0 
No opinion/don’t 
know 

B. Useful: Use of the metric will provide useful insights. 
5 
Very useful 

4 
Somewhat 
useful 

3 
Neutral 

2 
Not very useful 

1 
Not at all 
useful 

0  
No opinion/don’t 
know 

C. Manageable (with regard to) data input: The input data required to use the metric is not 
too onerous. 

5 
Very 
manageable 

4 
Somewhat 
manageable 

3 
Neutral  

2 
Somewhat 
onerous 

1 
Very onerous 

0 
No opinion/don’t 
know 

D. Practical: The metric will likely be used to evaluate forecasts and make operational & 
planning decisions. 

5 
Very practical 

4 
Somewhat 
practical 

3 
Neutral  

2 
Not very 
practical 

1 
Not at all 
practical 

0 
No opinion/don’t 
know 

 

Table 2: Rating scale used by stakeholders to rate the candidate metrics. 
Rating Meaning 

5 A critical metric without which, it will be very difficult to assess forecast 
accuracy and/or benefits 

4 A very important metric that contributes to forecast accuracy assessment 
3 A useful metric to assess forecast accuracy 
2 An informational metric that is not critical but provides some insight into 

behavior of forecasts 
1 Not a particularly useful metric 
0 No opinion or don’t understand the metric 

 
In addition to the ratings, the stakeholders were asked to respond to the following questions to 
provide general feedback about the metrics: 

1. In your opinion, are the enclosed metrics responsive to the needs of forecast users? Why or 
why not? 

2. Are there any additional metrics that should be considered – especially in the Base category?  
3. Does this document clearly present the proposed metrics? If not, please suggest an alternative 

format or order. 
4. Do the use cases sufficiently demonstrate the usefulness of the proposed metrics? Why or 

why not? Are there specific metrics for which the use cases are particularly insightful or not 
insightful? 



3 
 

Most of the data used in this report were obtained from the Western Wind and Solar Integration 
Study Phase 2 (WWSIS-2; Lew et al. 2013). Four scenarios (Figure 1) are analyzed based on 
latitude and longitude locations of solar power plants. Day-ahead (DA) and 1-hour-ahead (HA) 
solar forecasts are investigated. While the use cases presented in this report use WWSIS-2 data, 
the insights gained are universally applicable regardless of the dataset used. 

 

Figure 1: Scenarios analyzed in this study 

The final set of metrics selected through this process is shown in Table 3.  These metrics are 
described in more detail in the remainder of this report. 

Table 3: Final set of metrics selected for evaluation of solar energy forecasts. 

 Model-Model Comparison Economic Value 

B
as

e 

Mean Absolute Error  
Root Mean Square Error  
Distribution (including Statistical Moments and 
Quantiles)  
Categorical Statistics for Events 

Operating Reserves 
Analysis  
Production Cost  

E
nh

an
ce

d 

Maximum Absolute Error  
Pearson's Correlation Coefficient  
Kolmogorov-Smirnov Integral  
Statistical Tests for Mean and Variance  
Renyi Entropy  
OVER Metric  
Brier Score 
Receiver Operating Characteristic (ROC) Curve  
Calibration Diagram  
Probability Interval Evaluation  
Frequency of Superior Performance  
Performance Diagram for Events  
Taylor Diagram for Errors 

Cost of Ramp Forecasting 
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2 BASE METRICS AND METRICS FOR MODEL COMPARISON 
 
BM1: Mean Absolute Error 

This metric addresses the following question:  What is the overall forecast accuracy? 

Metric Definition 
The mean absolute error (MAE) has been widely used in regression problems and by the 
renewable energy industry to evaluate forecast performance. The MAE metric is a global error 
metric which measures the overall accuracy of the forecast, but it does not punish larger forecast 
errors compared to the RMSE metric. Smaller values of MAE indicate better forecasts. One issue 
associated with the MAE is that a large number of very small errors can easily overwhelm a 
small number of large errors.  This situation can be problematic in systems where extreme events 
are a concern.  

Metric Calculation 
The MAE is given by: 

     ∑
=

−=
N

i
ii pp

N
MAE

1

ˆ1             (1) 

where ip represents the actual solar power generation at the thi  time step, ip̂ is the corresponding 
solar power generation estimated by a forecasting model, and N is the number of data (forecast) 
points being evaluated. 

Metric Use Case 
The data used in this example were obtained from the Western Wind and Solar Integration Study 
Phase 2 (WWSIS-2). 

Values of MAE for solar power forecasts at multiple spatial and temporal scales are shown in 
Table 4. The table shows that the HA forecasts perform better than the DA forecasts. The MAE 
values of the DA forecasts for one plant, Denver, Colorado, and Western Interconnection regions 
are, respectively, 31%, 50%, 61%, and 85% larger than those of HA forecasts. Based on the 
MAE metric, very large differences between forecasts and actual values are found for the 
Western Interconnection scenario. 

Table 4: Values of MAE estimated with a year of data. 

Solar Plants MAE Values (MW) 
1-hour ahead Day-ahead 

(a) One plant 11.34 14.81 
(b) Denver 191.17 286.65 
(c) Colorado 256.69 413.11 
(d) Western Interconnection 1064.52 1973.90 
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BM2: Root Mean Square Error (RMSE) 

This metric addresses the following question:  What is the overall accuracy of the forecasts 
(penalizing large forecast errors)? 

Metric Definition 
The root mean squared error (RMSE) provides a global error measure over the entire forecasting 
period. To compare the results from different spatial and temporal scales of forecast errors, a 
normalized RMSE (NRMSE) is computed using the capacity value of the analyzed solar plants. 
A larger RMSE or NRMSE value indicates larger errors in the forecast. The RMSE (or NRMSE) 
metric tends to penalize large forecast errors because of the squaring of each error term, which 
effectively weighs large errors more heavily than small errors. As the MAE does not penalize 
large errors, comparing RMSE and MAE values for a given forecast can be helpful to determine 
the relative impact of large forecast errors. The metric is useful for evaluating the overall 
performance of the forecasts, especially where extreme events are a concern. However, this 
weighting property is undesirable in many applications, such as in ramp detection. Additionally, 
geographic smoothing over large areas means that large errors are less common in balancing 
areas or interconnection size areas, and thus the RMSE (or NRMSE) may be misleading for these 
large areas. 

Metric Calculation 
The RMSE is given by: 

    ∑
=

−=
N

i
ii pp

N
RMSE

1

2)ˆ(1      (2) 

Where ip  represents the actual solar power generation at the thi  time step, ip̂ is the 
corresponding solar power generation estimated by a forecasting model, and N is the number of 
points estimated in the forecasting period. The NRMSE is calculated by normalizing the RMSE 
using the capacity value of the analyzed solar plants. 

Metric Use Case 
The values of RMSE and NRMSE associated with evaluation of solar power forecasts at multiple 
spatial and temporal scales are shown in Table 5. The table indicates that the HA forecasts 
perform better than the DA forecasts. The NRMSE values become smaller with increasing 
geographic area, which suggests that the solar forecasts perform relatively better for larger 
regions. Because of the weighting property of the metric, the differences between DA and HA 
forecasts is more significant than the differences indicated by the MAE. 
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Table 5: Values of RMSE and NRMSE estimated with a year of data. 

Solar Plants RMSE (MW) NRMSE 
1-hour ahead Day-ahead 1-hour ahead Day-ahead 

(a) One plant 17.12 22.07 0.17 0.22 
(b) Denver 284.36 438.25 0.08 0.13 
(c) Colorado 378.65 624.19 0.06 0.10 
(d) Western Interconnection 1488.28 2711.31 0.02 0.04 
      

BM3: Distribution of Forecast Errors 

This metric addresses the following question:  How variable is the forecast? 

Metric Definition 
Forecast errors reflect the differences between the forecasted solar irradiance and/or power 
output and actual observations.  The distribution of those errors provides a way to look at the 
entire set of errors together, rather than with only a single summary measure or statistic. 
The distribution of errors provides a good overview of forecast performance; however, it is most 
useful for longer time periods. Whereas a statistic will typically answer a single question that a 
user may have about the accuracy of a forecast, the distribution can answer a larger set of 
questions as it retains a greater amount of information. Qualities of the forecast that can be 
assessed via the distribution include: forecast bias, error spread (e.g., variance), range, typical 
size (median or average), and differences between two competing forecasts. Additionally, 
estimates of forecast confidence intervals are generally calculated using an assumed error 
distribution on the point forecast. 

Metric Calculation 
Multiple distribution types have been analyzed in the literature to quantify the distributions of 
solar (or wind) power forecast errors, including the hyperbolic distribution, kernel density 
estimation (KDE), the normal distribution, and Weibull and beta distributions.  In this document, 
the distribution of solar power forecast errors is estimated using the KDE method. KDE is a 
nonparametric approach to estimate the probability density function of a random variable. KDE 
has been widely used in the renewable energy community for wind speed distribution 
characterization, and wind and solar power forecasting. For an independent and identically 
distributed sample, nxxx ,,, 21 

, drawn from some distribution with an unknown density f ,  
KDE is defined as 

    ∑∑
==







 −

=−=
n

i

i
n

i
ih h

xxK
nh

xxK
n

hxf
11

1)(1);(ˆ    (3) 

In the equation, ( ) (1 ) ( )K h K h⋅ = ⋅ has a kernel function K (often taken to be a symmetric 
probability density) and a bandwidth h (a smoothing parameter). KDE is a relatively complex 
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distribution method to implement, because the bandwidth parameter h needs to be selected 
through optimization.  

In this document, we follow the convention that the error (e) is equal to the forecast ( fP ) minus 

the actual wind power value ( aP ): 

      af PPe −=      (4) 

Metric Use Cases 
Distributions are commonly visualized with boxplots, histograms, and density function curves 
because there is too much information to include in a tabular format.  

The top row of Figure 2 shows the probability density functions of forecast errors. To compare 
the results from different spatial and temporal scales of forecast errors, we normalized the 
forecast error using the capacity value of the analyzed solar plants. It is observed that the HA 
forecasts perform better than the DA forecasts, as indicated by the narrower distribution curves 
for the HA forecasts. The HA forecasts have a larger probability than the DA forecasts when the 
forecast error is smaller; the DA forecasts have a larger probability when the forecast error is 
larger. In addition, the distribution of errors for a larger geographic area have a more pronounced 
peak, slimmer shoulders, and longer tails. This result indicates that relative forecast errors are 
smaller overall when integrated over a larger geographic area. 

 

Figure 2: Top row shows probability density functions of forecast errors for different 
scenarios.  Bottom row presents the distributions of errors for different scenarios using box 

plots. 
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The bottom row of Figure 2 provides examples of boxplots and density functions based on 
forecast errors for example forecasts from the Western Wind and Solar Integration Study 
(WWSIS); these plots show many of the distribution features.  The median (50th percentile) is 
depicted by the horizontal line through the box.  The box represents the 25th and 75th percentiles 
(bottom and top respectively). The interquartile range (IQR) is defined using these two measures. 
The IQR value is normalized by the solar power capacity to get the Normalized Interquartile 
Range (NIQR). 

Table 6 shows values of IQR and NIQR for the four scenarios. The results show that (i) the HA 
forecasts have a smaller IQR value than the DA forecasts; and (ii) the NIQR values become 
smaller with increasing geographic area, which indicates that the solar forecasts perform 
relatively better for larger regions.   

Table 6: Values of IQR and NIQR estimated with a year of data. 

Solar Plants Interquartile Range, IQR (MW) Normalized Interquartile 
Range, NIQR 

1-hour ahead Day-ahead 1-hour ahead Day-ahead 
(a) One plant 13 17 0.13 0.17 
(b) Denver 232 306 0.07 0.09 
(c) Colorado 315 451 0.05 0.07 
(d) Western Interconnection 1547 2329 0.02 0.04 
 
Statistical Moments (Mean, Variance, Skewness, Kurtosis) 
Statistical moments of the error distributions, such as mean, variance, skewness, and kurtosis, 
can provide additional information to evaluate forecasts. Mean Bias Error (MBE), the first 
standardized moment, indicates average forecast bias. A larger MBE indicates more forecast 
bias. If the forecast error is equal to the forecast minus the actual power generation, a 
positive MBE indicates over-forecasting, while a negative MBE indicates under-
forecasting. Understanding the overall forecast bias (over- or under-forecasting) would allow 
power system operators to better allocate resources to compensate for forecast errors in the 
dispatch process.  While the MBE provides important information that can be used to improve 
the forecasts, it does not give a good indication of the total range of forecast errors. For example, 
the same MBE value could represent many significantly different error distributions, some of 
which may be more favorable than others. 

The standard deviation evaluates variance or uncertainty in the forecasts. A smaller value of 
standard deviation indicates less variability/uncertainty. 

Skewness, a measure of the asymmetry of the probability distribution, is the third standardized 
moment. Since the MAE and RMSE metrics cannot distinguish between two distributions with 
the same mean and variance, but different skewness and kurtosis values, they ignore additional 
information about the forecast errors that could potentially have a significant impact on system 
operations. A negative skewness value indicates that there are more under-forecast events 
than over-forecast events, and a positive skewness value indicates that there are more over-
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forecast events than under-forecast events. Skewness is not a standalone metric, but can 
provide additional information to the system operator about the tendencies of the forecasting 
system that can be utilized to prepare appropriate counteractions. 

Kurtosis, the fourth standardized moment, measures the magnitude of the peak of the distribution 
of forecast errors, or conversely the width of the distribution. The kurtosis metric tells users 
whether the distribution of forecast errors is narrow or wide. A larger positive kurtosis value 
indicates a narrower distribution, and a larger negative kurtosis value indicates a wider 
distribution. In general, a narrow distribution of forecast errors indicates better, more accurate, 
forecast performance. Like skewness, kurtosis is not appropriate as a standalone metric. 
However, it can provide information to the system operator about the relative frequency of 
extreme events. 

Metric Calculation 
The MBE is given by: 

     ( )∑
=

−=
N

i
ii pp

N 1

ˆ1µ ,     (5) 

where ip represents the actual solar power generation at the thi time step, ip̂ is the corresponding 
solar power generation estimated by a forecasting model, and N is the number of points included 
in the forecast sample. 

The standard deviation is given by 

     ( )∑
=

−=
N

i
ip

N 1

2ˆ1 µσ  ,    (6) 

and skewness is given by 

     


















 −
=

3

e

eeE
σ

µγ ,     (7) 

where γ is the skewness, e is the solar power forecast error (equal to the forecast minus the 
actual solar power value), and eµ and eσ are the mean and standard deviation of forecast errors, 
respectively. Assuming that forecast errors are equal to forecast power minus actual power 
generation, a positive skewness of the forecast errors indicates over-forecasting of the tail; and a 
negative skewness indicates under-forecasting of the tail. Understanding the tendency to over-
forecast (or under-forecast) is important because the system actions taken to correct for under-
forecasting and over-forecasting events are different.  An over-forecasting tendency could lead to 
a less-than-optimal number of large thermal units being committed, which would need to be 
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corrected through the use of more dispatchable units, and therefore more expensive, generation 
units. 

Kurtosis is given by 

     34
4 −= eσµκ ,     (8) 

whereκ  is the kurtosis, 4µ is the fourth moment about the mean, and σ  is the standard deviation 
of forecast errors. The difference between the kurtosis of a sample distribution and that of the 
normal distribution is known as the excess kurtosis. In the subsequent analysis the term kurtosis 
will be used synonymously with excess kurtosis. A distribution with a positive kurtosis value is 
known as leptokurtic which indicates a peaked (narrow) distribution; while a negative kurtosis 
value indicates a flat (wide) data distribution, known as platykurtic. The pronounced peak of the 
leptokurtic distribution indicates the existence of a large number of very small forecast errors, 
which indicates better forecast performance. 

Metric Use Case 
The values of MBE to evaluate solar power forecasts at multiple spatial and temporal scales are 
shown in Table 7. The table shows that the HA forecasts perform better than the DA forecasts, 
which is consistent with the forecast error distributions shown in Figure 2. In addition, all MBE 
values are positive, indicating that both the DA and HA forecasts tend to over-forecast for all 
four scenarios. The MBE of the HA forecasts for the single plant scenario is 2.19% of the 
capacity, whereas the MBE of HA forecasts for the Western Interconnection scenario is only 
0.2% of the capacity. 

Table 7: Values of four statistical moments estimated with a year of data. 

Solar Plants 

(a) One Plant (b) Denver (d) Colorado (d) Western 
Interconnection 

Day-
ahead 

1-
hour 
ahead 

Day-
ahead 

1-hour 
ahead 

Day-
ahead 

1-
hour 
ahead 

Day-
ahead 

1-hour 
ahead 

MBE (MW) 4.27 2.19 131.82 31.64 172.5
4 43.32 1497.29 132.13 

Stand. dev. 
(MW) 21.65 39.57 418.00 282.62 599.9

4 
376.2

0 2260.09 1482.44 

Skewness -0.19 0.08 0.20 -0.20 0.18 -0.21 0.62 -0.23 
Kurtosis 2.04 2.40 3.79 2.52 3.35 2.47 3.76 4.82 
 
The values of skewness for solar power forecasts at multiple spatial and temporal scales shown 
in Table 7 indicate that: (i) there are relatively more under-forecast (than over-forecast) events in 
the HA timeframe, and more over-forecast events in the DA timeframe for plants (b), (c), and 
(d); and (ii) there are more over-forecast (than under-forecast) events in the HA timeframe, and 
more under-forecast events in the DA timeframe for (a). The large value of 0.62 for the DA 
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timeframe for the Western Interconnection scenario indicates a significant over-forecast 
tendency. This tendency could lead to a significantly less than optimal number of large thermal 
units being committed, which would need to be corrected through the use of more dispatchable, 
and therefore more expensive, generation units. It is important to note that the skewness metric is 
not a standalone metric, and users should make decisions based on the combined information 
from the mean, standard deviation, skewness and kurtosis together. 

The values of kurtosis for solar power forecasts at multiple spatial and temporal scales shown in 
Table 7 are all positive, which shows that the distributions of forecast error for all scenarios are 
narrower than the normal distribution. The larger the kurtosis values, the narrower the 
distribution of forecast errors. The HA forecasts for the Western Interconnection scenario have 
the largest kurtosis value, which indicates the best forecasting performance. 

BM4: Categorical Statistics 

These metrics addresses the following question: Which forecasting system performs better for 
important events (e.g., ramping, precipitation, cloudiness)? 

Metric Category Definition 
Categorical statistics—also known as binary, dichotomous or contingency table statistics—
provide measures of accuracy and skill for forecasts of notable events, such as ramps in 
power, detrimental temperatures, or rainfall.   By nature, they focus on Yes/No forecasts, 
such as “Yes, the cloudiness will exceed a threshold of 50%”.  Examples of categorical statistics 
include (but are not limited to): accuracy (ACC) or percent correct, base rate (BASER) or sample 
climatology, false alarm ratio (FAR), probability of detection-yes (PODY) or hit rate, frequency 
bias (FBIAS) or ratio of forecast events to observed events, equitable threat score (ETS) or 
Gilbert skill score (GSS), and the Extreme Dependency Score (EDS). 

Contingency Table used to define Categorical Statistics 
An event is defined by values that exceed a threshold1.  For example, a threshold could be the 
occurrence of a change in power from hour to hour ≥ 20 MW (e.g., 20% of installed power at a 
100 MW facility).  All observations (forecasts) are then evaluated according to this threshold and 
placed in either the “event occurred” (event forecast to occur) or “event did not occur” (event not 
forecast to occur) categories (“yes” and “no” respectively).  The contingency table is formed by 
categorizing individual pairs of forecasts and observations into four groups:  
 

a) When the event was forecast to occur AND the event occurred;  
b) When the event was forecast to occur AND the event did not occur;  
c) When the event was not forecast to occur and did occur; and,  

                                                 
1 Note that the event may also be defined the opposite way – i.e., falling below a threshold.  For example, we might 
be interested in cloud cover being less than a particular threshold.  In that case, the categorical statistics can still be 
applied, with the yes “event” being defined as the occurrence of cloud cover less than the threshold, and the no 
event being defined as the occurrence of cloud cover greater than the threshold. 
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d) When the event was not forecast to occur and did not occur.   
 
The total number of each type of pair is then counted and placed into a table such as shown in 
Table 8, from which multiple kinds of statistics may be calculated2.  In the contingency table, the 
number of events in each category is represented by a, b, c, and d, and n is the total number of 
events.  Note that a represents the “hits”, b represents the “false alarms”, c represents the 
“misses”, and d represents the “corrective negatives.” 
 

Table 8: Contingency table for forecasts of binary events. 
 Observed YES Observed NO Total 
Forecast YES a b a+b 
Forecast NO c d c+d 
Total a+c b+d n =a+b+c+d 

 
The categorical events can also be thought of in the form of a Venn diagram, as shown in Figure 
3, in which the different regions of the diagram represent the different cells in Table 8.  For 
example, the hits (a) are represented by the intersection between the “Yes” forecast and “Yes” 
observation regions in Figure 3. Many of the statistics that can be computed from the 
contingency table can also be represented using the areas in the diagram. 

 

Figure 3: Venn diagram view of a contingency table for binary events. 

The minimum desired sample size, n, for computing any of these metrics is 30, with 100 or more 
being preferred. Many of the metrics do not work well for extreme (or infrequently occurring) 
events because they depend heavily on at least some forecasted events being correctly predicted 
(a > 0).  The Extreme Dependency Score (EDS) is the exception. It is specifically formulated to 
address infrequently occurring events. 

Specific Metric Definitions 
Definitions of many of the categorical measures are presented in Table 9. 

                                                 
2 A full listing of possible statistical metrics may be found in Wilks (2011), Joliffe and Stephenson (2012), or on the 
web at http://www.cawcr.gov.au/projects/verification/.   
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Table 9: Definitions of categorical statistics for binary events. 

Metric Name Description Calculation Range Best 
value 

BR Base Rate 

Climatological 
frequency of events 
(i.e., how often it 
occurs). 

a c
n
+  0 to 1 1 

FAR False Alarm 
Ratio 

Fraction of predicted 
“Yes” events that 
did not occur. 

b
a b+

 0 to 1 0 

PODY Probability 
of Detection  

Fraction of observed 
"Yes" correctly 
forecast as "Yes". 

a
a c+

 0 to 1 1 

POFD 
Probability 

of False 
Detection 

Fraction of observed 
“No” that were 
forecast to be “Yes”. 

b
b d+

 0 to 1 0 

FBIAS Frequency 
Bias 

Ratio of numbers of 
forecast and 
observed events  

a b
a c

+
+

 0 to ∞ 1 

CSI 

Critical 
Success 

Index (i.e., 
Threat 
Score) 

Relative frequency 
of hits (i.e., how 
well predicted “yes” 
events correspond to 
observed “yes” 
events). Does not 
consider d (correct 
nulls) 

a
a b c+ +

 0 to 1 1 

GSS 

Gilbert Skill 
Score (i.e., 
Equitable 

Threat 
Score) 

Similar to CSI, but 
accounts for random 
chance (i.e., how 
well predicted and 
observed “yes” 
events correspond 
when random chance 
is taken into 
account).  

a C
a b c C

−
+ + −

, where 

 
( )( )a b a cC

n
+ +

=  

-0.33 to 
1 1 

EDS 
Extreme 

Dependency 
Score 

Association between 
forecast and 

observed rare events.  

2 log

log

a b
n

a
n

+ 
 
 
 
 
 

 

ln( ) ln( )
ln( ) ln( )

BR PODY
BR PODY

−
=

+
 

-1 to 1 1 

EDI 
Extreme 

Dependency 
Index 

EDS without 
dependence on BR. 

ln( ) ln( )
ln( ) ln( )

POFD PODY
POFD PODY

−
+

 -1 to 1 1 
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Suggested Metrics Pairings 
By definition, most individual categorical metrics cannot provide a full evaluation of a 
forecasting system.  To obtain a more complete, and meaningful picture it is necessary to 
consider relevant pairs of metrics.  Suggested pairs are shown in Table 10. 
 

Table 10: Suggested pairs of metrics to evaluate. 
False Alarm Ratio (FAR) and Probability of Detection (PODY) 

Frequency Bias (FBIAS), Critical Success Index 
(CSI) or Gilbert Skill Score (GSS) and Base Rate (BR) 

Extreme Dependency Score (EDS) or Extreme 
Dependence Index (EDI) and Frequency Bias (FBIAS) 

 
Metric Use Cases   
An example of application of the categorical metrics is shown in Table 11. In this table, the 
statistics were calculated over all hours for each spatial aggregation.  The optimal score for FAR 
is 0 and for the remaining metrics is 1.  While the numbers of events identified are similar for 
Denver, Colorado, and Western Interconnect, the skill increases rapidly with increased spatial 
aggregation.  A graphical representation of four of these metrics may be found in the Enhanced 
Metric - Performance Diagram described in Section 4. 

Table 11: Summary of categorical metrics for example application 
Hour Ahead Forecast – 20% Ramp Definition 

Metric Individual Denver Colorado Western Interconnect 
Total Events 8760 4264 4385 4385 

BR 0.14 0.21 0.18 0.06 
PODY 0.58 0.61 0.67 0.86 
FAR 0.31 0.31 0.26 0.11 
CSI 0.46 0.48 0.54 0.77 
GSS 0.40 0.40 0.47 0.76 

FBIAS 0.83 0.88 0.90 0.97 
EDS 0.56 0.52 0.61 0.89 

3 BASE METRICS FOR ECONOMIC VALUE 
 
BE1: Operating Reserves Analysis 

This metric answers the question, “How much generation must be kept in reserve?” 
 
Metric Definition 
Improving solar generation forecast accuracy is expected to decrease the amount of reserves that 
need to be procured, as illustrated in Figure 4.  Definitions of various types of reserves are 
provided in Table 12. 
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Figure 4: Improved solar power forecasting (on average) reduces the amount of reserves 
that must be held. 

Table 12: Overview of operating reserves. 
Market / Product Description 

Regulation Reserves 
(Reg-up / Reg-down) 

Reserve held to cover very fast (4 seconds to 10 minutes) variability 
in load and solar power. 

Flexibility Reserves Reserve held to cover longer ramps from load and solar, generally in 
the time frame of 15 minutes to 4 hours. 

Spinning Reserves On-line capacity that can be deployed very quickly (seconds to 
minutes) to respond to variability. 

Non-Spinning Reserve Off-line or reserved capacity, or load resources (interruptible loads), 
capable of deploying within 30 minutes for at least one hour. 

 
Metric Calculation 
Estimated costs and savings of flexibility reserves are defined as 

 flex year spin flex non-spin 95%C H (C R C R )= × × + ×  (9) 

    where:   
Cflex = total annual cost of flexible reserves 
Hyear = hours in one year 
Cspin = cost in $/MWh of spin reserves 
Rflex = MW range for flexible reserves determined at 70% confidence interval 
Cnon-spin = cost in $/MWh of non-spin reserves 
R95% = MW range outside 70% confidence interval, but within 95% 

   confidence interval 
 

Estimated costs and savings of regulation reserves are defined as 

 reg year up up down downC H (C R C R )= × × + ×  (10) 

where: 
Creg = total annual cost of regulation reserves 

(a) (b) 
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Hyear = hours in one year 
Cup = cost in $/MWh of up ramp reserves 
Rup = MW range for regulation up ramp reserves 
Cdown = cost in $/MWh of down ramp reserves 
Rdown = MW range for regulation down ramp reserves 

    
Figure 5 shows a wind power forecasting use case. Figure 5(a) illustrates the wind power 
forecast error. Figure 5(b) shows the histogram of forecast errors and the determination of 
spinning and non-spinning reserves. 

 

Figure 5:  Examples of selected types of reserves. 

BE2: Production Cost 

This metric addresses the question, “How much production cost savings will occur due to 
improved solar forecasts?” 

Metric Definition 
The cost of power supply at an overall system level is the sum of fuel, variable operations and 
maintenance (O&M), emissions, and startup costs. Improvements in forecast accuracy are 
expected to decrease wholesale power production cost, use of fossil fuels, and reduce solar 
generation curtailment by reducing uncertainty. Uncertainty costs reflect the inherent suboptimal 
commit and dispatch decisions associated with imperfect forecasts. Production cost models 
simulate power system operation on a large scale. Therefore, it is important to ensure that the 
quantity of estimated savings can be definitively allocated to forecast improvement accuracy, 
and does not fall within the accuracy band of the production cost model itself. Benefits due to 
accuracy improvements in DA and multi-HA forecasts can be estimated with this metric. 
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Figure 6: Selected types of reserves. 

Metric Calculation 
This metric is determined using utility specific production cost models that simulate the 
operation of the utility’s power system. Costs are derived from historical or actual costs as 
constrained, for instance, by units available, fuel, contracts, and trading. Dispatch decisions and 
unit commitment decisions in the production cost model would be estimated under information 
conditions of (i) historical or current operations, (ii) with improved forecasts (i.e., from this 
research effort), and (iii) actual (ex post) conditions (equivalent to having perfect forecasts). The 
production cost would be useful determined on a monthly, seasonal or annual basis. One 
proposed approach to calculating Production Cost Savings is shown in Table 13. 

Table 13: Calculation of Production Costs under Alternative Information Conditions 
Constrained by Units Available, Fuel Cost, Contracts, and Trading  

Calculation Dispatch Unit Commit What is demonstrated 
1 Historic/Current Operations Historic/Current Operations Baselines 

2 Historic/Current Operations Improved Forecast Value of Improved 
Forecast 

3 Actuals Actuals Value of Perfect 
Information 

 
Using the production cost estimates under these three information conditions, production cost 
savings (attributable to an improved forecast) would be estimated as: 

 
   Production Cost Savings = Calculation 2 – Calculation 1       (11) 

   
using the values represented in Table 13. Even with improved forecasts there would still be some 
level of uncertainty with respect to actual weather outcomes as well as other uncertainties 
inherent in the system (e.g., non-weather load uncertainty). This remaining uncertainty cost 
would be estimated as: 
 
   Uncertainty Costs = Calculation 3 – Calculation 2                   (12) 
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The goal is to reduce Uncertainty Costs and hence see increases in Product Cost Savings.  These 
calculations must be made by each partner, where applicable, with their individual production 
cost models.  Once estimates are made, they can be combined to produce general estimates on  a 
national level.  This example is provided as a discussion point of how to standardize the 
production cost analysis and is open for modification. 
 
Metric Use Cases 
Once Production Costs and Uncertainty Costs are calculated, they may be related to standard 
metrics such as MAE, RMSE or others.  In Figure 7, daily Uncertainty Costs are plotted versus 
their percent reduction in normalized MAE (see section 2). 
 

 

Figure 7: Daily Total Costs Due to Wind Uncertainty (Normalized MAE) in January. 
(Figure provided by Xcel Energy) 

A simple linear fit suggests that for every 10% reduction in normalized MAE there is an 
approximate $20,000 savings per day for one plant.  A similar type of plot may be generated for 
Production Cost Savings for every utility. 

4 ENHANCED METRICS | ACCURACY FOR MODEL COMPARISONS 
 
Maximum Absolute Error (MAE) 

This metric addresses the question, “What is the maximum forecast error? 
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Metric Definition  
The maximum absolute error (MaxAE) indicates local deviations of forecast errors. The MaxAE 
metric is useful to evaluate forecasts of short-term extreme events in the power system. A 
smaller MaxAE indicates a better forecast. The MaxAE metric can capture the largest forecast 
error in the forecast period, which is very important for a power system.  However, this metric 
may give too much weight to extreme events, and is more useful when evaluated over very short 
time periods. In addition, because it relies on a single value it does not give a good representation 
of the total performance of the forecast, only the worst-case scenario. 

Metric Calculation 
The MaxAE is given by 

    iiNi
ppMaxAE −=

=
ˆmax

,,2,1 

,          (13) 

where pi  represents the actual solar power generation at the ith time step, ip̂ is the corresponding 
solar power generation estimated by a forecasting model, and N is the number of points 
estimated in the forecasting period. 
 
Metric Use Case 
The values of MaxAE used to evaluate solar power forecasts at multiple spatial and temporal 
scales are shown in Table 14. This table shows that the HA forecasts perform better than the DA 
forecasts. For the single plant scenario, the maximum forecast error is over 70% of the capacity, 
which might cause severe reliability issues for the power system. For the Western 
Interconnection scenario, the maximum errors of DA and HA forecasts are 27.9% and 25% of 
the capacity, respectively. 

Table 14: Values of MaxAE estimated with one year of data. 

Solar Plants MaxAE Values (MW) 
1-hour ahead Day-ahead 

(a) One plant 74.33 84.10 
(b) Denver 1304.73 2260.94 
(c) Colorado 1735.24 3380.28 
(d) Western Interconnection 16,127.32 17,977.53 
 
Pearson’s Correlation Coefficient 

This metric addresses the question, “How similar are the forecasts to the actual values?” 

Metric Definition 
Pearson’s correlation coefficient is a measure of the strength of the linear relationship between 
two variables (or sets of data). The coefficient is a global measures the overall accuracy of the 
forecasts. A larger absolute value of Pearson’s correlation coefficient indicates a stronger 
relationship between the forecast and observed values. The correlation is +1 in the case of a 
perfect positive linear relationship, and is -1 in case of a negative linear relationship. 
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Numbers between -1 and +1 indicate the degree of the linear relationship between actual and 
forecasted values. The Pearson’s correlation coefficient measures the similarity between the 
overall trend of the forecasts and actual values, though it does not account for relative 
magnitudes (i.e., biases). Due to geographic smoothing, this metric may be better used to 
evaluate forecast accuracy at individual plants, or small groupings of plants, instead of large 
balancing areas or interconnections. 

Metric Calculation 
The Pearson’s correlation coefficient, ρ, is defined as the covariance of actual and forecast solar 
power variables divided by the product of their standard deviations, which is mathematically 
expressed as: 

     
pp

pp
ˆ

)ˆ,cov(
σσ

ρ =  ,          (14) 

where p and p̂  represent the actual and forecast solar power output, respectively. 

Metric Use Case 
The values of Pearson’s correlation coefficient used to evaluate solar power forecasts at multiple 
spatial and temporal scales are shown in Table 15. 

Table 15: Values of Pearson’s Correlation Coefficient estimated with a year of data. 

Solar Plants Pearson’s Correlation Coefficient 
1-hour ahead Day-ahead 

(a) One plant 0.76 0.65 
(b) Denver 0.94 0.87 
(c) Colorado 0.96 0.91 
(d) Western Interconnection 0.995 0.990 
 
The values in Table 15 indicate that the HA forecasts perform better than the DA forecasts, 
according to the correlation coefficient. In addition, it is observed that (i) for the one-plant 
scenario, the correlation coefficient for the HA forecasts is approximately 17% larger than that 
for the DA forecasts, while (ii) for the Western Interconnection scenario, the correlation 
coefficient difference between HA and DA forecasts is only 0.5%. This result indicates that 
while the forecasts perform better for a large geographic area, based on the Pearson’s correlation 
coefficient, the benefits of improved (i.e., DA) forecasts are less significant for large geographic 
regions. It is important to note that other metrics might put greater numerical emphasis on the 
differences in forecasting between large and small geographic areas. 
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5 ENHANCED METRICS | DISTRIBUTIONS FOR MODEL COMPARISONS 
 
Kolmogorov-Smirnov Integral 

This metric addresses the question, “What is the statistical similarity between the distributions 
of the forecasts and the actual values?” 

Metric Definition 
The Kolmogorov–Smirnov Integral (KSI) test is a nonparametric test to determine if the 
distributions of two data sets are significantly different. The KSI parameter is defined as the 
integrated difference between the two Cumulative Distribution Functions (CDFs; e.g., for 
forecast and observed power). Instead of directly evaluating forecast error, the KSI metric 
evaluates the similarity between the distributions of forecasts and actual values. Information on 
the distributions of the forecast and actual data sets provided by the KSI is not captured by 
metrics like RMSE, MAE, MaxAE, and MBE. A smaller value of KSI indicates that the 
forecasts and actual values behave statistically similarly, thereby indicating a better overall 
performance of the solar power forecasting system. A zero KSI index means that the CDFs of the 
two distributions are the same.  

To compare the results from different spatial and temporal scales of forecast errors, KSI is 
normalized to obtain the KSIPer metric. This metric is more appropriate for comparing forecasts 
over longer time periods and for measuring how similar the distributions of forecasts and actual 
values are for the time period under consideration. 

Metric Calculation 
The KSI parameter is defined as the integrated difference between the two CDFs.  Detailed 
formulations of KSI and KSIPer are provided at the end of this metric description. KSI is a 
relatively complex metric to calculate. However, codes and web-based tools are available to 
calculate the metric. 

Metric Use Case 
The values of KSIPer to evaluate solar power forecasts at multiple spatial and temporal scales 
are shown in Table 16. This table indicates that the HA forecasts perform better than the DA 
forecasts. We also observe that the value of KSIPer decreases with increasing geographic area. 
The difference between the DA and HA forecasts is more significant for scenarios (b), (c), and 
(d) than for the single plant scenario. 

Table 16: Values of KSIPer estimated with a year of data. 

Solar Plants KSIPer Values (%) 
1-hour ahead Day-ahead 

(a) One plant 104.42 216.73 
(b) Denver 52.84 184.30 
(c) Colorado 48.28 143.38 
(d) Western Interconnection 47.76 132.92 
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Detailed Equations for Metric Calculation  
The KS statistic D is defined as the maximum value of the absolute difference between two 
cumulative distribution functions (CDFs), expressed as 

     )(ˆ)(max ii pFpFD −= ,         (15) 

where F and F̂ represent the CDFs of the observed and forecast solar power generation data 
sets, respectively. The associated null hypothesis is elaborated as follows: if the D statistic 
characterizing the difference between a forecast distribution and the reference distribution is 
smaller than the threshold value, cV , the two data sets have a very similar distribution and can be 

considered statistically be the same. The critical value cV  depends on the number of points in the 
forecast time series, which is calculated for a 99% level of confidence as 

     1.63 , for 35cV N
N

= ≥ .         (16) 

The difference between the CDFs of actual and forecast power is defined for each interval as 
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        (17) 

 
The value of m is selected as 100 for the purposes considered here, and the interval distance d is 
defined as 

     
m

ppd minmax −
= ,          (18) 

where maxp  and minp  are the maximum and minimum values of the solar power generation, 
respectively. The KSI parameter is defined as the integrated difference between the two CDFs, 
expressed as  

     ∫= max

min

p

p ndpDKSI .          (19) 

A smaller value of KSI indicates better performance. A KSI close to zero indicates that the CDFs 
of two sets are statistically equal. A relative value of KSI is calculated by normalizing the KSI 
value by : 

     100(%) ×=
ca

KSIKSIPer .        (20) 
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Statistical Tests for Mean and Variance 

These statistics address the questions, “Which of two models performs significantly better than 
the other model in terms of the mean and variance of the errors (or a particular verification 
measure)?” 

Metric Definition 
Statistical tests provide a way to compare the performance of two forecasting methods, by 
evaluating (i) whether there are statistically significant differences in average performance and 
(ii) whether there are statistically significant differences in the day-to-day (or hour-to-hour, etc.) 
variability of forecasting performance.  Separate statistical tests are required for the average and 
variability. 

Test for average performance differences 
For evaluating average differences, the most meaningful test involves looking at the differences 
in performance at individual times, and is called a “paired test”.  Paired testing considers a 
sample of differences in performance in individual time increments.  Typically, the test is used to 
compare the distribution of differences in errors but it can also consider differences in other 
measures of performance (e.g., RMSE) that may be computed, for example, across a set of 
locations for a particular time. 

To simplify the discussion, we define the error difference at time i as: 

      1, 2,i i id e e= − ,         (21) 

where 1,ie  is the error of Forecast 1 at time i and 2,ie   is the error of Forecast 2 at time i.  (Note 

that a statistic such as RMSE, absolute error, or some other measure, could be used in place of 
the error if desired).  That is, the difference variable, di, is simply the difference in errors (or 
statistics) at time i.  When enough di values (ideally at least 30) are accumulated, the average of 
the differences can be computed and the Student’s t distribution can be used to determine 
whether this average value is significantly different from 0. For the t-test, the standard deviation 
of the differences is also computed and the test statistic is  

  

      dt s
n

=          (22) 

where d is the mean difference, s is the standard deviation of the differences, and n is the sample 
size. 
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If the results are statistically significant (when compared to the values in a table of the t 
distribution or using statistical software to evaluate the extremeness of the t statistic) the two 
forecasts can be considered to have statistically different performance on average. 

Alternatively, the t distribution can be used to estimate a confidence interval around the mean 
difference value, as in the schematic diagram in Figure 8.  If the confidence interval does not 
overlap 0 then the forecast performance can be considered significantly different on average. 

In Figure 8, the bars represent confidence intervals for the average of Model A errors, the 
average of Model B errors, and the average differences in the errors between the models.  In this 
example, the simple confidence intervals for each model overlap, suggesting that the average 
model errors are not significantly different from each other.  In contrast, the confidence interval 
for the average model error difference between the models does not overlap the “0” line, which 
indicates that the average errors are significantly different from each other.  The error difference 
(or an associated “paired” test) has smaller variability and so the comparison can detect 
differences that can’t be detected with the individual confidence intervals. 

 

Figure 8: Example application of a paired test for the difference between the average 
errors of two forecast models.   

Assumptions of the paired t-test include the following: 

• The two forecasts of interest (or perhaps a forecast and a reference forecast) are available 
for the same set of times at the same locations. 

• The mean of the differences is approximately normally distributed. 
• The time-to-time correlation of the differences is not significant. 
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Alternative paired test for the median   
The Wilcoxon test is an alternative approach for testing average differences, which considers the 
signed ranks of the differences, di, and evaluates whether the median difference in performance 
is significantly different from 0.  This simple test is described in standard statistics textbooks and 
is available in many statistical software packages. 

Tests for differences in performance variability  
Accurate forecasts are most desirable.  However, when two forecasts have similar accuracy, then 
typically the forecast with the least variability in performance is preferred by most users. For this 
reason, it is desirable to test for differences in variability in performance between two competing 
forecasts. Two possible tests for differences in variances are proposed; it is desirable to use both 
tests because they have different sensitivities to assumptions and outliers.  The first test is the 
ratio of variances called the “F test”.  The alternative is the Mood test for spread (where spread is 
an alternative measure of variability).  Both tests produce a statistic and an associated 
significance value. 

For the F-test, the ratio of the sample variances of the forecast errors for two forecast systems is 
evaluated to determine if it is significantly different from one.  The computed F value (i.e., the 
ratio of the variances) is compared to the F distribution in a table or using statistical software to 
determine its statistical significance (i.e., whether it is larger than would be expected if the 
variances were equal).   Alternatively, a confidence interval can be computed using the 
distribution table or statistical software; if the confidence interval includes the value “1” then the 
variances of the errors cannot be considered significantly different from each other. 

The Mood test ranks the errors from smallest to largest.  Specifically, the Mood test examines the 
ranks of forecast errors for both forecasts combined together; the squared differences are then 
computed between the rank values for one forecast model and the average value of the ranks for 
the combined sample.  The sum of these squared deviations is then evaluated to determine 
whether it is significantly large. The Mood test is less affected by outliers (e.g., very large errors) 
than the F-test and so may be the preferred test in some situations.  

Assumptions: 
• Both tests assume that the average values of the errors for both forecasts are the same. 
• The F-test assumes that the underlying forecast error values are normally distributed. 

Metric Use Cases 
 
(a) Average performance differences 

Table 17 shows the average differences in errors along with confidence intervals from the paired 
t- tests for the Denver WWSIS data for 9 and 10 am.  Results of frequency of superior 
performance analysis for these same data show very similar results based on a frequency 
analysis, so the number of errors that are smaller vs. larger are roughly equal. However, this 
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analysis of the paired average errors shows that the forecasts are quite different in magnitude. 
Thus, when the errors are larger for the clear sky reference forecast, they are much larger. When 
the errors are larger for the DA or HA forecasts, they are only somewhat larger. The magnitude 
of the large clear sky errors overwhelms the average.   

Table 17: Summary of paired test average differences with confidence intervals. 
 9am local 10am local 

HA vs Clear Air -130.8 MW difference 
CI (-173.7, -87.9) 

-219.3 MW difference 
CI (-275.0, -163.7) 

DA vx Clear Air -76.8 MW difference 
(-113.4, -40.3) 

-94.7 MW difference 
CI (-136.1, -53.2) 

 

(b) Differences in performance variability 

In this example, the DA forecast error is compared with a randomly generated (RAN) forecast 
error (Figure 9). Subjectively, the random (RAN) case has the largest degree of variability, as 
indicated by the relatively large box (depicting the range between the 25th and 75th percentiles of 
the data) in the box plot. 

Statistical software (the free-to-download R-statistics package) was used to interpret the 
outcomes from both the Mood test and the F-test.  These results are shown in Table 18. The 
Mood test calculation indicates that the sum of squared deviations of the ranks is -25.13.  The 
statistical software indicates that both of the comparisons are statistically significant, with a very 
small chance (P-value) of the results occurring by chance based on the distributional assumption 
of the null hypothesis.   

In Table 18, the calculated ratio of variances from the F-test is 0.35 +/- 0.02. This value indicates 
that the ratio of variance is approximately 1:3; therefore, the DA case is one-third less variable 
than the random case.  The R Statistical software was used to calculate the P-value.  The very 
small confidence interval (with a width of only 0.04), combined with the very small P-value 
associated with the significance tests, indicate with virtual certainty that the two forecast error 
variances are different.   
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Figure 9: Example forecast error distributions for a variety of forecasts including an hour-
ahead and day-ahead forecast and a randomly generated forecast (RAN). 

 
Table 18: Example results from Mood test and F-test. 

Test Statistic 
Value P-value 

95% 
Conf. 

Interval 

Ratio of 
Variance Outcome 

Mood two-
sample test of 
scale 

-25.13 < 2.2e-16 n/a n/a 

Error variability 
difference is 
statistically 
significant 

F-test 0.35 < 2.2e-16 (0.33, 
0.37) 0.35 

Error variability 
difference is 
statistically 
significant 

 

A cautionary note: Although in this example the results from the two tests are consistent, it is 
possible for the two tests to give different answers, especially when the sample size is small (30 
forecasts are needed at a minimum) or a few very large errors are included in the sample.  Thus, 
it is recommended to use both tests when evaluating differences in variability or spread. 
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6 ENHANCED METRICS | UNCERTAINTY IN MODEL COMPARISONS 

These metrics consider the question, “What is the level of uncertainty in the forecasts?” 

Renyi Entropy 

Metric Definition  
Forecasting metrics such as RMSE and MAE are only unbiased if the error distribution is 
Gaussian. Therefore, new metrics are proposed based on the use of concepts from information 
theory, which can utilize all of the information present in the forecast error distributions. In this 
document, the information entropy approach based on Rényi entropy is adopted here to quantify 
the uncertainty in solar forecasting. Here, uncertainty is defined as the variation of solar forecast 
errors in a specified time period. Generally, a larger value of Rényi entropy indicates a higher 
forecast uncertainty. It is important to note that the Rényi entropy is the only metric in this 
document to evaluate the uncertainty in solar power forecasting. While this metric requires 
some experience to gain an intuitive feel, it provides information that is not otherwise available 
from the other proposed metrics.  

Metric Calculation 
The Rényi entropy is defined as: 
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         (23) 

where α (where α>0 and α≠1) is the order of the Rényi entropy, which allows to create a spectrum 
of Rényi entropies; and ip  is the probability density of the thi  discrete section of the distribution. 
Large values of α favor higher probability events, while smaller values of α weigh all instances 
more evenly. The value of α is specified by the metric user. 

Metric Use Case 
The values of Rényi entropy used to evaluate solar power forecasts at multiple spatial and 
temporal scales are shown in Table 19. Five cases are analyzed for each scenario based on 
forecasting time periods: (i) forecasting throughout a full year, (ii) forecasting in January, (iii) 
forecasting in July, (iv) a point forecast at 14:00 each day, and (v) forecasting at the peak time, 
10:00 to 16:00 each day.  

Table 19: Values of Rényi entropy at multiple spatial and temporal time scales. 

Solar Plants Year January July 14:00 10:00-16:00 
Hour Day Hour Day Hour Day Hour Day Hour Day 

(a) One plant 4.64 4.83 5.06 4.71 4.74 4.64 5.00 5.07 4.73 4.95 
(b) Denver 4.63 4.24 5.06 5.18 4.87 4.25 4.99 4.83 4.79 4.60 
(c) Colorado 4.73 4.33 4.79 5.46 5.09 5.02 5.27 5.13 4.94 4.82 
(d) Western 
Interconnection 4.01 4.47 5.11 5.24 4.86 4.75 5.72 4.97 4.45 4.90 
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We observe that the length of forecasting period affects the uncertainty of the forecasts. The 
uncertainty associated a full year of forecasts is smaller than for any of the other time periods 
(January, July, 14:00, and 10:00 to 16:00). 

7 ENHANCED METRICS | EVENTS IN MODEL COMPARISON 
 
The “Over” metric 

This metric considers the question, “How does the forecast perform on large forecast errors?” 

Metric Definition  
The OVER metric also characterizes the integrated difference between the Cumulative 
distribution functions (CDFs) of actual and forecast solar power. In contrast to the KSI metric, 
the OVER metric only evaluates large forecast errors beyond a specified value, because 
large forecast errors are more important for a power system. As with the KSI metric, the 
OVER metric also contains information on the distribution of the forecast and actual data sets, 
which are not captured by metrics like RMSE, MAE, MaxAE, and MBE.  

To compare the results from different spatial and temporal scales of forecast errors, we 
normalize the OVER to obtain the OVERPer metric. As with the KSIPer metric, a smaller 
value of OVERPer indicates better performance of the solar power forecast.  The OVERPer 
metric allows one to specify a sort of tolerance for forecast errors, forecast errors smaller than 
this tolerance (such as those that would be covered by regulation reserves) are considered 
unimportant. 

Metric Calculation 
The OVER metric only considers the points where the critical value cV  (defined in the 
Kolmogorov-Smirnov Integral, Eq. 19) is exceeded. The OVER metric and its relative value are 
given by: 

∫= max

min

p

p
tdpOVER                                                                (24) 

100(%) ×=
ca

OVEROVERPer                                                  (25) 

The parameter  is defined by: 





>
>−

=
cj

cjcj

VDif
VDifVD

t
0

                                             (26) 

Metric Use Case 
The values of OVERPer to evaluate solar power forecasts at multiple spatial and temporal scales 
are shown in Table 20. 

. 

t
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Table 20: Values of OVERPer estimated with a year of data. 

Solar Plants OVERPer Values (%) 
1-hour ahead Day-ahead 

(a) One plant 28.16 136.36 
(b) Denver 0.77 94.43 
(c) Colorado 0.37 54.65 
(d) Western Interconnection 0 41.43 
 
The values in Table 20 indicate that HA forecasts perform better than the DA forecasts. The zero 
OVERPer value associated with the HA forecasts for the Western Interconnection scenario 
indicates that the forecasts and actual values are statistically the same beyond the critical value

. 

8 ENHANCED METRICS | PROBABILITY IN MODEL COMPARISON 
 

Brier Score 

This metric considers the question, “How accurate are the probability forecasts?” 

The Brier Score and its components answer the specific questions listed in Table 21. 

Table 21: Specific questions answered by the components of the Brier Score. 

Brier Score (BS) Calibration (CAL) Resolution (RES) Uncertainty 
(UNC) 

How accurate are 
the probability 
forecasts? 

How well does the 
conditional relative 
frequency of occurrence 
of the event match a 
probability forecast? 

How well does the 
forecast separate events 
according to whether 
they occur or don’t 
occur? 

How difficult is 
the forecasting 
situation? 

Metric Definition 
The Brier Score (BS) is essentially the mean-squared error (MSE) for probabilistic forecasts.  BS 
is sensitive to climatological frequency of the event in the sense that the rarer an event, the easier 
it is to get a good BS without having any real skill. Low scores are better, with the optimal score 
being the value of the uncertainty component.  

Metric Calculation 
In particular, if if  is the forecast probability at time i, ix is the observation at time i, and N is the 
number of forecasts, then 
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In this case, the forecast values are probabilities ranging in value between 0 and 1, and the 
observed values are all either 0 (if the event does not occur) or 1 (if the event does occur).   As 
with the MSE, small values of BS are best; the minimum possible value is 0 (for a perfect 
forecast) and the maximum possible value is 1. 

BS can be decomposed algebraically into three separate components: Calibration (CAL), 
Resolution (RES), and Uncertainty (UNC).  Both CAL and RES tell us something important 
about the performance of the forecasts by using the predicted probability of an event occurring 
(fcstp) as well as the observed frequency of that event binned by forecast probability (xbarp) 
where p represents the probability bin and the observed values are once again 0 (if the event does 
not occur) or 1 (if the event does occur).  Also, xbar represents the observed climatological base 
rate.  In a general sense: 

     BS = CAL – RES + UNC        (28)  

CAL is a squared function of fcstp and xbarp and measures whether the forecasted values 
consistently represent the frequencies with which events occur (i.e., is the forecasted probability 
too large or too small on average?).  For example, does the event occur 30% of the time when a 
forecast of 0.30 is issued?  Specifically, CAL measures the difference between the actual 
frequency of occurrence and the forecast prediction.   

In contrast, RES is a squared function of xbarp and xbar and measures how much the frequency 
of event occurrence varies among the forecasts. It measures the ability of the forecast to 
distinguish between event and non-event.   For example, if the average frequency of event 
occurrence across all forecasts is 0.50, the relative frequency of occurrence (xbarp) should be 
much smaller for events when the forecast is 0.10 (low likelihood of event) and much larger 
when the forecast probability is 0.90 (high likelihood of event).  Higher scores indicate more 
skill. In the worst case, when the climatic probability is always forecast, the resolution is zero. 

The UNC is a function of xbar only and measures and doesn’t specifically measure how well the 
forecasts predict the event.  Instead, UNC is an important measure of the difficulty of the 
forecasting situation.  Large values of UNC (e.g., when the event is very rare) indicate that the 
forecasting situation is more difficult.  It is inappropriate to compare forecasts for systems with 
significantly different climatologies or UNC values. 

Metric Use Case 
When examining the performance of probabilistic forecasts it is very important to consider the 
three components of the Brier Score in order to understand in what ways the forecasts are good 
or bad.  An example of BS scores for different lead times, along with the BS components is 
shown in Figure 10.   
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Figure 10: Brier Score examples for different lead times. 

For BS (indicated in red), the best score is 0; hence, the results in Figure 10 suggest that overall 
the model performs better at the 18- and 24-hour lead times.  The increase in CAL (solid black) 
at the 12-h lead time indicates that poor calibration is the primary reason for the less skillful 
performance at the 12-h lead time.  This result means that at 12 hours, the forecast system is not 
predicting probabilities quite as well as at other lead times.  The slightly positive RES score 
(black tight dash) at 6 and 12 hours suggests the system has only a small ability to discriminate 
between events and non-events.  UNC suggests the frequency of observed events changes a little 
with lead time.  The higher UNC at 6 hours indicates observed events are slightly rarer and hence 
the forecast situation is more difficult than at 18 hours which has the lowest UNC. 

Receiver Operating Characteristic (ROC) Curve 

This metric addresses the questions, “What is the ability of the forecast to discriminate between 
the event occurrence and non-occurrence? How well does the forecast categorize events and 
non-events?” 

Metric Definition 
The Receiver Operating Characteristic (ROC) (also called the “Relative Operating 
Characteristic”) diagram examines the performance of forecasts at different thresholds of 
probability values.  One important aspect of the ROC is that it ignores calibration of the 
forecasts.  That is, a poorly calibrated forecast will not be penalized by the ROC.  Thus, it is 



33 
 

important to pair the ROC evaluation with an evaluation of forecast calibration, such as the 
calibration diagram, which is discussed in the next section. 

Metric Calculation 
The ROC is based on computing two categorical statistics – the Probability of Detection (or hit 
rate) and the False Alarm Rate – by applying various threshold values of the forecast 
probabilities to create dichotomous forecasts (i.e., the forecast is assumed to be “Yes” if the 
forecast probability is larger than the threshold, and it is assumed to be “No” if the forecast 
probability is smaller than the threshold).   

Metric Use Case 
When this categorization is done for several probability thresholds, the values can be used to 
create a curve as shown in the ROC example shown in Figure 11.  In this figure, the ROC curve 
is annotated by threshold values.  Note that the False Alarm Rate (also known as Probability of 
False Detection, or POFD) is not the same statistic as the False Alarm Ratio (FAR; Table 9); 
specifically, False Alarm Rate is the number of “Correct negatives” divided by the total number 
of “No” observations (POFD = d/(b+d)).   The example ROC shown in Figure 11 may be 
interpreted as representing a forecasting system with moderate skill. 

 

Figure 11: Example of a Receiver Operating Characteristic Curve. 

 

As shown in Figure 11, when the ROC curve falls below the diagonal line the forecasts have no 
skill according to this metric.  For a perfect forecast, the curve would be located in the upper left 
corner.  The area under the ROC curve may be calculated as well and provides a useful measure 
of forecast skill. 
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Calibration Diagram 

This diagram addresses the question, “How well does the relative frequency of occurrence of 
the event match the probability forecast?  Are the probability forecasts well-calibrated?” 

Metric Definition 
A calibration diagram presents pairs of forecast probabilities and relative frequencies of 
occurrence of the event (e.g., a ramp), with the forecast probabilities represented on the x-axis 
and the observed relative frequencies on the y-axis, as shown in Figure 12.  A calibration 
diagram provides very important information about forecast performance, and represents a basic 
requirement for a probability forecast to be useful.  However, it is important to also investigate 
other attributes of performance such as those represented by the Brier Score or ROC. 

Metric Calculation 
To create a calibration diagram, the forecasts must first be sorted into probability categories.  For 
example, the categories might include all forecasts with values between 0 and 0.10, 0.10 and 
0.20, 0.20 and 0.30, and so on. Then the observed relative frequency of the event occurrence can 
be computed for each category by counting the number of times when the event occurred in each 
category and dividing by the number of forecasts in that category. 

Use Case 
In this diagram, the most important information about calibration is associated with the red line. 
It should be noted, the calibration diagram is most often referred to as the reliability diagram in 
atmospheric science literature. 

The calibration diagram provides important information about over-forecasting and under-
forecasting.  For example, in Figure 12, for all probability forecasts with a value of 0.20, the 
event actually occurred only about 17% of the time – that is, the forecast probability was slightly 
too large on average.  If a probability forecast is well-calibrated, the points should fall along the 
diagonal line (i.e., the relative frequency of occurrence should be the same as the forecast 
probability).  When the points fall below the line, it suggests that the probabilities were too large 
on average; when the points fall above the line, it indicates the forecast probabilities were too 
small on average.  The red line in the figure suggests that these particular forecasts were quite 
well calibrated. 
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Figure 12: Example of a Calibration (Reliability) Diagram 

In Figure 12, the red line is annotated to also show the frequency of use of each probability 
value; this information is important because the calibration line can become jagged simply due to 
small sample sizes.  The figure also includes other information (in addition to calibration) that 
can be derived from the Brier Score, including a shaded area where the forecasts contribute 
positively to skill and a line distinguishing between good and poor resolution (also based on the 
Brier Score).  More information about these details can be found in the references. 

Probability Interval Forecast Evaluation 

This approach addresses the question, “Does the forecast system provide the correct probability 
interval to capture the correct observed percentage (defined by the user-specified 
probability)?” 

Metric definition 
Some forecasts represent a probability interval or range rather than a point value. For example, a 
weather forecaster could, instead of forecasting a high of 75 degrees, issue a forecast for a high 
between 73 and 77 degrees, with 80% probability. Similarly, a power or irradiance forecast could 
indicate an hourly average between two values with a specified probability. For this use case, the 
user selects the probability desired, and the forecast system produces the interval designed to 
enclose the expected value of (for example) irradiance with that probability. This type of forecast 
is somewhat different from a traditional probability forecast, and very different from a 
deterministic (single value) forecast. 
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Metric Calculation 
Typical metrics used to evaluate point forecasts will not work on this type of probability interval 
forecast since the usual “error” cannot be calculated. Thus, metrics specifically designed for this 
type of forecast must be employed. With an interval, it makes sense to determine how often the 
observed value falls within the forecast interval, versus above or below. Further, the width of the 
interval is very important. Depending on the distribution of the data, two different interval 
forecasts may capture the same proportion of the observations correctly (i.e., have the same 
accuracy) but still have different interval widths.  

To evaluate probability interval forecasts, a set of observed values (at minimum 30, and 
preferably 100 or more), are accumulated and the percent of observations falling into each 
category is calculated: 1) falls within the forecasted interval, 2) falls above forecasted interval 
and 3) falls below forecasted interval. For a ‘perfect’ forecast, the correct percentage will fall 
within the interval and about equal percentages will fall above and below the interval.  In other 
words, for a perfect 80% probability interval forecast, 80% of the observed values would fall 
within the forecasted interval and 10% would fall above and below the interval, respectively.  
Narrow intervals are preferred to wider intervals, provided the range captures the correct 
proportion of the observations. When a forecast interval is wider than usual, this may indicate 
greater uncertainty or variability in the forecast. This measure, like all measures that use 
categories, may be sensitive to the exact threshold used to determine the categories. In other 
words, if the boundary were moved slightly, the results might change quite a bit. This happens 
less when values are unlikely to be equal, and happens more often when many values are 
identical (for example, when the precision of the observing instrumentation is very coarse). 

Metric Use Cases 
An observed value (of power or solar irradiance) falls either above, below, or within the interval 
of the forecast. Narrower intervals make it easier for users to make decisions because they 
indicate more forecast precision. However, this precision can come at a cost, since it becomes 
more likely that actual values will fall outside the interval. Figure 13 provides a visual 
representation of this type of forecast.  The green dots represent observed power.  In some 
instances the probability envelope is more precise but is not more accurate because it does not 
incorporate the actual value.  If the envelope were wider (by 20 MW), it might capture the actual 
values but be so lacking in precision as to be completely useless. This interval would probably 
capture close to 100% of the observations. These are extreme examples, but they illustrate how 
intervals that are either too narrow or too wide are undesirable. Moreover, intervals that are 
equally accurate may still not be of equal width, and in that case narrower (more precise) 
intervals are preferred. The goal is to strike the right balance of accuracy and precision. With this 
in mind, a desirable probability for an interval forecast depends on the end user.  For this 
example, 80% is assumed.   
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Figure 13:  Example of a conceptual probability interval forecast with actual values. 

The percent of observations above, below, and within the probability envelope are presented in 
Table 22 along with the average width. Colors are used to show (statistically significant) 
differences between the 80% goal and the actual interval coverage, both too high (red) and too 
low (blue). Larger differences have more intense coloring, and smaller differences have lighter 
shading. Forecast bias is evident when a high percentage of observations fall either above or 
below the interval (shown in ‘% Above’ and ‘% Below’ columns).  

Table 22: Percentage of hourly average observations inside 80% interval. 
Hour Percentage % Above % Below Avg width (MW) 

10 86 4 10 2.9 
11 82 9 9 3.5 
12 76 5 19 4.1 
13 81 7 12 4.1 
14 83 6 11 4.6 
15 60 25 15 4.8 
16 71 19 10 5.1 
17 73 22 5 4.7 
18 79 12 9 3.5 
19 75 18 7 2.8 

 
In Table 22, the intervals capture approximately the right percent of observations for hours 11-13 
and 18. They are too wide at hours 10 and 14, and too narrow at hours 15-17 and 19. The worst 
coverage is at hours 10 and 15. Interestingly, the average width of the forecasts at hour 10 is one 
of the smallest but based on the ‘Percent of hourly observations inside 80%’ it could be smaller.  
Conversely, the average width at hour 15 is one of the widest but appears to be not nearly wide 
enough. Further, at early hours (10-14) there is a tendency for the forecasts to more often be 
below the observed value (i.e., there is an under-forecasting bias). At later hours (15-19), these 
forecasts tend to be above the observed value (i.e., there is an over-forecasting bias). 
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9 ENHANCED METRICS | SYNTHESIS TOOLS FOR VISUALIZING
 COMPARISONS 
 

Frequency of Superior Performance 

This approach addresses the question, “Which forecast is better more often?” 

Metric Definition 
This metric is based on the percent of cases for which error differences exceed a specified 
threshold and therefore is a categorical measure.  The metric definition is very simple, all cases 
are divided into three groups (Forecast 1 is better, Forecast 2 is better, and “tie”) and the percent 
of each of those categories is calculated. Further, the multinomial distribution can be used to 
determine confidence intervals around the percent of cases in each group.  

Metric Use Cases 
This metric provides a high-level comparison of two forecasts based on frequency rather than 
magnitude. MAE or RMSE answer the question, “Which forecast is better on average?” This 
metric answers the question “Which forecast is better more often?” Sometimes the answers to 
these questions are the same, but if one forecast has infrequent large errors while the other has 
frequent small errors, the RMSE values may look similar while the frequency of superior 
performance will be very different. When “tie” is defined for the small errors (i.e. mean error < 
10 MW or whatever is meaningful to the end-user) and “superior” is defined based on large 
differences in errors (i.e. mean error > 10 MW for the same example), this metric gives 
information about the tails of the error difference distributions. Typically, this information is 
displayed in terms of percent of cases with respect to forecast lead time.  This approach provides 
a quick summary of whether one scheme frequently outperforms the other for the cases 
associated with larger error differences. 

In Figure 14, the frequency of superior performance is based on comparisons of absolute error.  
Clear Sky forecasts perform better than both HA and DA forecasts when irradiance is low (i.e., 
between 6:00 and 10:00) after which the forecast systems outperform the clear sky estimates. 
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Figure 14: Frequency of superior performance over DEN aggregation for Clear Sky (red) 
estimate better, Forecast (blue) better, and Tie (grey) plotted in terms of percent of cases.  
Confidence intervals are reflected by the dashed lines of the same color.  Forecasts include 

Day Ahead curve (left) and Hour Ahead curve (right). 

Performance Diagram 

This diagram addresses the question, “Which system performs best based on several event-
based metrics (e.g., FBIAS, PODY, FAR, CSI)?” 

Metric Definition 
A non-linear mathematical relationship exists between the Critical Success Index (CSI), 
Probability of Detection (PODY), False Alarm Ratio (FAR) and Frequency Bias (FBias).  The 
performance diagram allows the user to examine how models and forecasts behave in this 
quadruple parameter space.   

Metric Calculation 
See Table 9 earlier in this document for definitions CSI, PODY, FAR and FBIAS).  The 
relationships among these measures are as follows: 
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To create a Performance Diagram, lines of equal CSI and FBIAS are calculated from PODY and 
FAR, and placed on the same diagram as PODY and FAR.  To make the diagram easier to 
interpret, the Success Ratio (SR; defined as 1-FAR) is shown instead of FAR.  In particular, SR 
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orients all metrics so the perfect score lies in the upper right corner and the “no-skill” score lies 
in the lower left.  This diagram depends on categorical statistics; hence, the required minimum 
sample size is 30.  The diagram does not work well for extreme (or infrequently occurring) 
events.  One benefit of this diagram is that it makes it easy to compare the performance of 
multiple forecasting systems. 

Metric Use Cases 
Table 23 explains the characteristics of the performance diagram figures shown in this section.  

Table 23: Explanation of performance diagram axes. 

Axis Orientation 
of Lines Increasing Name Statistic Question it answers 

Left Horizontal Bottom to 
Top 

Probability 
of 
Detection 

PODY What fraction of observed “yes” 
events was correctly predicted? 

Bottom 
Vertical 
(implied by 
tickmarks) 

Left to 
Right 

Success 
Ratio 

SR = 1-
FAR 

What fraction of predicted “yes” 
events occurred? 

Right 
and 
Top 

Diagonal Bottom to 
Top 

Frequency 
Bias FBIAS 

>1-to-1 line: Systematic over 
prediction 
< 1-to-1: Systematic under 
prediction 
on 1-to-1 line: Number of 
predicted events matches number 
of actual events 

Right 
(inside 
graph 
border) 

Curved 
Lower Left 
to Upper 
Right 

Critical 
Success 
Index (aka 
Threat 
Score) 

CSI 
How well did predicted “yes” 
events correspond to observed 
“yes” events? 

 

Examples of how the HA forecast performs for the four different aggregations are shown in 
Figure 15. This example shows a comparison of skill for ramping events defined by a change in 
power of >=20 MW (i.e., 20% of the installed capacity at the 100 MW facility) (diamonds) and a 
30% capacity change (circles).  It allows the user to see how the forecast skill varies by 
aggregation and ramp definition.  Table 24 provides an example of how to read the diagram for 
the 20% ramp definition (circles). 
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Figure 15:  Performance Diagram for Hour Ahead forecasts for Individual site (Black), 
Denver aggregation (blue), Colorado aggregation (green), and Western Interconnect 

aggregation (purple).  Ramps of 20% change in 1 hour (diamond) and 30% change in 1 
hour (circle). 

Table 24: An example of how to read the diagram in Figure 15 for the 20% ramp definition 
(circles). 

Individual Site  Metric Value Skill Level Assessment 

Individual Site 
Probability of 

Detection 0.58 neutral or moderate Moderate Skill 
(supported by point 
being in middle of 

diagram) 

Success Ratio 0.69 moderate 
Frequency Bias 0.83 moderate under-prediction 

CSI 0.46 low 
Western Interconnect 

Probability of 
Detection 0.86 High High Skill 

(supported by point 
being near upper 
right corner of 

diagram) 

Success Ratio 0.89 High 
Frequency Bias 0.97 small under prediction 

CSI 0.77 moderately high 
 

In general, the forecasts appear to perform better when more aggregation is applied (i.e., over the 
Western Interconnect).  In particular, the CSI, SR, and PODY values increased without a 
degradation of the bias, as the aggregation was increased.  For the individual site and Western 
Interconnect, the forecasts performed better at detecting the 20% ramp events but within Denver 
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and Colorado aggregations the forecasts were better at capturing the more extreme 30% ramp 
events.  All aggregations provide a PODY of at least 0.50 with and FAR of 0.40 or less.  For the 
20% ramp values (diamonds) the frequency bias increases toward 1 with greater aggregation. 

Taylor Diagram 

This diagram addresses the question, “Which system performs best based on several error-
based metrics (e.g., RMSE, Standard Deviation and Correlation)?” 

Metric Definition 
Taylor diagrams provide a graphical summary of how well a forecast and a reference forecast or 
observations match each other in terms of their correlation, their root mean square error and the 
ratio of their variances.  These diagrams are especially useful in evaluating multiple aspects of 
complex models or in gauging the relative skill of many different forecast systems. 

 Metric Calculation 
The following description is excerpted from Taylor (2005): 

 

Metric Use Cases 
Table 25 explains the characteristics of the Taylor diagram figures shown in this section.  

 

http://www-pcmdi.llnl.gov/about/staff/Taylor/CV/Taylor_diagram_primer.htm
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Table 25: Explanation of the characteristics of the Taylor diagram. 

Axis Orientatio
n of Lines Increasing Name Range Question answered 

x Horizontal Left to right 

Standard 
deviation of 
reference 
forecasts or 
observations 

0 to 
infinity 

What is the variability of the 
reference forecasts or the 
observations? 

y Vertical  Left to 
Right 

Standard 
deviation for 
forecasting 
system(s) 

0 to 
infinity 

What is the variability of the 
target forecasting system(s), 
compared to the variability of 
the observations? 

Right 
Straight 
radials 
from origin 

From top 
left to 
bottom right 

Correlation 0 to 1 What is the correlation between 
the forecasts and observations? 

Right 
(inside 
graph 
border) 

Curved 
lines 
between y 
and x axis 

Along x-
axis 

Critical 
Success 
Index (aka 
Threat Score) 

CSI 
How well did predicted “yes” 
events correspond to observed 
“yes” events? 

 

 

Figure 16: Example of Taylor Diagram for one plant (left), and Western Interconnect 
(right) for Day Ahead (red) and Hour Ahead (blue) forecasts 

Figure 16 shows examples of the Taylor Diagram for HA and DA forecasts.  A perfect score is 
achieved when the marker for a forecast coincides with the open circle on the x-axis.  Table 26 
provides an interpretation of the Taylor diagram for the DA forecasts (red) at two spatial 



44 
 

aggregations.  In these examples, the HA and DA forecasts for the Western Interconnect 
aggregation have similar skill, which is nearly optimal, as indicated by the locations of the points 
for each lead time close to the open circle at the observed standard deviation of 15,000 MW.  
The One Plant DA forecast has the worst skill of all forecasts shown (see Table 26 for values).  
The One Plant HA forecast shows better skill than the DA forecasts, with a larger correlation of 
0.78 and smaller centered standard deviation of 24 MW. 

Table 26: Example of interpretation of the Taylor Diagrams in Figure 16 for the Day 
Ahead forecast (red) at two spatial aggregations. 

 Metric Value Skill Level Assessment 
Individual Site 

Correlation 0.62 neutral or moderate Moderate Skill 

(supported by point 
being in middle of 

diagram) 

Standard Deviation 
(Reference) 26 MW moderate 

Standard deviation 
(Forecast) 21.5 MW moderate 

Western Interconnect 
Correlation 0.99 high High Skill 

(supported by point 
being near open 
circle on x-axis) 

Standard Deviation 
(Reference) 15,000 MW high 

Standard deviation 
(Forecast) 2500 MW high 

 

10 ENHANCED METRICS | ECONOMIC VALUE 
 
Cost of Ramp Forecasting 

Addresses the question, “What are the benefits in ramp forecasting from improved solar power 
forecasts?” 

Metric Definition 
The cost function is defined in order to compare the economic performance (i.e., the optimum 
application range) of different types of event forecasting systems. The comparison is made by 
estimating the total cost of ancillary services over time as a function of the ratio between the cost 
of pre-purchasing ancillary services (PCAP) and the penalty incurred for not protecting a ramp 
event. The goal is to find the PCAP intervals where each forecast system outperforms the others 
(i.e., where each event forecast system obtains the minimum expenditure(s) on ancillary 
services). Improving forecast accuracy is expected to decrease the amount of the total cost of 
ancillary services. 
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Metric Calculation 
The cost function estimates the relative cost (Rc) of different ramp forecasts as a function of the 
partial cost of advanced purchase (PCAP) of ancillary services:  

 c
FNR TP FP

PCAP
= + + .     (31) 

PCAP is the ratio of the cost of pre-purchasing ancillary services to the penalty incurred for not 
protecting a ramp event. A PCAP of 0.1 indicates that the penalty incurred is 10 times greater 
than the cost of pre-purchasing ancillary service. The value of PCAP is assumed to be between 0 
and 1 for the economic comparison. 

Table 273 defines the other parameters that are included in Equation 30.  In addition to the 
penalty incurred for not protecting a ramp event (FN/PCAP), the relative cost over the analyzed 
time period also includes the cost of pre-purchasing ancillary services for covering forecasted 
ramp events (TP and FP). 

Table 27: Contingency table for ramp event observations and forecast. 
 Observed YES Observed NO Total 

Forecast YES TP (hits) FP (false alarm) TP+FP 
Forecast NO FN (misses) TN FN+TN 

Total TP+FN FP+TN N= TP+FP+ FN+TN 
 

Metric Use Case 
Four types of ramps are defined based on (i) ramp magnitude only, (ii) ramp magnitude and 
duration, (iii) ramp change rate, and (iv) ramp direction, magnitude and duration. 

Ramp definition 1-ramp magnitude only: The first definition of ramps is based on the 
magnitude of solar power change. In this paper, we define a ramp as the change in solar power 
output that is greater than 30% of the installed solar capacity. 

Ramp definition 2-ramp magnitude and duration: The second definition defines a ramp based 
on both the magnitude and duration of solar power change. In the study, the ramp is defined as 
the change in solar power output that is greater than 25% of the installed solar capacity and 
occurs within a time span of 4 hours or less. 

Ramp definition 3-ramp change rate: The third definition of ramps is based on the change rate 
of solar power. We define a ramp as the change rate in solar power output that is greater than 
10% of the installed solar capacity. 

Ramp definition 4- direction, magnitude and duration: The fourth definition of ramps is 
based on the change direction, magnitude and duration of solar power output. In the study, the up 

                                                 
3 Note that Table 27 is analogous to the contingency table in Table 8, with a focus on ramp events. 
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ramp is defined as the change in solar power that is greater than 20% of solar capacity within a 
time span of four hours or less; and the down ramp is defined as the change in solar power that is 
greater than 15% of solar capacity within a time span of four hours or less. 

Figure 17 presents an illustration of the evaluation of the ramp forecasting cost. The figure 
reports two extreme cases. When the PCAP ratio is a very small value, i.e. when the cost of 
purchasing ancillary services is much smaller than the cost of not protecting, then the strategy is 
always one of protecting. In contrast, if the PCAP ratio is very high, then the strategy is never to 
protect against ramp events. In the middle of these two extreme cases, the minimum cost is 
achieved by using the forecast 1 or 2 system. 

 

Figure 17: Conceptual diagram showing the relative value of the RRE forecast compared 
with a deterministic forecast and climatological frequency (From Botterud et al. 2011).  
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APPENDIX 1:  STAKEHOLDER INPUT 
 
Background 

The penetration of solar resources on the electric grid is steadily rising, reflecting lower prices of 
solar installations, reduced barriers to their deployment, and increasing public support for clean, 
domestic energy sources. While penetration remains low in many parts of the United States, 
states such as California, Arizona, and Hawaii anticipate that solar energy will provide a much 
higher percentage of their energy resources by 2020. The increasing penetration of solar on the 
electric grid has raised questions about how to best integrate variable renewable energy sources 
with the fossil fuel and nuclear power plants that dominate power production in the United States 
today. Utilities must continue to provide reliable and cost-effective service to their ratepayers, 
and therefore must know when they can count on solar resources to displace power generation 
from other sources. Power production from solar installations is highly weather-dependent: 
electricity output will be higher on a sunny day than on an overcast day or even on a day with 
intermittent clouds. Quantifying these differences and predicting when weather events will 
adversely impact solar power output requires the detailed modeling and integration of numerous 
environmental and technical factors, which necessitates, in turn, collaboration between the 
weather forecasting and utility communities. Accurate, useable predictions at defined timescales 
will allow utilities to get the most out of the solar resources on their systems while also reducing 
the amount of backup fossil fuel generation humming throughout the electric grid. 
 
In April 2012, the Department of Energy’s SunShot Initiative released Funding Opportunity 
Announcement DE-FOA-0000649, entitled “Improving the Accuracy of Solar Forecasting,” to 
support the development, testing, and assessment of solar forecasting models by interdisciplinary 
teams. The FOA identified three main activity areas and asked applicants to: 
 

A. Establish a standard set of metrics for assessing solar forecast accuracy, including: 
i. Metrics; 

ii. Baselines; and 
iii. Target values. 

B. Develop new models to improve forecasting, evaluated based on the defined metrics. 
C. Incorporate forecasting models into utility activities and determine economic benefits. 

Two teams, led by IBM and the National Center for Atmospheric Research (NCAR), were 
selected to receive awards under this FOA. These two teams (hereinafter referred to as IBM and 
NCAR) will work in parallel to develop and implement solar forecasting models. 
 
To ensure that an informative evaluation of the solar forecasting tools can be performed, the 
DOE partnered with the National Oceanic and Atmospheric Administration (NOAA) and with 
the NCAR and IBM teams to develop a standard set of metrics to assess the accuracy and 
usefulness of solar forecasts generally and of the forecasting models which will be developed in 
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the context of this FOA. To this end, DOE held two workshops in 2013, in conjunction with the 
AMS meeting in January and the UVIG meeting in February, to solicit stakeholder input. The 
NCAR and IBM teams also held individual kickoff meetings in March 2013 for their projects. 
Responses received at these events are compiled below. 
 
Categorization of Stakeholder Responses 
 
Four separate steps of the solar forecasting roadmap were identified to aid the process of metrics 
development (Figure 18). At the most abstract level, the solar forecasting tool depends on 
various component models that simulate conditions influencing solar irradiance. These include 
models for radiative transfer, aerosols, and cloud formation, dissipation, and advection, as well 
as total sky imaging models and machine learning models, which can integrate the 
aforementioned components. The second step of the roadmap is the solar forecasting tool, 
which combines and weighs outputs from all of the individual component models to predict solar 
irradiance. The quality of the forecasting tool depends on the performance of each individual 
component model as well as its assigned relative weight in the final simulation.  

 
Figure 18: Four steps of the solar forecasting roadmap were identified to aid the process of 

metrics development. 

Once a robust solar forecasting tool is developed, the next step is to integrate it into the day-to-
day operations and decisions of potential users, such as utilities, ISOs, power plant developers, 
and policy makers. Quantifying the success of user integration and decision support requires 
measuring how well these various users can employ the irradiance forecast to estimate solar 
power production and make good operational decisions. At the most pragmatic stage, evaluating 
the success of the solar forecasting model means quantifying the financial impact and user 
benefits of improved forecast accuracy. Setting a desired financial impact at the outset can 
define, in turn, the required accuracy and precision standards for individual component models 
and the solar forecasting tool. 
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Each of these four roadmap stages – component models, the solar forecasting tool, user 
integration and decision support, and financial impact – requires its own set of metrics, 
baselines, and target values for fruitful evaluation and development. The importance of 
different types of forecasts, such as ramps, point estimates, and variability, to an overall 
understanding of solar irradiance and power output must also be considered. Further, predictions 
must account for temporal and spatial granularity, and provide estimates of uncertainty. An 
illustrative matrix (Table 28) provides one way to sort and depict the various issues to be 
addressed. 
 

Table 28: Illustrative matrix with space for stakeholder input. 
 Types of Forecasts (etc.) 

Roadmap Stage Categories Ramps Variability Point 
Estimates 

Components 
Metrics    
Baselines    
Target Values    

Solar Forecasting Tool 
Metrics    
Baselines    
Target Values    

User Integration & Decision 
Support 

Metrics    
Baselines    
Target Values    

Financial Impact & User 
Benefits 

Metrics    
Baselines    
Target Values    

 
With this framework in mind, comments received at the AMS and UVIG workshops are listed 
below and sorted by roadmap stage and stated stakeholder goals. 
 
Takeaways from Stakeholder Responses on Metrics Development 

General Comments: Applicable to all Roadmap Stages 
 
Goal: Define a standard set of metrics to evaluate the success of a solar forecasting effort. 

1. Multiple standard metrics (“a family of metrics”) are required to measure different 
aspects of the impact of solar forecasting. These metrics should allow for regional 
variability in geography, climate, system type, state policies, market conditions, etc. 

2. The units of these metrics should be translatable to economic value, but the actual 
economic value should be assessed by local and regional forecast users (system 
operators) because it is difficult to accurately compare economic impacts across 
jurisdictions. 

3. Metrics should be related to wind forecasting whenever possible to allow for consistency 
in utility operations. 
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Goal: Define an appropriate set of target values. 
1. Determine targets (e.g. 97%) for accuracy of predicted temporal and spatial irradiance. 
2. Economic targets should be set by individual jurisdictions and utility/ISO operators. 

Component Evaluation 
 
Goal: Metrics should address the accuracy of individual component models and provide 
information on how to improve them. 

1. Metrics for individual component models should account for regional variability and the 
geographic scope of the models studied. 

Forecast Tool Evaluation 
 
Goal: The solar forecasting tool should account for ramps in solar irradiance. 

1. Predicted ramps should be described as the increase or decrease in solar radiation as a 
percentage of irradiance, power generation, and/or system capacity over a given time 
frame. 

2. Metrics should distinguish between gradual and sudden ramps. 
3. The importance of a given ramp event depends on the characteristics of the particular 

utility/ISO system that needs to respond to it and the type(s) of reserve power generating 
equipment available. Forecasts of non-events would also be useful. 

4. Classifying ramps by the type of causal phenomena can lead to better confidence 
estimates. 

 
Goal: The solar forecasting tool should account for variability in solar irradiance. 

1. The forecasting tool should give predictions for minimum and maximum variability at 
utility-defined timescales. 

2. The forecasting tool should distinguish between high frequency systems variability (i.e., 
within an hour) and the standard deviation of DA forecasts. 

3. The forecasting tool should address temporal and spatial variability and set some 
benchmark standards (e.g., 100 sq. mi. vs. 1 sq. mi.). 

 
Goal: The solar forecasting tool should account for enduring events pertaining to solar 
irradiance. 

1. The forecasting tool should account for regional variability in enduring events, which are 
defined as events that change normal system operations (i.e., leave a lasting impact). 

2. The importance of any given enduring event depends on the type of system, its location, 
the amount of solar penetration, and the available reserve resources.  

3. Metrics for the solar forecasting tool should consider the amount of warning given to 
operators to be on high alert for an enduring event, as well as the prediction accuracy of 
the type and magnitude of the event itself. 
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Goal: The solar forecasting tool should be able to give predictions at a variety of 
timescales: 

a. Intra-hour ramp forecasts: 15-, 30-, 60-, and 180-minute ramps 
b. Short-term forecasts: 15- and 30-minute and 1-6 hours ahead 
c. Day-ahead forecasts: 12-24+ hours ahead (as defined in the FOA) 

1. Different metrics may be required to assess forecast predictions at different timescales, 
due to the potentially disparate concerns of such forecasts (e.g., forecasts for PV and 
CSP, trading timescales in the regional energy market, reliability, etc.). 

2. Individual utilities and ISOs should play a significant role in assigning value to 
predictions at different timescales, and desired timescales may vary by region. 

 
Goal: The solar forecasting tool should contain confidence estimates for all predictions. 

1. The forecast tool should appropriately communicate the confidence associated with 
various types of predictions pertaining to various atmospheric issues. 

2. The forecast tool should define the possible outcomes and the likelihood of each 
outcome. 

3. Building a much greater sense of confidence for some predictions may be more important 
than marginal increases in confidence for all or most predictions. 

4. Confidently saying what will not happen may be as important as saying what will happen. 
5. The forecasting tool should give dead high/low bands for each forecast. 
6. It is crucial to build trust in the forecast among system operators. 
7. Probabilistic forecasts may be more useful than deterministic forecasts. 

 
Goal: The solar forecasting tool should have appropriate irradiance baselines. 

1. Forecasting should be done with respect to clear sky conditions for a given region. 
2. Metrics should address the accuracy of sunset and sunrise predictions, for instance, to 

account for attenuation of irradiance by mountains that obstruct the local horizon. 
 
Goal: The solar forecasting tool should account for regional variation. 

1. Metrics should contain a conceptual index that reflects the overall value of a given type 
of forecast and allows for the comparison of forecast systems, even if individual metrics, 
baselines, and target values need to be customized for different types of regions. 

 
Goal: Metrics for the solar forecasting tool should differentiate between and evaluate both: 

a. Solar irradiance forecast (i.e., bottom-up contributing meteorological 
factors) 

b. Power forecast (i.e., top-down total power production predictions) 
1. Different metrics may be required for these two levels of forecasting. 
2. A bottom-up approach could enable the identification of the most important atmospheric 

events, the formation of metrics for those events, and better estimates of forecast 
accuracy. 
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Goal: Target values should speed improvement of the forecast and address core functions 
of the forecasting model. 

1. Simple and universal target values will improve the quality of all forecasts. 
 

User Integration & Decision Support 

Goal: ISOs and utilities should start to use the solar forecasting tool to make mission-
critical decisions and change operating practices and market rules. 

1. The “holy grail” is to get accurate day-ahead forecasting reliably integrated into system 
operators’ decision-making. 

2. Metrics should consider how well forecast users understand how to employ the forecast 
in their operations and how well they can interpret the different attributes evaluated by 
the model. 

3. Operators need good examples of use cases (e.g., types of big impact situations) under 
higher solar power penetration levels to understand what issues they may have to face 
and how the forecasting tool might be able to help. 

4. Metrics should address the forecast’s impact on production, nodal pricing, congestion, 
balancing, economic variability, and contingencies. 

 
Goal: Metrics should enable end users to make good decisions about how to use the 
forecasts. 

1. The forecasting target value can be defined as the point where system operators feel 
comfortable making decisions based on a solar forecast. Consistency is important. 

 
Goal: Policy-makers should be informed about state-of-the-art forecast capabilities so they 
can make sensible policy and economic decisions. 
 
Goal: The solar forecasting tool should be compared to an appropriate forecasting 
baseline. 

1. Improvement should be measured with respect to forecasts that are currently used as well 
as with respect to a “perfect” forecast. (Users have found that blending forecasts from 
different sources typically works better than using individual NWP models or forecasting 
methods.) 

2. Simple models will encourage widespread adoption; need to pick a representative 
baseline and accept relative improvements. 

Financial Impact and User Benefits 
 
Goal: Solar forecasting tool should reduce electricity costs, save money for rate payers, 
utilities, and plant operators, and generate value for taxpayers. 



54 
 

1. Stakeholders generally feel it would be difficult to start with economic goals: need to set 
metrics and target values first, then allow operators to report what improvements and 
economic benefits they see. 

2. Individual utilities and ISOs, not forecast developers, should assign economic value to 
forecast accuracy and accurate predictions of events (e.g., ramps). 

 
Goal: Metrics should be developed to reflect the economic impact(s) of the forecast. 

1. Metrics should be developed to measure how well a forecast may mitigate risk in energy 
output: this will lower financing costs and the insurance barrier for solar project 
developers. 

2. A suggested economic metric is the cost of unprocured ancillary services; operators 
should be able to get this from the after-market re-analysis information. 

3. Metrics may be different for areas with low vs. high solar penetration. 
4. Whenever possible, metrics should be defined relative to similar metrics for wind 

forecasting. 
 
Goal: Accurate solar forecasting should allow for the adoption of technology, economic, 
and policy improvements so that solar energy is more widely accepted as a reliable option 
in the United States. 
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APPENDIX 2:  RECOMMENDED METRICS STRATEGIES FOR SOLAR POWER 
FORECASTS 

 
A2-1 Introduction 

This appendix describes a set of assumption made in the calculation of the metrics listed in Table 
29, which provides a standard procedure for solar power forecasting metrics calculations. 
 

Table 29: Metrics Proposed in for Solar Power Forecasting 
 Model-Model Comparison Economic Value 

B
as

e 

Mean Absolute Error  
Root Mean Square Error  
Distribution (including Statistical Moments and 
Quantiles)  
Categorical Statistics for Events 

Operating Reserves Analysis  
Production Cost  

E
nh

an
ce

d 

Maximum Absolute Error  
Pearson's Correlation Coefficient  
Kolmogorov-Smirnov Integral  
Statistical Tests for Mean and Variance  
Renyi Entropy  
OVER Metric  
Brier Score 
Receiver Operating Characteristic (ROC) Curve  
Calibration Diagram  
Probability Interval Evaluation  
Frequency of Superior Performance  
Performance Diagram for Events  
Taylor Diagram for Errors 

Cost of Ramp Forecasting 

 
To ease the burden and complexity of solar energy forecast verification, the metrics team 
recommends taking the simplest approach to normalization, removal of night hours, and handling 
of missing data. Use of more complex processes may yield somewhat more exact answers, but if 
the complexity causes fewer stakeholders to engage in verification the end result is worse. It is 
better to have an approximate answer than none at all. Therefore, the metrics team makes the 
following set of recommendations: 
 
Normalization of forecasting error metrics is recommended. Comparison of power error values 
between different sizes of generation facilities yields no information. The normalization of the 
errors should be done with respect to capacity. This standardization criteria is simple to identify 
and unchanging. Unfortunately, it is probably an overestimate of the actual potential power for 
the conditions that day in that location. This possible overestimation should be kept in mind 
when interpreting results. For more sophisticated analyses, the team recommends using actual 
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power output or clear sky power output for the normalization criteria, as these more accurately 
reflect the conditions in individual weather and location scenarios.  
 
Night time hours must be removed from consideration for solar forecast evaluations. These vary 
by season and location, so there is no standardized criteria for removing night time data. For 
simplicity, the forecasts should be eliminated from consideration any time both the actual and 
forecasted power is zero. If only one of these is zero, there is a different type of error (e.g. 
forecast system reliability, maintenance, snow cover, etc.) that should be tabulated. There is 
some margin for error in this approach, as both values may be zero during rare situations that do 
not involve darkness, e.g. correctly forecasted snow cover. Ideally, and for sophisticated 
verifiers, the exact calculation of potential clear sky power or duration of night time hours based 
on location and day of the year would be employed. However, this externally generated data may 
not be available to all stakeholders.  
 
When forecasts are unavailable, standard error statistics cannot be calculated and thus these cases 
should be removed from that analysis. However, system reliability is an essential component of a 
forecast evaluation, so outages should be noted and evaluated separately from forecasting errors.  
 
A2-2 Assumptions 

• Normalization: Two methods are suggested for the metrics normalization (e.g., NRMSE, 
NMAE): (1) metric values are normalized by the total solar power capacity considered in the 
specific case; (2) metrics are normalized by the clear sky power output if the clear sky power 
is available.  
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where ip  represents the actual solar power generation at the thi  time step, ip̂  is the 
corresponding solar power generation estimated by a forecasting model, rp  is the total solar 
power capacity, and N  is the number of points estimated in the forecasting period. 

Example: The RMSE and NRMSE for a problem given in Table 30 can be calculated as 
shown below. 

Table 30: Actual and forecasted power for a 10 MW solar plant 
Time 10:00 11:00 12:00 13:00 14:00 
Actual ( ip ), MW 6.0 6.5 7.8 9.4 8.5 

Forecast ( ip̂ ), MW 5.2 6.0 7.0 8.6 9.4 
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• Night Time Series: The night time data points should be removed for the metrics 
calculations, when both the actual and forecasted solar power values are zero. Table 31 
shows an example of removing night-time data points. 

Table 31: 24-hour actual and forecasted power for a 10 MW solar plant 
24-hour solar power  Data points used for metrics 

calculation 

Time Actual 
(MW) 

Forecast 
(MW) Time Actual 

(MW) 
Forecast 
(MW) 

0 0 0 

Removed 

1 0 0 
2 0 0 
3 0 0 
4 0 0 
5 0 0 
6 0 0 
7 0 0.2 7 0 0.2 
8 0.8 1.0 8 0.8 1.0 
9 1.5 1.8 9 1.5 1.8 

10 3.7 4.0 10 3.7 4.0 
11 4.5 5.1 11 4.5 5.1 
12 6.8 6.7 12 6.8 6.7 
13 8.9 9.0 13 8.9 9.0 
14 9.5 9.7 14 9.5 9.7 
15 9.4 8.5 15 9.4 8.5 
16 7.6 7.2 16 7.6 7.2 
17 5.2 6.4 17 5.2 6.4 
18 3.2 3.5 18 3.2 3.5 
19 0.5 0 19 0.5 0 
20 0 0 

Removed 21 0 0 
22 0 0 
23 0 0 

 

• Missing Forecasts: The missing portion of the time series should not be considered if 
forecasts are not available. Table 32 shows an example or removing the missing portion of 
the time series. 
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Table 32: 24-hour actual and forecasted power for a 10 MW solar plant. 
24-hour solar power  Data points used for metrics 

calculation 

Time Actual 
(MW) 

Forecast 
(MW) Time Actual 

(MW) 
Forecast 
(MW) 

0 0 0 

Removed 

1 0 0 
2 0 0 
3 0 0 
4 0 0 
5 0 0 
6 0 0 
7 0 0.2 7 0 0.2 
8 0.8 1.0 8 0.8 1.0 
9 1.5 1.8 9 1.5 1.8 

10 3.7 4.0 10 3.7 4.0 
11 4.5 5.1 11 4.5 5.1 
12 6.8 6.7 12 6.8 6.7 
13 8.9 9.0 13 8.9 9.0 
14 9.5 9.7 14 9.5 9.7 
15 9.4 8.5 15 9.4 8.5 
16 7.6 7.2 16 7.6 7.2 
17 5.2 NA Removed 18 3.2 NA 
19 0.5 0 19 0.5 0 
20 0 0 

Removed 21 0 0 
22 0 0 
23 0 0 

 
A2-3 Baselines and Targets 

Selection of baselines for comparison should include forecast methods already in use, such as 
numerical weather prediction models, statistical systems or even naïve systems such as 
persistence and climatology.    A simple method for determining baseline values and target 
improvements is to calculate the metrics values for the selected system over a reasonable period 
of time.  Ideally, data for a geographically diverse set of locations for a one-year period would 
allow establishment of a baseline that is spatially and seasonally dependent, and representative. 
This is not always possible. Table 33 summarizes the minimum requirements to calculate 
baseline values and set target improvements. 
Once the minimum data have been gathered, one method for setting baseline values is to use the 
median value of the metric as the baseline.  A target improvement might be to decrease (or 
increase depending on metric) the median value by a certain percentage.  This could depend on 
the season or weather condition, or be calculated over the entire evaluation period.  Another 
target improvement could be to reduce the inner quartile range (IQR) of the errors.  Figure 19 
shows an example for Mean Absolute Error (MAE).  In this case the median MAE values for 
each plant are slightly different as well as the IQR.  The baseline value for the region with four 
plants is 0.75 MW and there is quite a large inner quartile range, primarily driven by the 
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variability in skill at Plant 4.  For example, setting a target for 10-20% reduction in MAE for 
Plant 4 may lead to significant improvements overall.   
 

Table 33:  Minimum data required to calculate baseline values and set target 
improvements. 

Index Metric 
Data Needed to Calculate Baselines 

Duration Frequency 

1 Distribution At least one month data Hourly 

2 Correlation Coefficient At least one month data Hourly 

3 RMSE One week data Hourly 

4 99th percentile At least one month data 15 mins 

5 MAE One week data Hourly 

6 Mean Bias Error At least one month data Hourly 

7 Variance At least one month data Hourly 

8 Skewness At least one month data Hourly 

9 Kurtosis At least one month data Hourly 

10 KSI At least one month data Hourly 

11 OVER At least one month data Hourly 

12 Renyi Entropy At least one month data Hourly 

13 Categorical statistics 20 events Based on events  

14 Paired tests (mean, var.) One week data Hourly 

15 Probabilistic interval At least one month data Hourly 
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Figure 19: Distribution over a month of Mean Absolute Error (MAE) for power forecasts at several 

plants in the region as well as the aggregate over the region. 
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