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Abstract

Constant evolution and improvement of large scale climate simulation codes such
as the Community Earth System Model (CESM) necessitate quality checks to verify
the constitution of new climate simulations. The CESM Ensemble Consistency Test
(CESM-ECT) was developed as a flexible but objective method for checking the sta-
tistical consistency between an accepted ensemble of climate simulations and a new
simulation created with updated code or within a new computational infrastructure.
CESM-ECT utilizes a testing framework based on the popular technique of Principal
Component Analysis (PCA) to determine whether a set of new simulations is sta-
tistically distinguishable from the established ensemble of climate simulations. One
shortcoming of PCA is that accurate estimation requires the computational expense
of a large ensemble. In this work we begin with an exploratory analysis of the CESM
climate simulation data as well as an overview of PCA. Then we develop certain di-
agnostic tools to evaluate the estimation within PCA with respect to the size of the
ensemble. Finally we demonstrate the limitations of PCA for smaller ensemble sizes
by showing poor performance according to our diagnostics as well as an increased false
positive rate for both empirical and simulated data.
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1 Introduction and Background

We begin with a motivating discussion about the need for CESM-ECT and its function
as a quality assurance tool for verifying new climate simulations. We follow this with an
overview of the CESM-ECT and a high-level primer of its main statistical mechanism,
PCA. Finally we discuss the notations we adopt in this technical note as well as a detailed
discussion of the pass-fail scheme of CESM-ECT.

1.1 CESM-ECT

Large-scale climate simulations like CESM are continuously evolving alongside our technol-
ogy and understanding of the physical world. Broadly speaking, climate models undergo
two types of revisions: changes that focus on improving how well the model describes
the relevant real world phenomena and changes that focus on refining the specific imple-
mentation of the model in a particular computational environment. Our focus is on the
latter process. More specifically, regular code maintenance and computational infrastruc-
ture updates necessitate quality checks to verify new climate simulations. Mathematically
equivalent changes to code, updates to hardware, compiler or the supporting software stack
can alter new simulations by at least as much as the round off error, and given the size and
chaotic nature of these models, bit-for-bit (BFB) agreement between old and new outputs
is too restrictive of a condition, since in practice, simulation outputs that don’t have BFB
agreement can still represent the same climate. In other words, it can be that non-BFB
simulations are not meaningfully different. In short, we need to make precise whether small
differences in simulation outputs do or do not matter.

Baker et al. [1] address quality assurance with the introduction of the CESM-ECT.
The CESM-ECT resolves the above issues, being more relaxed than BFB agreement but
able to determine whether or not new simulation outputs have been altered in a statis-
tically meaningful way. The key idea is to produce an ensemble of climate runs from a
trusted software version and computational environment where variation in this ensemble
is achieved from small perturbations to the initial conditions. This ensemble captures the
natural variability contained within the model and acts as a baseline estimate of the dis-
tribution of model outputs.

To compare a new climate run against the ensemble, CESM-ECT employs a testing
scheme based around the popular statistical technique of PCA. Without PCA, the unal-
tered output variables of our climate runs are highly correlated. Many statistical tests
assume independence between variables and runs, and for good reason. Generally speak-
ing, working with correlated data is a nuanced endeavor and one must take necessary
precautions in order to produce reliable conclusions. Without the appropriate precautions
inference made from data that is not independent (such as highly correlated data) can be
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misleading. Von Storch [10] provides an introduction to some common statistical pitfalls
(including working with correlated data) within the context of climate research. On the
other hand, by utilizing PCA we are able to tease apart the correlated variables in a simple
but effective manner. Briefly, PCA supplies the best linear combinations of the variables
that are independent, where best is measured according to the amount of variability cap-
tured by these linear combinations.

Another advantage of using PCA is that it allows us to detect inconsistencies not only
among the variables themselves but also the manner in which the variables interact. To
explain what we mean by interactions, let us consider the following example. Consider a
2 m (6’ 7”) individual. While tall, this individual is not inconsistent with our everyday
experience, and we could easily envision what such a person might look like. Now consider
a 40 kg (88 lbs) individual. Again this is not inconsistent with our understanding of the
human body, and we would not be surprised to bump into such a person in our everyday
life. Now consider a 2 m, 40 kg individual. This is inconsistent with our everyday experi-
ence, and so much so that it perhaps is difficult to imagine what such a person even looks
like. In this example, the point is that the variables in isolation do not raise any red flags.
Only when we view them together are we are able to see their idiosyncratic nature. By uti-
lizing PCA we are able to include these interactions between the variables into our analysis.

The aforementioned linear combinations that PCA produces are called PC scores (some-
times called components or loads), and the prescribed weights for these PC scores are
obtained via empirical estimates of the correlation matrix. Using traditional methods, ac-
curate estimation of the correlation matrix requires many ensemble members, where each
ensemble member is an entire climate simulation. These climate simulations are quite
large and collecting many of them is the most expensive part of CESM-ECT. Previous
work had been done by Milroy et al. [8] to drastically reduce the length of each individual
ensemble members from 1 simulation year to just 4.5 simulation hours. Our focus is on fur-
ther cost savings by reducing the number of simulations needed within the entire ensemble.

In our work to reduce the ensemble size necessary for the CESM-ECT, we begin with
a comprehensive analysis of the current “status quo” method with a careful eye on its
performance for smaller ensembles. Summarizing the contents of this technical note into
a single sentence, we show that by any measure, CESM-ECT in its current form is insuf-
ficient for reducing the ensemble size while maintaining current levels of performance. All
of this motivates the need for new methodology, and we present our work on alternative
approaches in later publications.

To introduce some notation that we will use throughout the course of this technical note,
we stay consistent with the usage of certain letters. For instance, later we’ll say “suppose
X1, . . .Xn are independent and identically distributed m-dimensional data vectors.” We
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will use the letter n to denote the number of such vectors (vectors are always boldfaced)
and m to denote their dimension. In the context of climate science one can think of this
data set as n different climate simulations all of which have m output variables which will
be denoted Xi = (xi1, . . . , xim) when needed (scalars and matrices are not boldfaced). For
typesetting purposes, we take the convention of writing vectors as row vectors. However,
we generally think of vectors as column vectors. In many cases, the distinction between
row vectors and column vectors doesn’t matter. However, there are some formulae where
it does matter. In these instances, we write the formulae with the convention that vectors
are column vectors.

We will use the letter k to denote the size of an arbitrary ensemble (or sub-ensemble)
used to compute estimates. The distinction between our usage of k and n is simple but
subtle. We use n when we speak about a fixed sample (that is not changing in size) and k
when we consider multiple samples of varying size. An m-dimensional data vector elicits
m different PC scores, and we will use the letter j to denote an arbitrary PC score. The
length of m-dimensional vector v = (v1, . . . , vm), ‖v‖, is provided using the conventional
Euclidean norm (i.e. ‖v‖ =

∑
i v

2
i ), and the transpose of a matrix A is denoted A′. Further

notation will be developed throughout the paper as necessary.

We move on to a discussion about the procedure for accepting and rejecting new climate
simulations. While this does require some knowledge of PCA, we introduce the necessary
definitions now and defer an explanation of the mechanics until later chapters.

1.2 Procedure for Accepting/Rejecting New Runs

Beginning with an explanation of the PCA prerequisites, suppose X = (x1, . . . , xm) is an
m-dimensional data vector. We say a squared weighted average of X is a linear combination
of x1, . . . , xm (i.e.

∑
iwixi) subject to the sum of the squared weights being equal to unity

(i.e.
∑

iw
2
i = 1). Note that a squared weighted average can be expressed more succinctly

as w′X subject to ‖w‖ = 1.

With this we define s1 =
∑

i ai1xi, the 1st PC score, as the squared weighted average
of X that captures the most variance (i.e. a1 = (a11 . . . am1) is the maximum argu-
ment of Var(s1) = Var(a1

′X) over all weight vectors w such that ‖w‖ = 1). Further
s2 =

∑
i ai2xi, the 2nd PC score, is the squared weighted average of X that captures the

most variance subject to the constraint a1
′a2 = 0 (i.e. a2 = (a12 . . . am2) is the maximum

argument of Var(s2) = Var(a2
′X) over all unit weight vectors w orthogonal to a1). Simi-

larly, sj =
∑

i aijxi, the jth PC score, is the squared weighted average of X that captures
the most variance subject to the constraint al

′aj = 0 for all l < j (i.e aj = (a1j . . . amj) is
the maximum argument of Var(sj) = Var(aj

′X) over all unit weight vectors w orthogonal
to all weight vectors al from the previous PC scores). It is important to remember that

6



these PC scores are simply linear combinations of the variables. The theoretical values of
these weights and how they are computed in practice is discussed in Chapter 3.

Turning our attention to the ECT, we begin by saying that, on a high level, it is a simple
test. A large ensemble of climate simulations is generated from a trusted software version
and computational environment, and with this ensemble certain characterizing statistics
are computed. From the new infrastructure that we wish to verify, only a few climate sim-
ulations are generated and the analogous statistics for these new climate simulations are
computed. Finally, a procedure is prescribed for determining whether these new statistics
are significantly different from the ensemble statistics, and a “failing” or “passing” verdict
is issued for these new climate simulations as a whole. The exact specifics of the test are
more involved.

Specifically, we are given an ensemble of climate simulations X1, . . . ,XNens all of which
are m-dimensional data vectors. From our data the sample mean vector, X̄ = N−1ens

∑
i Xi,

the variable standard deviations, σ̂l =
(
(Nens − 1)−1

∑
i(xil − x̄l)2

)1/2
for l = 1, . . . ,m, and

a1, . . . ,aNpc , the weights for the first Npc PC scores, are all computed for some Npc ≤ m.
Next the data is standardized and we compute the standard deviations of the PC scores
for these standardized ensemble members. In other words if sji = aj

′ ((Xi − X̄)/σ̂
)

is the
jth PC score for the standardized ith ensemble member and s̄j = N−1ens

∑
i sji is the mean

of these, then σ̂sj =
(
(Nens − 1)−1

∑
i(sji − s̄j)2

)1/2
is the standard deviation of the jth

PC score.

Above we are a little reckless with our notation for describing the standardized en-
semble members, but the standardizing is done in the usual way by first subtracting the
mean and then dividing by the respective standard deviation for each variable. That is,
σ̂ = (σ̂1, . . . , σ̂m) is the vector containing the variable standard deviation and the division
in
(
(Xi − X̄)/σ̂

)
is simply performed component-wise.

Next let X̃1, . . . , X̃Nnew be the new m-dimensional climate simulation runs that we
wish to verify. To do so we use the estimates of the mean, standard deviation, and PC
score weights from the ensemble to compute the PC scores of the “standardized” new data
(the new runs are not mean zero and standard deviation one because we use the ensemble
means and standard deviations). More specifically, the jth PC score for the “standardized”

ith new run is given as s̃ji = aj
′
(

(X̃i − X̄)/σ̂
)

for j = 1, . . . Npc and i = 1, . . . , Nnew. These

PC scores are the telling statistics we wish to compare against the analogous statistics from
the ensemble.

Before discussing exactly how we do this comparison, we take a step back and look at
why this comparison makes sense. Effectively, the ECT is a hypothesis test that tests the
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null hypothesis H0 : X̃i comes from the same distribution as the ensemble members Xi.
Working under this hypothesis, the “standardized” new data, while still not technically
standardized, would have expected mean zero, implying that the expectation of the jth PC
score of this data is also zero for all values of j = 1, . . . , Npc (since they are all linear com-
binations of the mean zero variables). Further, we have estimates of the standard errors of
these statistics via the ensemble. With estimates of the means and standard errors we can
construct (1 − α) confidence intervals for these statistics, and the proportion of statistics
that fall outside any one of these intervals is, by definition, α. Therefore if we find that a
lot of PC scores are too large in magnitude (i.e. far from their mean of zero), then this is
evidence against the null hypothesis.

The particulars for this are as follows. We choose α and determine which of the PC
scores are greater in absolute value than zα/2 of their respective standard deviations (here
za is the real number such that P (Z > za) = a with Z following a standard normal dis-
tribution). If a score s̃ji does fall outside the range (−zα/2 σ̂sj , zα/2 σ̂sj ), it is tagged as a
“fail.” For a fixed component j, we count the number of these scores out of Nnew that
have been tagged as a fail and mark a component as “failed” if the number of fails is at
least NrunFails where NrunFails ≤ Nnew. Finally, to decide if the new climate simulations
are consistent with the ensemble, we check to see if the number of components that failed
is at least NpcFails. If so, then CESM-ECT returns an overall “failure.”

For the sake of concreteness, we consider the following example. The Community Atmo-
spheric Model (CAM) discussed in the next section has 107 output variables (i.e. m = 107)
and the other parameters for the ECT are as follows: Nens = 350, Npc = 50, Nnew = 3,
NrunFails = 2, NpcFails = 3, and α = 0.0455 corresponding to zα/2 = 2. Thus from the
350 ensemble members we compute the variable means and standard deviation of the 107
variables. Additionally the ensemble is used to compute the weight vectors, a1, . . . ,a50, for
the first 50 PC scores and with these the standard errors of the 50 PC scores are computed
with the standardized ensemble members.

In order to verify new climate simulations, 3 new runs X̃1, X̃2, X̃3 are generated. These
runs are standardized using the means and standard deviations computed from the ensem-
ble, and then the first 50 PC scores are computed for all 3 runs. Next we determine which
of these PC scores are greater than zα/2 = 2 times larger in magnitude than the respective
standard deviation from the ensemble PC scores. If at least 2 of the 3 runs fail for a
particular component then that component fails, and if at least 3 components fail then the
new runs fail and are said to be “statistically distinguishable” from the ensemble.

Figure 1 provides a visual of the procedure for the pass/fail scheme. The array on the
left, S̃, consists of the first 50 PC scores for each of the 3 new runs. In matrix notation we
write
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Figure 1: A diagram of a “passing” CESM-ECT. Šij is the ith PC score for the jth new
simulation run. Within the first arrow, each score in the leftmost array is marked as a
pass if the magnitude of the PC score is not too large. Within the second arrow, each
component is marked as a pass if enough of its scores are marked as passing. Finally,
within the third and fourth arrows, the number of passing components is counted and the
test returns a passing grade if the number of failed components is not too large. In this
example this number was less than NpcFails = 3 so the new climates simulations receive an
overall passing grade.

S̃ = A′
(

(X̃ − X̄)/Σ̂ens

)
,

where A = (a1 . . .a50), X̃ =
(
X̃1X̃2X̃3

)
and X̄ =

(
X̄X̄X̄

)
and Σ̂ens = (σ̂σ̂σ̂) are the

appropriate mean and standard deviation matrices. The transition from the first array to
the second indicates the step where we check to see if s̃ji falls within (−2 σ̂sj , 2 σ̂sj ). In this
example, the green checks specify scores that fall within this interval and the red marks
indicate scores that fall outside of this interval. The second arrow indicates the process of
counting the number of PC scores that fail in each row and marking each component as
failed if this number exceeds NrunFails = 2. Finally within the last arrow, the number of
failing components are counted. For this example, this count was less than NpcFails = 3
and the new climate simulations passes.

The remainder of this technical note is outlined as follows: Chapter 2 contains an ex-
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planation of the climate simulation data along with an exploratory analysis of two different
data sets. Chapter 3 consists of a discussion on the mathematics of PCA and a few ex-
periments to determine the quality of the estimates produced from the empirical data set,
while Chapter 4 contains a simulation study to discern the quality of these same estimates
with synthetic data with respect to different sample sizes. Finally Chapter 5 contains a
discussion of the performance of these estimates using different samples sizes with respect
to the false positive rate. Chapter 6 closes with concluding remarks and a foreshadowing
of future work.
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2 Exploratory Analysis of CAM Data

In this chapter we take a closer look at the actual ensembles of climate simulations. We
start with a brief discussion of the Community Atmospheric Model (CAM) used to generate
our data and then provide an exploratory analysis of two different data sets generated from
the Yellowstone and Cheyenne HPCs. Finally we provide a comparison of these two data
sets including a comparison through the lens of the ECT test.

2.1 Community Atmospheric Model

The CESM is a fully coupled global climate model that consists of several geophysical
component models. The work done in [1] and [8] focuses primarily on atmospheric data
produced from version 5.0 of the Community Atmospheric Model (CAM) component of
CESM. CAM writes 134 variables by default to time slices in a netCDF output file. CAM
can be configured to write time averaged or instantaneous values to file; [8] uses instan-
taneous values at the 9th time step. The chosen resolution is ne30 ne30 (1◦ global grid),
which translates to 48,602 columns with 30 vertical levels.

The data we analyze consist of the 9th time-step area-weighted global means for each of
the 134 variables. Variation within the ensemble members is achieved by adding a O(10−14)
perturbation to the initial atmospheric temperature. Some variables were redundant (in
the sense that they could be expressed as a linear combination of the others), while other
variables were degenerate (in the sense that they produced a constant output for every
simulation). These variables are pared away, and we are left with 108 non-redundant,
non-degenerate climate variables. One further variable (the variable abbreviate “PS”) is
removed as well because it is “near-constant.” PS takes only 3 distinct values and more
than 98% of the simulations are just the single value 98530.90 Pa. This near-constant
variable provided some technical concerns later on, and we discuss its removal further in
Section 2.2.1.

2.2 The Yellowstone Ensemble

The data in our study was generated in [8] on the NCAR Yellowstone supercomputer [3].
Now decommissioned, this machine was comprised of 4,536 IBM iDataPlex nodes, with
two Intel Xeon Sandy Bridge generation CPUs and 32GB memory per node. The system
interconnect was a Mellanox FDR InfiniBand fabric, providing 56Gb/s of bandwidth per
compute node. The version of CESM used for the Yellowstone ensemble was the same as
that used by the Large Ensemble Project (LENS) [6]. The ensembles were built by the
default system compiler (Intel 13.1.2), which used -02 optimization. Each simulation was
run with 900 MPI processes and two OpenMP threads per process.
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The entire Yellowstone ensemble consists of 801 simulations with each simulation con-
taining the 9th time-step global means of the 107 non-redundant, non-degenerate CAM
output variables. The names, units, means, variances, minimum value, 1st quartile (Q1),
median, 3rd quartile (Q3), and maximum values (i.e the 5-number summaries) of these
variables are given in Tables 1 - 3. These values are rounded to 3 significant figures. The
magnitudes of many of these variables are much larger than their variability, meaning some
of the displayed minimum and maximum are the same. This is an artifact of the rounding,
and not an indication that these variables are constant. As we mentioned earlier, constant
(and even “near-constant”) variables have been removed from the data set. The entire
variable table is broken up into thirds for ease of readability.
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Variables Units Mean Variance Min Q1 Median Q3 Max

1 ANRAIN 1/m3 4.45e+02 5.01e+01 4.24e+02 4.40e+02 4.44e+02 4.49e+02 4.74e+02
2 ANSNOW 1/m3 1.97e+03 8.89e+02 1.88e+03 1.94e+03 1.96e+03 1.98e+03 2.09e+03
3 AQRAIN kg/kg 1.84e-06 1.25e-16 1.81e-06 1.83e-06 1.84e-06 1.85e-06 1.88e-06
4 AQSNOW kg/kg 3.29e-06 1.02e-16 3.26e-06 3.28e-06 3.29e-06 3.30e-06 3.32e-06
5 AREI Micron 3.96e+00 1.85e-05 3.95e+00 3.96e+00 3.96e+00 3.96e+00 3.97e+00
6 AREL Micron 9.49e-02 7.41e-08 9.39e-02 9.47e-02 9.49e-02 9.51e-02 9.58e-02
7 AWNC 1/m3 6.20e+05 5.48e+06 6.12e+05 6.19e+05 6.20e+05 6.22e+05 6.30e+05
8 AWNI 1/m3 2.26e+04 6.56e+02 2.25e+04 2.26e+04 2.26e+04 2.26e+04 2.27e+04
9 CCN3 #/cm3 1.75e+01 2.55e-06 1.75e+01 1.75e+01 1.75e+01 1.75e+01 1.75e+01
10 CLDICE kg/kg 1.35e-06 5.61e-18 1.34e-06 1.35e-06 1.35e-06 1.35e-06 1.36e-06
11 CLDLIQ kg/kg 1.69e-06 2.26e-17 1.68e-06 1.69e-06 1.69e-06 1.70e-06 1.71e-06
12 CLOUD fraction 1.25e-01 1.35e-09 1.25e-01 1.25e-01 1.25e-01 1.25e-01 1.25e-01
13 DCQ kg/kg/s -3.97e-09 8.30e-23 -4.00e-09 -3.97e-09 -3.97e-09 -3.96e-09 -3.94e-09
14 DTCOND K/s 5.35e-06 1.92e-16 5.31e-06 5.34e-06 5.35e-06 5.36e-06 5.40e-06
15 DTV K/s 4.40e-06 4.07e-17 4.38e-06 4.40e-06 4.40e-06 4.41e-06 4.42e-06
16 DTWR H2O2 mol/mol/s -1.80e-15 1.09e-35 -1.81e-15 -1.80e-15 -1.80e-15 -1.79e-15 -1.79e-15
17 DTWR H2SO4 mol/mol/s -3.96e-18 7.95e-41 -4.00e-18 -3.97e-18 -3.96e-18 -3.96e-18 -3.94e-18
18 DTWR SO2 mol/mol/s -5.10e-16 4.12e-36 -5.16e-16 -5.11e-16 -5.10e-16 -5.08e-16 -5.02e-16
19 FICE fraction 2.62e-01 2.04e-08 2.62e-01 2.62e-01 2.62e-01 2.62e-01 2.62e-01
20 FREQI fraction 6.06e-02 2.26e-09 6.04e-02 6.05e-02 6.06e-02 6.06e-02 6.07e-02
21 FREQL fraction 8.90e-03 6.27e-10 8.81e-03 8.88e-03 8.90e-03 8.92e-03 8.97e-03
22 FREQR fraction 7.15e-02 3.47e-08 7.08e-02 7.13e-02 7.15e-02 7.16e-02 7.20e-02
23 FREQS fraction 1.16e-01 6.77e-09 1.16e-01 1.16e-01 1.16e-01 1.16e-01 1.17e-01
24 ICIMR kg/kg 2.57e-06 4.51e-17 2.55e-06 2.57e-06 2.57e-06 2.57e-06 2.59e-06
25 ICWMR kg/kg 1.21e-05 8.52e-16 1.20e-05 1.21e-05 1.21e-05 1.21e-05 1.22e-05
26 IWC kg/m3 1.10e-06 1.28e-17 1.09e-06 1.10e-06 1.10e-06 1.11e-06 1.12e-06
27 NUMICE 1/kg 7.90e+04 8.21e+03 7.87e+04 7.90e+04 7.90e+04 7.91e+04 7.93e+04
28 NUMLIQ 1/kg 7.14e+05 4.40e+06 7.07e+05 7.12e+05 7.14e+05 7.15e+05 7.23e+05
29 OMEGA Pa/s 5.49e-04 6.45e-13 5.46e-04 5.49e-04 5.49e-04 5.50e-04 5.51e-04
30 OMEGAT K Pa/s 1.42e-01 4.90e-08 1.41e-01 1.42e-01 1.42e-01 1.42e-01 1.43e-01
31 Q kg/kg 2.51e-03 6.64e-16 2.51e-03 2.51e-03 2.51e-03 2.51e-03 2.51e-03
32 QRL K/s -1.69e-05 8.46e-18 -1.69e-05 -1.69e-05 -1.69e-05 -1.69e-05 -1.69e-05
33 QRS K/s 9.63e-06 2.68e-18 9.63e-06 9.63e-06 9.63e-06 9.63e-06 9.64e-06
34 RELHUM percent 4.86e+01 3.23e-07 4.86e+01 4.86e+01 4.86e+01 4.86e+01 4.86e+01
35 T K 2.43e+02 1.24e-09 2.43e+02 2.43e+02 2.43e+02 2.43e+02 2.43e+02
36 U m/s 4.26e+00 1.99e-09 4.26e+00 4.26e+00 4.26e+00 4.26e+00 4.26e+00

Table 1: The first 36 variables from the Yellowstone ensemble along with units and sum-
mary statistics. Bold faced variable names indicate variables taking only discrete values.
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Variables Units Mean Variance Min Q1 Median Q3 Max

37 UU m2/s2 3.10e+02 1.87e-06 3.10e+02 3.10e+02 3.10e+02 3.10e+02 3.10e+02
38 V m/s -3.32e-02 1.13e-09 -3.33e-02 -3.32e-02 -3.32e-02 -3.32e-02 -3.31e-02
39 VD01 kg/kg/s 4.52e-09 2.21e-23 4.50e-09 4.51e-09 4.52e-09 4.52e-09 4.53e-09
40 VQ m/s kg/kg -1.45e-03 1.23e-13 -1.45e-03 -1.45e-03 -1.45e-03 -1.44e-03 -1.44e-03
41 VT K m/s -1.39e+01 8.53e-05 -1.39e+01 -1.39e+01 -1.39e+01 -1.39e+01 -1.39e+01
42 VU m2/s2 4.75e+00 5.31e-07 4.74e+00 4.75e+00 4.75e+00 4.75e+00 4.75e+00
43 VV m2/s2 5.93e+01 7.66e-07 5.93e+01 5.93e+01 5.93e+01 5.93e+01 5.93e+01
44 WSUB m/s 2.34e-01 2.87e-09 2.34e-01 2.34e-01 2.34e-01 2.34e-01 2.34e-01
45 Z3 m 1.12e+04 8.80e-07 1.12e+04 1.12e+04 1.12e+04 1.12e+04 1.12e+04
46 CDNUMC 1/m2 5.77e+09 3.89e+14 5.71e+09 5.75e+09 5.77e+09 5.78e+09 5.84e+09
47 CLDHGH fraction 4.08e-01 2.21e-08 4.07e-01 4.08e-01 4.08e-01 4.08e-01 4.08e-01
48 CLDLOW fraction 3.67e-01 1.08e-07 3.66e-01 3.67e-01 3.67e-01 3.67e-01 3.68e-01
49 CLDMED fraction 2.76e-01 3.37e-08 2.75e-01 2.76e-01 2.76e-01 2.76e-01 2.77e-01
50 CLDTOT fraction 6.16e-01 8.17e-08 6.15e-01 6.16e-01 6.16e-01 6.16e-01 6.17e-01
51 DMS SRF mol/mol 1.09e-10 4.53e-27 1.09e-10 1.09e-10 1.09e-10 1.09e-10 1.09e-10
52 FLDS W/m2 3.31e+02 8.55e-04 3.31e+02 3.31e+02 3.31e+02 3.31e+02 3.31e+02
53 FLNS W/m2 5.52e+01 8.48e-04 5.51e+01 5.51e+01 5.52e+01 5.52e+01 5.52e+01
54 FLNSC W/m2 7.78e+01 7.34e-06 7.78e+01 7.78e+01 7.78e+01 7.78e+01 7.78e+01
55 FLNT W/m2 2.26e+02 3.66e-04 2.26e+02 2.26e+02 2.26e+02 2.26e+02 2.26e+02
56 FLNTC W/m2 2.53e+02 9.96e-07 2.53e+02 2.53e+02 2.53e+02 2.53e+02 2.53e+02
57 FLUT W/m2 2.28e+02 3.66e-04 2.28e+02 2.28e+02 2.28e+02 2.28e+02 2.28e+02
58 FLUTC W/m2 2.55e+02 9.96e-07 2.55e+02 2.55e+02 2.55e+02 2.55e+02 2.55e+02
59 FSDS W/m2 1.93e+02 1.34e-02 1.93e+02 1.93e+02 1.93e+02 1.94e+02 1.94e+02
60 FSDSC W/m2 2.59e+02 1.37e-06 2.59e+02 2.59e+02 2.59e+02 2.59e+02 2.59e+02
61 FSNS W/m2 1.65e+02 1.20e-02 1.65e+02 1.65e+02 1.65e+02 1.65e+02 1.66e+02
62 FSNSC W/m2 2.26e+02 5.02e-06 2.26e+02 2.26e+02 2.26e+02 2.26e+02 2.26e+02
63 FSNT W/m2 2.38e+02 1.04e-02 2.38e+02 2.38e+02 2.38e+02 2.38e+02 2.38e+02
64 FSNTC W/m2 2.96e+02 4.28e-06 2.96e+02 2.96e+02 2.96e+02 2.96e+02 2.96e+02
65 FSNTOA W/m2 2.42e+02 1.04e-02 2.41e+02 2.42e+02 2.42e+02 2.42e+02 2.42e+02
66 FSNTOAC W/m2 3.00e+02 4.28e-06 3.00e+02 3.00e+02 3.00e+02 3.00e+02 3.00e+02
67 H2O2 SRF mol/mol 3.20e-10 4.88e-27 3.20e-10 3.20e-10 3.20e-10 3.20e-10 3.20e-10
68 H2SO4 SRF mol/mol 3.94e-14 2.34e-33 3.92e-14 3.94e-14 3.94e-14 3.94e-14 3.95e-14
69 LHFLX W/m2 7.97e+01 3.17e-04 7.96e+01 7.97e+01 7.97e+01 7.97e+01 7.97e+01
70 PBLH m 4.21e+02 1.48e-01 4.20e+02 4.21e+02 4.21e+02 4.21e+02 4.22e+02
71 PRECC m/s 2.39e-08 3.83e-21 2.37e-08 2.38e-08 2.39e-08 2.39e-08 2.40e-08
72 PRECL m/s 1.31e-08 1.31e-21 1.30e-08 1.31e-08 1.31e-08 1.31e-08 1.32e-08

Table 2: The middle 36 variables from the Yellowstone ensemble along with units and sum-
mary statistics. Bold faced variable names indicate variables taking only discrete values.
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Variables Units Mean Variance Min Q1 Median Q3 Max

73 PRECSC m/s 2.24e-10 4.34e-24 2.18e-10 2.23e-10 2.24e-10 2.25e-10 2.30e-10
74 PRECSL m/s 3.41e-09 1.29e-22 3.37e-09 3.40e-09 3.41e-09 3.42e-09 3.45e-09
75 PSL Pa 1.01e+05 9.96e-05 1.01e+05 1.01e+05 1.01e+05 1.01e+05 1.01e+05
76 QFLX kg/m2/s 3.18e-05 5.07e-17 3.18e-05 3.18e-05 3.18e-05 3.18e-05 3.19e-05
77 QREFHT kg/kg 9.80e-03 1.18e-13 9.79e-03 9.80e-03 9.80e-03 9.80e-03 9.80e-03
78 SHFLX W/m2 1.89e+01 3.43e-04 1.88e+01 1.89e+01 1.89e+01 1.89e+01 1.90e+01
79 SNOWHLND m 4.14e-02 3.97e-16 4.14e-02 4.14e-02 4.14e-02 4.14e-02 4.14e-02
80 SO2 SRF mol/mol 4.12e-10 6.69e-27 4.12e-10 4.12e-10 4.12e-10 4.13e-10 4.13e-10
81 SOAG SRF mol/mol 1.67e-10 4.38e-27 1.67e-10 1.67e-10 1.67e-10 1.67e-10 1.67e-10
82 TAUGWX N/m2 5.53e-03 1.30e-10 5.50e-03 5.53e-03 5.54e-03 5.54e-03 5.57e-03
83 TAUGWY N/m2 -4.62e-04 3.90e-11 -4.83e-04 -4.66e-04 -4.62e-04 -4.58e-04 -4.42e-04
84 TAUX N/m2 5.33e-03 1.20e-09 5.21e-03 5.31e-03 5.33e-03 5.36e-03 5.44e-03
85 TAUY N/m2 7.38e-03 5.65e-10 7.31e-03 7.37e-03 7.38e-03 7.40e-03 7.45e-03
86 TGCLDIWP kg/m2 2.42e-02 2.71e-09 2.40e-02 2.41e-02 2.42e-02 2.42e-02 2.44e-02
87 TGCLDLWP kg/m2 2.77e-02 4.35e-09 2.75e-02 2.76e-02 2.77e-02 2.77e-02 2.79e-02
88 TMQ kg/m2 2.48e+01 2.10e-08 2.48e+01 2.48e+01 2.48e+01 2.48e+01 2.48e+01
89 TREFHT K 2.85e+02 2.74e-07 2.85e+02 2.85e+02 2.85e+02 2.85e+02 2.85e+02
90 TS K 2.86e+02 7.23e-07 2.86e+02 2.86e+02 2.86e+02 2.86e+02 2.86e+02
91 U10 m/s 6.04e+00 2.58e-07 6.03e+00 6.03e+00 6.03e+00 6.04e+00 6.04e+00
92 WGUSTD m/s 3.71e-01 7.28e-08 3.70e-01 3.71e-01 3.71e-01 3.71e-01 3.72e-01
93 bc a1 SRF kg/kg 7.90e-11 4.63e-28 7.90e-11 7.90e-11 7.90e-11 7.90e-11 7.91e-11
94 dst a1 SRF kg/kg 1.11e-09 1.03e-24 1.10e-09 1.11e-09 1.11e-09 1.11e-09 1.11e-09
95 dst a3 SRF kg/kg 1.70e-08 4.54e-22 1.70e-08 1.70e-08 1.70e-08 1.71e-08 1.71e-08
96 ncl a1 SRF kg/kg 6.58e-10 4.35e-26 6.57e-10 6.58e-10 6.58e-10 6.58e-10 6.58e-10
97 ncl a2 SRF kg/kg 1.38e-12 6.83e-31 1.38e-12 1.38e-12 1.38e-12 1.38e-12 1.38e-12
98 ncl a3 SRF kg/kg 9.98e-09 1.44e-23 9.97e-09 9.98e-09 9.98e-09 9.99e-09 1.00e-08
99 num a1 SRF 1/kg 2.97e+08 5.63e+09 2.97e+08 2.97e+08 2.97e+08 2.97e+08 2.97e+08
100 num a2 SRF 1/kg 2.60e+08 1.29e+10 2.60e+08 2.60e+08 2.60e+08 2.60e+08 2.61e+08
101 num a3 SRF 1/kg 1.24e+06 2.00e+05 1.24e+06 1.24e+06 1.24e+06 1.24e+06 1.25e+06
102 pom a1 SRF kg/kg 5.10e-10 1.16e-26 5.10e-10 5.10e-10 5.10e-10 5.10e-10 5.10e-10
103 so4 a1 SRF kg/kg 6.02e-10 3.29e-26 6.02e-10 6.02e-10 6.02e-10 6.02e-10 6.03e-10
104 so4 a2 SRF kg/kg 2.00e-11 4.84e-29 2.00e-11 2.00e-11 2.00e-11 2.00e-11 2.00e-11
105 so4 a3 SRF kg/kg 1.67e-11 1.01e-29 1.67e-11 1.67e-11 1.67e-11 1.67e-11 1.67e-11
106 soa a1 SRF kg/kg 3.42e-10 9.01e-26 3.41e-10 3.41e-10 3.42e-10 3.42e-10 3.42e-10
107 soa a2 SRF kg/kg 2.69e-12 6.41e-30 2.68e-12 2.69e-12 2.69e-12 2.69e-12 2.70e-12

Table 3: The last 35 variables from the Yellowstone ensemble along with units and summary
statistics. Bold faced variable names indicate variables taking only discrete values.
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2.2.1 Normality of the Marginal Distributions

A natural first direction to go in for our exploratory analysis is determining whether or not
the marginal distributions of these variables are normally distributed. The central limit
theorem (CLT) along with the fact that our data are global averages makes us suspect
this is the case. The CLT is a fundamental theorem in probability that states under
minimal conditions averages converge to normal distributions as the number of samples
being averaged together increases. Further, the normal distribution is one of the more
exhaustively studied distributions and there are a number of nice results and mathematical
properties that can be exploited. The work that follows suggests the marginal distributions
of our climate simulation data do appear to be normal. We present a more detailed
consideration of all 107 variables at the end of the subsection. However next we consider
two orderings of the variables to gain a preliminary understanding of whether or not the
“more important” variables (according to our ranking) are normally distributed.

Coefficient of Variation We begin by looking at the variables with the largest coeffi-
cient of variation (CV), the ratio of the standard deviation to the mean. This “signal to
noise” ratio is preferred over just the standard deviation as it measures the variables with
the most spread with respect to the size of the variables themselves. Histograms and q-q
(quantile-quantile) plots of the 6 variables with largest CVs are given in Figure 2. The
q-q plot is a graphical method for comparing the likeness of two distribution in which
the quantiles of each distribution are plotted against each other. Two distributions with
the same shape will have a q-q plot that is close to linear. The plots in Figure 2 are in
descending order by CV by looking first left to right and then top to bottom. While there
is some small deviations from normality in a few of these plots, overall the shapes of these
histograms and q-q plots suggest it is reasonable to assume these variables are normally
distributed.

A close look at the values reported for the CVs reveals that even the largest value,
0.016, is quite small. This lack of spread is likely due to how the data was generated.
Recall, the variation in the ensemble is created via extremely small perturbations (on the
order of 10−14), and these were allowed only 9 time steps (i.e. 4.5 simulation hours) to
propagate through the model. A close look at Tables 1 - 3 confirms these number are
correct, and a histogram of all 107 CVs is displayed in Figure 3.

Variance-Weighted Contribution Additionally, given our interest in PCA, we propose
a variance-weighted contribution (VWC) of a variable that measures the contribution of
a variable to the collective principal components. Specifically, let X = (x1, . . . , xm) be a
random vector with Var(X) = Σ = PΛP ′ where PΛP ′ is the spectral decomposition of the
covariance matrix Σ (i.e. Λ is a diagonal matrix of eigenvalues and P is the matrix with
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Figure 3: Histograms of all 107 CVs from the Yellowstone ensemble. 32 bins were used on
the interval (0, 0.016) corresponding to a bin width of 0.0005.

its columns as the corresponding eigenvectors). Foreshadowing our discussion of PCA in
section 3, the weights for the jth PC score are located in the jth columns of P . Thus we
say the contribution of the ith variable to the jth principal component is simply |pij | where
pij is the (i, j)-entry in P . Moreover, the PC scores contribute to the total variance in a
calculated manner. The amount that the jth PC score contributes to the total variance is
proportional to λj where Λ =diag(λ1, . . . , λm). All of this prompts the following. Define
I(xi), the VWC of variable xi, as the weighted sum

I(xi) =

m∑
j=1

λj |pij |,

where λiand pij are defined as above. Note that if we divide this by λtotal =
∑

i λi,
then this weighted sum becomes a weighted average of the absolute contribution of the
ith variable to the m different principal components. Since we will only care about the
ranking of the variables, it makes no difference whether we use the weighted sum or the
weighted average, and we opt for the former for no real reason other than it is marginally
simpler to write. Histograms and q-q plots of the 6 variables with the largest VWC are
given in Figure 4. They are in descending order by looking first left to right and then
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top to bottom. Once again, while some of the variables differ from normality slightly, the
shapes of the histogram and q-q plot suggest it is reasonable to assume these variables
are normally distributed. One caveat would be the temperature variable, T, as it appears
to contain an outlier. We address this fact at the end of this subsection in our formal
normality test.

The Removal of the Variable PS One peculiarity we found in this data set occurred
when looking at the variables with the smallest CV. Here we uncovered that some of the
variables from our CAM data are discrete. For instance, the histograms and q-q plots of
the 6 variables with the smallest coefficients of variation are given in Figure 5. Notice
that 4 of them (variables Z3, PSL, T, and SNOWHLD) are discrete. In order to be more
precise, we say that a variable is discrete if at least half of all its values are repeated.
Further investigation shows 15 of the variables (approximately 14%) take discrete values.
The names of these variables are Q, T, U, UU, Z3, FLNTC, FLUTC, FSDSC, FSNTC,
FSNTOAC, PSL, SNOWHLND, TMQ TREFHT, and TS, and these names are boldfaced
in Tables 1 - 3 to indicate the discrete nature of their corresponding variables.

Investigating the discrete variables we discovered that the surface pressure variable,
abbreviated PS, only takes 3 values, and the vast majority (approximately 98.6%) of the
ensemble members took the value 98530.90 Pa. Of 801 total ensemble members, only 1
member had the variable PS take the value 98530.88 Pa while 10 members had the variable
PS take the value 98530.91 Pa. In total this gave us 11 atypical members within our entire
ensemble. A histogram and boxplot of this variable are in Figure 6.

This lack of spread in the variable PS was a major cause for concern during our initial
studies of the correlation matrix. Regularly when we drew small subsamples from our entire
ensemble, the PS variable would be exactly constant. This meant we couldn’t construct
a correlation matrix (we divide by the variance to construct the correlation matrix; for a
variable that is exactly constant this means we divide by zero).

As a work-around to this problem, one option would be to discard these subsamples
and simply replace them with another sample that does contain spread in the PS variable.
Another options would be to remove the variable PS altogether. We opted for the latter, to
avoid any sampling bias that leaving the variable PS in might induce. In the former option
where we keep the variable PS in our data set, each of our subsamples contains one of the
atypical 11 ensemble members, and our concern was that this may cause our subsamples
to themselves be atypical or biased in some way. In short, by not removing the variable
PS, we would run the risk of our subsamples not being a good representative since they
differ in a systematic way from our original ensemble.
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Figure 6: Histogram and q-q plot of the variable PS from the Yellowstone ensemble.

Shapiro-Wilk Test for Normality Next we present a formal normality test. Many
such tests exist, but we opt to use the Shapiro-Wilk test because of its good power prop-
erties (i.e. its improved ability to detect small deviations from normality).

The details of the test are as follows. Given data x1, . . . , xn, let the ith order statistic
be denoted as x(i) (i.e. x(1) ≤ x(2) ≤ . . . ≤ x(n)). The test statistic W computed for
Shapiro-Wilk test is defined as

W =
(
∑

i aix(i))
2∑

i(xi − x̄)2
,

where x̄ is the sample mean and

a = (a1, . . . , an) = V −1m/‖V −1m‖,

with m = (m1, . . . ,mn) being the expected values of the order statistics of the standard
normal distribution and V being the covariance matrix of these order statistics.

Clearly this fraction is non-negative. Further, it can be shown that W is also bounded
above by 1. The specific details of the test are beyond the scope of our conversation here.
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Variable Name W p-value Discrete

1 Z3 0.908 1.60e-21 TRUE
2 PSL 0.949 4.38e-16 TRUE
3 T 0.973 4.56e-11 TRUE
4 ANSNOW 0.989 1.32e-05 FALSE
5 ANRAIN 0.994 1.52e-03 FALSE
6 NUMLIQ 0.994 3.03e-03 FALSE
7 num a1 SRF 0.994 3.56e-03 FALSE
8 bc a1 SRF 0.995 6.33e-03 FALSE
9 FSNTOAC 0.995 8.86e-03 TRUE

10 FSNTC 0.995 9.07e-03 TRUE
11 QREFHT 0.995 1.33e-02 FALSE
12 FSNSC 0.995 1.60e-02 FALSE
13 so4 a2 SRF 0.996 2.02e-02 FALSE
14 SNOWHLND 0.996 2.21e-02 TRUE
15 DTWR SO2 0.996 3.47e-02 FALSE
16 FREQS 0.996 4.06e-02 FALSE
17 FSDSC 0.996 4.21e-02 TRUE
18 OMEGAT 0.996 4.77e-02 FALSE
19 ncl a3 SRF 0.996 4.99e-02 FALSE
20 OMEGA 0.996 5.37e-02 FALSE
21 VU 0.996 5.47e-02 FALSE
22 FREQI 0.997 7.78e-02 FALSE
23 AQSNOW 0.997 9.12e-02 FALSE
24 QRS 0.997 9.63e-02 FALSE
25 SHFLX 0.997 9.86e-02 FALSE

Table 4: The 25 smallest p-values returned by the Shapiro-Wilk test for the Yellowstone
ensemble, along with the respective variable names, test statistics, and whether or not they
are discrete. The red line indicates where the p-values exceed 0.05.

Instead, we offer a more heuristic understanding of this test statistic. Under the hypothesis
that xi are independent and normally distributed, the numerator and denominator are both
estimates of the scaled variance, (n − 1)σ2. This means if the data arise from a normal
distribution then this fraction should be close to 1. On the other hand, values of W closer
to 0 provide evidence that the data do not come from a normal distribution. The variables
from the Yellowstone ensemble that produced the 25 smallest Shapiro-Wilk test statistics
are located in Table 4.

Notice that the variables with the 3 smallest p-values, Z3, PSL, and T, are exactly
the variables with the 3 smallest CVs. Their histograms and q-q plots can be found in
Figure 5. Histograms and q-q plots of the other variables with p-values smaller than the
conventional threshold of 0.05 are in Figures 7 and 8.

In total 19 of these variables have p-values smaller than 0.05, and there are a few things
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we must mention in regards to this. First is that this is an archetype for the multiple hy-
pothesis testing problem. That is, hypothesis tests are not perfect and will occasionally
produce results that falsely reject the null hypothesis. Further, if we perform enough tests
where the null hypothesis is true then the probability that we correctly fail to reject the null
hypothesis for all of the tests decays exponentially. Meaning that it is likely we will falsely
reject something along the way and the issue is that this can lead to spurious inferences.

Specific to the context above, we performed 107 hypothesis tests and then considered
how many of them have p-values less than 0.05. By construction, the p-value produced
by a hypothesis test is the probability of an event as rare as this occurring under the null
hypothesis. That is to say, working under the supposition that all of the marginal distribu-
tion of the data are indeed normal, we would expect on average 107 ∗ 0.05 ≈ 5.35 of these
hypothesis tests to produce p-values less than 0.05. Therefore, we should not be surprised,
and, in fact, we should expect to find some p-values less than 0.05.

All of this said, 19 variables is notably greater than 5.35, and some of the values in
Table 4 are extremely small. We address these smaller p-values next. As we already men-
tioned, the discrete nature of the 3 variables with the smallest p-values, Z3, PSL, and T,
has been detected by their low CVs, and the normal distribution being continuous is a
rather straightforward explanation for the non-normality of these variables.

Investigating Z3 and PSL, we find that they only take 8 and 9 distinct values respec-
tively. We might say they are “more discrete” in comparison to T which takes 15 values.
While we might consider Z3 and PSL slightly light and heavy-tailed respectively as judged
by their q-q plots, it is only marginally so and it’s likely this is an artifact of their discrete
nature.

The temperature variable, T, appears to have a single outlier taking a value of 242.842972.
While only 0.000122 larger than the next largest value of 242.842850, this is significant
when compared to the spread in rest of the data. Alone, this single observation explains
the low p-value produced by the Shapiro-Wilk test as the normal distribution is famously
“outlier-free.”

The last point to make is that Razali et al [9] demonstrate via simulation studies that
the Shapiro-Wilk test is a powerful test in comparison to other formal normality tests.
This means it is capable of detecting even very small deviations from normality. Looking
closely at the histograms and q-q plots in Figures 7 and 8, we hypothesize that this is
exactly what is going on with the other variables that produced p-values less than 0.05. In
general, the majority of the behavior looks very normal. However, for each variable there
are few points or mildly heavy/light tail behavior or slight skewing that is flagged by the
Shapiro-Wilk test. Overall, we conclude these variables that produced small p-values are
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“mostly” normal, and the deviations from normality that they display are minor and/or
easily explained.

2.2.2 The Yellowstone Sample Correlation Matrix

Let X1, . . .Xk be k independent observations of an m-dimensional random vector with

unknown mean. If X̄k =
1

k

k∑
i=1

Xi is the sample mean vector then the sample covariance

matrix Sk is given as

Sk =
1

k − 1

k∑
i=1

(
Xi − X̄k

) (
Xi − X̄k

)′
. (1)

Often this matrix is denoted simply as S. However a large part of our investigation
involves how the properties of this estimate evolve as we increase k, the number of ensem-
ble members. As such, we leave the subscript to make explicit the size of the ensemble or
sample used to construct Sk. We stay consistent throughout with this subscript notation,
using it to denote the size of the ensemble or sample used to compute our estimate.

When dealing with variables measured in different units and/or on significantly different
scales, it is common to standardize them first and then construct the corresponding unit-less
covariance matrix, called the correlation matrix. Results of PCA with non-standardized
data are sensitive to the choice of units and can be misleading. If there are large differ-
ences in the variances between the elements of Xi, then the elements whose variances are
largest will tend to dominate the first few principal components. This is appropriate if
all the variables have the same units, as the variables with greater variances indicate the
directions in which the data spreads most. However, if one variable is inflated because it is
measured in millimeters instead of meters, this will have the effect of inflating that partic-
ular variables contribution to the earlier principal components. This unit-dependent effect
can sometimes exaggerate the importance of certain variables and/or interactions while
masking other genuinely important variables and/or interactions. The crucial distinction
is that this effect is not due to anything intrinsic about the data but rather it is an artifact
of the choices of units we use to measure our variable in. To remove this muddling effect
with regards to choice of units, we standardize our data first.

In practice, the standardizing is done in the usual way: first centering the data by sub-
tracting the sample mean and then scaling the data by dividing by the marginal sample
standard deviations. For simplicity, henceforth when we refer to the data, we mean the
standardized data. We use the word correlation instead of covariance as a reminder of this,
but see them as two sides of the same coin. The correlation matrix is just the covariance

27



matrix of the standardized data.

Sparsity of the Yellowstone Sample Correlation Matrix To deepen our under-
standing of how the variables interact with one another, we aim to understand the corre-
lation matrix Sk better. In particular, we are interested in how many, and which of these
variables, are uncorrelated (i.e. have correlation equal to 0). While an array of numbers
is rigorous, it is also laborious to gain insight from. A more effective way to gain insight
is to visualize the correlation matrix. Figure 9 shows the Yellowstone ensemble correlation
matrix S801 with its numeric entries depicting the numbers on a color scale from −1 to 1.
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Figure 9: The sample correlation matrix S801 visualized. Note that the matrix is indexed
left to right and bottom to top so the main diagonal is bottom left to top right.

The greenness of this matrix is perhaps most striking. Noting our color scale, this
implies many entries in this matrix are near zero. Figure 10, a histogram of the entries
of S801, reveals that while none of the

(
107
2

)
= 5671 entries are exactly zero, many could
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be considered “de facto zero.” To make this idea more precise let us define the idea of
“de facto zero” as such. For a given positive tolerance ε, we say a number is de facto
zero (epsilon) (denoted as “0ε”) if the magnitude of this number is less than ε. In other
words x = “0ε” if x ∈ (−ε, ε). The main idea to keep in mind is that if two variables have
estimated correlation de facto zero then it’s plausible for their actual underlying processes
to be uncorrelated.

Figure 10: Histogram of the estimated bivariate correlations between the variables from
the Yellowstone ensemble. 100 bins were used in this histogram corresponding to a bin
width of 0.02.

Determining the proportion of variables that are “0ε” informs the extent to which our
correlation matrix is sparse. However, we are equally interested in the sparsity structure
of the correlation matrix. In other words, we are interested in not just the proportion
of entries which are “0ε” but also their location in the correlation matrix because this
indicates which two variables are uncorrelated. To investigate this further we look at a few
simplified plots of its entries. Instead of plotting the values of the correlation matrix we
plot only their signs (i.e. sign(x) = |x|

x if x 6= “0ε” and sign(x) = 0 if x = “0ε”). Figure 11
displays these plots for several choices of ε.
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Figure 11: Plots for the signs of S801. ε is the tolerance below which we consider an entry
as “0ε” (i.e. x = “0ε” if and only if −ε ≤ x ≤ ε). Positive entries are colored red, negative
are blue, and “0ε” are colored white. Six plots for different values of ε are given above.
The percentage of entries that are “0ε” is given along the x-axis for each plot.
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One final consideration is to look in the opposite direction at the variables that are
most correlated. Table 5 provides a list of the 25 most correlated pairs (ranked according
to the absolute value of the correlation) along with their correlations.

1st Variable 2nd Variable Correlation

1 FLUT FLNT 0.9999999
2 FSNTOA FSNT 0.9999996
3 FSNTOAC FSNTC 0.9999824
4 FLUTC FLNTC 0.9999645
5 QFLX LHFLX 0.9999383
6 FSNS FSDS 0.9968384
7 VT V 0.9960495
8 FSNT FSNS 0.9920296
9 FSNTOA FSNS 0.9920283

10 FLNS FLDS -0.9916103
11 FSNTOAC FSNSC 0.9912742
12 FSNTC FSNSC 0.9912292
13 OMEGAT OMEGA 0.9896706
14 FSNTOA FSDS 0.9888088
15 FSNT FSDS 0.9888076
16 dst a3 SRF dst a1 SRF 0.9782310
17 NUMICE AWNI 0.9673148
18 FREQL AREL 0.9319635
19 CDNUMC NUMLIQ 0.9307652
20 FREQI AREI 0.9293069
21 FLUTC FLNSC 0.9235957
22 FLNTC FLNSC 0.9235037
23 DTCOND DCQ -0.8972671
24 pom a1 SRF bc a1 SRF 0.8731078
25 ncl a3 SRF ncl a1 SRF 0.8661797

Table 5: The top 25 correlations between the variables of the Yellowstone ensemble

2.2.3 Convergence of the Yellowstone Sample Correlation Matrix

A primary interest of this investigation is to determine how the estimation of the correlation
matrix changes as the size of our ensemble increases. The theoretical expectation is that as
the ensemble size increases our estimate of the correlation matrix will improve. However
our focus is on exactly how this estimate of the correlation improves for this correlation
matrix within the context of our problem.
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To investigate this further we explain a scheme for constructing multiple estimates of the
correlation matrix using a particular size ensemble. First we fix the size of our ensemble k.
Then a subsample Xni

1
, . . .Xni

k
is drawn from our data (i.e. {ni1, . . . , nik} ⊆ {1, . . . , 801}).

Next we construct the estimate

Sk(i) =
1

k − 1

k∑
i=1

(
Xni

l
− X̄k(i)

)(
Xni

l
− X̄k(i)

)′
. (2)

where X̄k(i) =
1

k

k∑
l=1

Xni
l

is the mean of our subsample. This process is then iterated N

times in order to produce the estimates Sk(1), . . . , Sk(N) for the ensembles size k. Finally
we repeat this process for different values of k and compare the collective sets of estimates
for each value of k against each other.

Performing this for different choices of k ≤ 801 we notice a few things. First, the esti-
mates constructed from the subsamples generally produce the same large scale structure as
S801 (e.g. the same hot/cold spots). Moreover, they become closer to S801 as the ensemble
size increases as evidenced by the shades of the colors on the difference matrices get lighter
in Figure 12. Further evidence for the convergence of the sample correlation matrix is
given in Figure 13. In this plot, 500 subsamples of size k were drawn from the Yellowstone
ensemble and Sk was computed for each of these subsamples. Then the Frobenius norm
of the difference between Sk and S801 was computed, and boxplots of resulting distances
were constructed for each ensemble size k.
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Figure 12: A single realization of the correlation matrices Sk for ensemble sizes k = 200, 400,
and 600 visualized on the left. The plots on the right are the differences between Sk and
S801 for respective choices of k. The minimum and maximum values of this matrix are
displayed along the x-axis.
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Figure 13: For each ensemble size of k, 500 subsamples from the Yellowstone ensemble are
drawn, and the Frobenius norms of the differences between the sample correlation matrices
Sk and S801 are computed. Boxplots of these 500 norms are plotted above for each choice
of ensemble size k.

Note the Frobenius norm of a matrix A is given as

‖A‖F = tr(A′A)1/2 =

∑
ij

A2
ij

1/2

.

Like every norm, the Frobenius norm is a measure of size. The latter interpretation in
the definition above provides a bit of intuition as to how the Frobenius norm does this
for matrices. It simply considers the matrix as a vector and takes the usual Euclidean
norm of this “vectorized” version of the matrix. Given a norm, one way of measuring the
distance between two objects is to measure the size of their difference. It can be shown
that distances defined in this way behave in all the ways one might expect. In our analysis
above when taking the Frobenius norm of the difference between Sk and S801 what we are
really considering is the distance between Sk and S801. Thus when we say. “the sample
correlation matrix converges” we mean the distance between Sk and S801 converges to 0.

Asymptotic Convergence vs. Sampling Convergence Figure 13 provides evidence
of the estimates of Sk converging as we increase the ensmble size k. Even more, they seem
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to converge in two senses: the estimates get more accurate (as witnessed by the mono-
tonicity of the plot in Figure 13) and they get more precise (as witnessed by the narrowing
of the spread of the boxplots in Figure 13).

However, upon further thought we must also consider the fact that our subsample is
drawn from the entire ensemble and that we also compare the estimate of the subsample
to the estimate using the entire ensemble. This makes it challenging to determine if the
convergence we witness in Figure 13 is arising from the improvement of the correlation
matrix or the likeness of the subsample to the entire ensemble.

In more detail, it is a mathematical fact that the sample correlation matrix asymp-
totically converges to the true correlation matrix as we increase the ensemble size k. The
vital point to keep in mind is that we cannot determine the rate of this convergence from
the above experiment since any asymptotic convergence may be masked by a “sampling
convergence.” In other words, our estimates are experiencing a convergence due to the
fact that the samples used to estimate Sk are becoming more and more similar to the set
we draw the samples from and use to estimate S801, the matrix we are comparing against.
Removing the masking effect of the sampling convergence is a primary motivator for the
simulation study in Section 4.

2.3 The Cheyenne Ensemble

We generated the Cheyenne data set on the successor to Yellowstone, the NCAR Cheyenne
supercomputer [2]. This machine is an SGI/HPE ICE XA cluster, which features 4,032
compute nodes. Each node has two Intel Xeon Broadwell generation CPUs, with either 64
or 128 GB of memory. The system interconnect is Mellanox EDR InfiniBand, permitting
100Gb/s of bandwidth per compute node. The data generated for this section is produced
by the version of CESM used by LENS [6] which is built by the Intel 17.0.1 compiler suite
(Cheyenne default) with the AVX2 instruction set disabled. These instructions include
Fused Multiply-Add (FMA), which was shown to produce statistically distinguishable out-
put in [7]. Each ensemble member is run with 72 MPI processes and threading disabled.

Just as in the Yellowstone ensemble, the Cheyenne ensemble consists of the 9th time
step global means from CAM output data. The Cheyenne ensemble is larger than the
Yellowstone ensemble, consisting of 2001 simulations with each simulation containing global
means of the same 107 non-redundant, non-degenerate CAM variables. For the same
reasons as before we remove the variable PS from our data set. In fact, in the Cheyenne
ensemble PS only takes 2 values. Of the 2001 total ensemble members, 1957 of them
(approximately 97.8 %) took the value 98530.8984375 Pa while the remaining 44 took the
value 98530.90625 Pa.

The names, units, means, variances, and 5-number summaries, for each variable are
given in Tables 6-8. For Cheyenne we found that the 18 variables Q, RELHUM, T, U, UU,
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VV, Z3, FLNTC, FLUTC, FSDSC, FSNSC, FSNTC, FSNTOAC, PSL, SNOWHLND,
TMQ, TREFHT, and TS were all discrete. These are boldfaced in Tables 6-8. The entire
variable table is broken up into thirds for ease of readability.

A careful reader will notice that these variables are different than the list of discrete
variables in the Yellowstone ensemble. As with any new model output we would expect
there to be difference in the summary statistics (imparted by the natural variation in the
data). However, whether or not a variable is discrete is an attribute that we would expect
to be the same across all computational platforms. A more detailed discussion on this
phenomenon and differences between these data sets is held in 2.4.
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Variables Units Mean Variance Min Q1 Median Q3 Max

1 ANRAIN 1/m3 4.45e+02 4.87e+01 4.23e+02 4.40e+02 4.44e+02 4.49e+02 4.68e+02
2 ANSNOW 1/m3 1.96e+03 8.74e+02 1.86e+03 1.95e+03 1.96e+03 1.98e+03 2.10e+03
3 AQRAIN kg/kg 1.84e-06 1.27e-16 1.81e-06 1.83e-06 1.84e-06 1.85e-06 1.88e-06
4 AQSNOW kg/kg 3.29e-06 1.05e-16 3.26e-06 3.28e-06 3.29e-06 3.30e-06 3.33e-06
5 AREI Micron 3.96e+00 1.79e-05 3.95e+00 3.96e+00 3.96e+00 3.97e+00 3.98e+00
6 AREL Micron 9.49e-02 8.92e-08 9.38e-02 9.47e-02 9.49e-02 9.51e-02 9.59e-02
7 AWNC 1/m3 6.20e+05 5.64e+06 6.13e+05 6.19e+05 6.20e+05 6.22e+05 6.28e+05
8 AWNI 1/m3 2.26e+04 6.63e+02 2.25e+04 2.26e+04 2.26e+04 2.26e+04 2.27e+04
9 CCN3 #/cm3 1.75e+01 2.54e-06 1.75e+01 1.75e+01 1.75e+01 1.75e+01 1.75e+01
10 CLDICE kg/kg 1.35e-06 5.81e-18 1.34e-06 1.35e-06 1.35e-06 1.35e-06 1.36e-06
11 CLDLIQ kg/kg 1.69e-06 2.54e-17 1.68e-06 1.69e-06 1.69e-06 1.70e-06 1.72e-06
12 CLOUD fraction 1.25e-01 1.32e-09 1.25e-01 1.25e-01 1.25e-01 1.25e-01 1.25e-01
13 DCQ kg/kg/s -3.97e-09 8.61e-23 -4.00e-09 -3.97e-09 -3.97e-09 -3.96e-09 -3.94e-09
14 DTCOND K/s 5.35e-06 1.98e-16 5.30e-06 5.34e-06 5.35e-06 5.36e-06 5.40e-06
15 DTV K/s 4.40e-06 3.86e-17 4.38e-06 4.40e-06 4.40e-06 4.41e-06 4.43e-06
16 DTWR H2O2 mol/mol/s -1.80e-15 1.08e-35 -1.81e-15 -1.80e-15 -1.80e-15 -1.79e-15 -1.79e-15
17 DTWR H2SO4 mol/mol/s -3.96e-18 8.21e-41 -4.00e-18 -3.97e-18 -3.96e-18 -3.96e-18 -3.94e-18
18 DTWR SO2 mol/mol/s -5.10e-16 4.19e-36 -5.17e-16 -5.11e-16 -5.10e-16 -5.08e-16 -5.03e-16
19 FICE fraction 2.62e-01 2.03e-08 2.62e-01 2.62e-01 2.62e-01 2.62e-01 2.62e-01
20 FREQI fraction 6.06e-02 2.15e-09 6.04e-02 6.06e-02 6.06e-02 6.06e-02 6.07e-02
21 FREQL fraction 8.90e-03 7.14e-10 8.81e-03 8.88e-03 8.90e-03 8.92e-03 8.99e-03
22 FREQR fraction 7.15e-02 3.34e-08 7.09e-02 7.13e-02 7.15e-02 7.16e-02 7.21e-02
23 FREQS fraction 1.16e-01 6.56e-09 1.16e-01 1.16e-01 1.16e-01 1.16e-01 1.17e-01
24 ICIMR kg/kg 2.57e-06 4.74e-17 2.55e-06 2.56e-06 2.57e-06 2.57e-06 2.59e-06
25 ICWMR kg/kg 1.21e-05 8.10e-16 1.20e-05 1.21e-05 1.21e-05 1.21e-05 1.22e-05
26 IWC kg/m3 1.10e-06 1.22e-17 1.09e-06 1.10e-06 1.10e-06 1.11e-06 1.11e-06
27 NUMICE 1/kg 7.90e+04 8.37e+03 7.87e+04 7.90e+04 7.90e+04 7.91e+04 7.93e+04
28 NUMLIQ 1/kg 7.14e+05 4.66e+06 7.07e+05 7.12e+05 7.14e+05 7.15e+05 7.22e+05
29 OMEGA Pa/s 5.49e-04 6.87e-13 5.46e-04 5.48e-04 5.49e-04 5.49e-04 5.51e-04
30 OMEGAT K Pa/s 1.42e-01 5.25e-08 1.41e-01 1.42e-01 1.42e-01 1.42e-01 1.43e-01
31 Q kg/kg 2.51e-03 6.24e-16 2.51e-03 2.51e-03 2.51e-03 2.51e-03 2.51e-03
32 QRL K/s -1.69e-05 9.07e-18 -1.69e-05 -1.69e-05 -1.69e-05 -1.69e-05 -1.69e-05
33 QRS K/s 9.63e-06 2.89e-18 9.63e-06 9.63e-06 9.63e-06 9.63e-06 9.64e-06
34 RELHUM percent 4.86e+01 3.46e-07 4.86e+01 4.86e+01 4.86e+01 4.86e+01 4.86e+01
35 T K 2.43e+02 1.22e-09 2.43e+02 2.43e+02 2.43e+02 2.43e+02 2.43e+02
36 U m/s 4.26e+00 1.91e-09 4.26e+00 4.26e+00 4.26e+00 4.26e+00 4.26e+00

Table 6: The first 36 variables from the Cheyenne ensemble along with units and summary
statistics. Bold faced variable names indicate a variables takes only discrete values.
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Variables Units Mean Variance Min Q1 Median Q3 Max

37 UU m2/s2 3.10e+02 1.99e-06 3.10e+02 3.10e+02 3.10e+02 3.10e+02 3.10e+02
38 V m/s -3.32e-02 1.16e-09 -3.33e-02 -3.33e-02 -3.32e-02 -3.32e-02 -3.31e-02
39 VD01 kg/kg/s 4.52e-09 2.20e-23 4.50e-09 4.51e-09 4.52e-09 4.52e-09 4.53e-09
40 VQ m/s kg/kg -1.45e-03 1.19e-13 -1.45e-03 -1.45e-03 -1.45e-03 -1.44e-03 -1.44e-03
41 VT K m/s -1.39e+01 8.79e-05 -1.39e+01 -1.39e+01 -1.39e+01 -1.39e+01 -1.39e+01
42 VU m2/s2 4.75e+00 5.33e-07 4.74e+00 4.74e+00 4.75e+00 4.75e+00 4.75e+00
43 VV m2/s2 5.93e+01 7.72e-07 5.93e+01 5.93e+01 5.93e+01 5.93e+01 5.93e+01
44 WSUB m/s 2.34e-01 2.91e-09 2.34e-01 2.34e-01 2.34e-01 2.34e-01 2.34e-01
45 Z3 m 1.12e+04 8.96e-07 1.12e+04 1.12e+04 1.12e+04 1.12e+04 1.12e+04
46 CDNUMC 1/m2 5.76e+09 3.84e+14 5.70e+09 5.75e+09 5.76e+09 5.78e+09 5.85e+09
47 CLDHGH fraction 4.08e-01 2.47e-08 4.07e-01 4.08e-01 4.08e-01 4.08e-01 4.08e-01
48 CLDLOW fraction 3.67e-01 1.05e-07 3.66e-01 3.67e-01 3.67e-01 3.67e-01 3.68e-01
49 CLDMED fraction 2.76e-01 3.46e-08 2.75e-01 2.76e-01 2.76e-01 2.76e-01 2.77e-01
50 CLDTOT fraction 6.16e-01 8.34e-08 6.15e-01 6.16e-01 6.16e-01 6.16e-01 6.17e-01
51 DMS SRF mol/mol 1.09e-10 4.31e-27 1.08e-10 1.09e-10 1.09e-10 1.09e-10 1.09e-10
52 FLDS W/m2 3.31e+02 8.73e-04 3.31e+02 3.31e+02 3.31e+02 3.31e+02 3.31e+02
53 FLNS W/m2 5.52e+01 8.61e-04 5.50e+01 5.51e+01 5.52e+01 5.52e+01 5.53e+01
54 FLNSC W/m2 7.78e+01 7.57e-06 7.78e+01 7.78e+01 7.78e+01 7.78e+01 7.78e+01
55 FLNT W/m2 2.26e+02 3.56e-04 2.26e+02 2.26e+02 2.26e+02 2.26e+02 2.26e+02
56 FLNTC W/m2 2.53e+02 1.06e-06 2.53e+02 2.53e+02 2.53e+02 2.53e+02 2.53e+02
57 FLUT W/m2 2.28e+02 3.56e-04 2.28e+02 2.28e+02 2.28e+02 2.28e+02 2.28e+02
58 FLUTC W/m2 2.55e+02 1.06e-06 2.55e+02 2.55e+02 2.55e+02 2.55e+02 2.55e+02
59 FSDS W/m2 1.93e+02 1.54e-02 1.93e+02 1.93e+02 1.93e+02 1.94e+02 1.94e+02
60 FSDSC W/m2 2.59e+02 1.31e-06 2.59e+02 2.59e+02 2.59e+02 2.59e+02 2.59e+02
61 FSNS W/m2 1.65e+02 1.39e-02 1.65e+02 1.65e+02 1.65e+02 1.65e+02 1.66e+02
62 FSNSC W/m2 2.26e+02 4.97e-06 2.26e+02 2.26e+02 2.26e+02 2.26e+02 2.26e+02
63 FSNT W/m2 2.38e+02 1.22e-02 2.38e+02 2.38e+02 2.38e+02 2.38e+02 2.38e+02
64 FSNTC W/m2 2.96e+02 4.18e-06 2.96e+02 2.96e+02 2.96e+02 2.96e+02 2.96e+02
65 FSNTOA W/m2 2.42e+02 1.21e-02 2.41e+02 2.42e+02 2.42e+02 2.42e+02 2.42e+02
66 FSNTOAC W/m2 3.00e+02 4.18e-06 3.00e+02 3.00e+02 3.00e+02 3.00e+02 3.00e+02
67 H2O2 SRF mol/mol 3.20e-10 5.03e-27 3.20e-10 3.20e-10 3.20e-10 3.20e-10 3.20e-10
68 H2SO4 SRF mol/mol 3.94e-14 2.24e-33 3.92e-14 3.93e-14 3.94e-14 3.94e-14 3.95e-14
69 LHFLX W/m2 7.97e+01 3.23e-04 7.96e+01 7.97e+01 7.97e+01 7.97e+01 7.98e+01
70 PBLH m 4.21e+02 1.48e-01 4.20e+02 4.21e+02 4.21e+02 4.21e+02 4.22e+02
71 PRECC m/s 2.39e-08 3.81e-21 2.37e-08 2.38e-08 2.39e-08 2.39e-08 2.41e-08
72 PRECL m/s 1.31e-08 1.21e-21 1.30e-08 1.31e-08 1.31e-08 1.31e-08 1.32e-08

Table 7: The middle 36 variables from the Cheyenne ensemble along with units and sum-
mary statistics. Bold faced variable names indicate a variables takes only discrete values.
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Variables Units Mean Variance Min Q1 Median Q3 Max

73 PRECSC m/s 2.24e-10 4.18e-24 2.18e-10 2.23e-10 2.24e-10 2.25e-10 2.31e-10
74 PRECSL m/s 3.41e-09 1.25e-22 3.37e-09 3.40e-09 3.41e-09 3.42e-09 3.45e-09
75 PSL Pa 1.01e+05 9.77e-05 1.01e+05 1.01e+05 1.01e+05 1.01e+05 1.01e+05
76 QFLX kg/m2/s 3.18e-05 5.15e-17 3.18e-05 3.18e-05 3.18e-05 3.18e-05 3.19e-05
77 QREFHT kg/kg 9.80e-03 1.22e-13 9.79e-03 9.80e-03 9.80e-03 9.80e-03 9.80e-03
78 SHFLX W/m2 1.89e+01 3.51e-04 1.88e+01 1.89e+01 1.89e+01 1.89e+01 1.90e+01
79 SNOWHLND m 4.14e-02 3.64e-16 4.14e-02 4.14e-02 4.14e-02 4.14e-02 4.14e-02
80 SO2 SRF mol/mol 4.12e-10 6.25e-27 4.12e-10 4.12e-10 4.12e-10 4.13e-10 4.13e-10
81 SOAG SRF mol/mol 1.67e-10 4.56e-27 1.67e-10 1.67e-10 1.67e-10 1.67e-10 1.67e-10
82 TAUGWX N/m2 5.53e-03 1.36e-10 5.49e-03 5.52e-03 5.53e-03 5.54e-03 5.57e-03
83 TAUGWY N/m2 -4.62e-04 3.67e-11 -4.81e-04 -4.66e-04 -4.62e-04 -4.59e-04 -4.37e-04
84 TAUX N/m2 5.33e-03 1.17e-09 5.21e-03 5.31e-03 5.33e-03 5.35e-03 5.44e-03
85 TAUY N/m2 7.38e-03 5.44e-10 7.31e-03 7.37e-03 7.38e-03 7.40e-03 7.46e-03
86 TGCLDIWP kg/m2 2.42e-02 2.77e-09 2.40e-02 2.41e-02 2.42e-02 2.42e-02 2.43e-02
87 TGCLDLWP kg/m2 2.77e-02 4.78e-09 2.74e-02 2.76e-02 2.77e-02 2.77e-02 2.79e-02
88 TMQ kg/m2 2.48e+01 2.13e-08 2.48e+01 2.48e+01 2.48e+01 2.48e+01 2.48e+01
89 TREFHT K 2.85e+02 2.53e-07 2.85e+02 2.85e+02 2.85e+02 2.85e+02 2.85e+02
90 TS K 2.86e+02 7.09e-07 2.86e+02 2.86e+02 2.86e+02 2.86e+02 2.86e+02
91 U10 m/s 6.03e+00 2.82e-07 6.03e+00 6.03e+00 6.03e+00 6.04e+00 6.04e+00
92 WGUSTD m/s 3.71e-01 7.54e-08 3.70e-01 3.71e-01 3.71e-01 3.71e-01 3.72e-01
93 bc a1 SRF kg/kg 7.90e-11 5.27e-28 7.89e-11 7.90e-11 7.90e-11 7.90e-11 7.91e-11
94 dst a1 SRF kg/kg 1.11e-09 1.07e-24 1.10e-09 1.11e-09 1.11e-09 1.11e-09 1.11e-09
95 dst a3 SRF kg/kg 1.70e-08 4.79e-22 1.70e-08 1.70e-08 1.70e-08 1.71e-08 1.71e-08
96 ncl a1 SRF kg/kg 6.58e-10 4.25e-26 6.57e-10 6.58e-10 6.58e-10 6.58e-10 6.58e-10
97 ncl a2 SRF kg/kg 1.38e-12 6.95e-31 1.38e-12 1.38e-12 1.38e-12 1.38e-12 1.38e-12
98 ncl a3 SRF kg/kg 9.98e-09 1.39e-23 9.97e-09 9.98e-09 9.98e-09 9.99e-09 1.00e-08
99 num a1 SRF 1/kg 2.97e+08 6.13e+09 2.97e+08 2.97e+08 2.97e+08 2.97e+08 2.97e+08
100 num a2 SRF 1/kg 2.60e+08 1.25e+10 2.60e+08 2.60e+08 2.60e+08 2.60e+08 2.61e+08
101 num a3 SRF 1/kg 1.24e+06 2.21e+05 1.24e+06 1.24e+06 1.24e+06 1.24e+06 1.25e+06
102 pom a1 SRF kg/kg 5.10e-10 1.27e-26 5.10e-10 5.10e-10 5.10e-10 5.10e-10 5.10e-10
103 so4 a1 SRF kg/kg 6.02e-10 3.11e-26 6.02e-10 6.02e-10 6.02e-10 6.02e-10 6.03e-10
104 so4 a2 SRF kg/kg 2.00e-11 5.10e-29 2.00e-11 2.00e-11 2.00e-11 2.00e-11 2.00e-11
105 so4 a3 SRF kg/kg 1.67e-11 1.01e-29 1.67e-11 1.67e-11 1.67e-11 1.67e-11 1.67e-11
106 soa a1 SRF kg/kg 3.42e-10 9.20e-26 3.41e-10 3.41e-10 3.42e-10 3.42e-10 3.43e-10
107 soa a2 SRF kg/kg 2.69e-12 6.67e-30 2.68e-12 2.69e-12 2.69e-12 2.69e-12 2.70e-12

Table 8: The last 35 variables from the Cheyenne ensemble along with units and summary
statistics. Bold faced variable names indicate a variables takes only discrete values.
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2.3.1 Normality of the Marginal Distributions

Again we check whether the marginal distributions of these variables are normally dis-
tributed. Not surprisingly, we find they are for the most part. Once more we investigated
the variables with the largest CV and VWC. For the sake of terseness we do not display
these plots and instead simply state they are comparable to their counterparts for the
Yellowstone ensemble. For the sake of variety, we select 6 variables at random and dis-
play their histograms and q-q plots in Figure 14. They too appear to be nicely normally
distributed.

Shapiro-Wilk Normality Test for Cheyenne We move on to present the results from
the Shapiro-Wilk normality test for the Cheyenne ensemble. For the specifics of the test
refer to our conversation in 2.2.1. The variables from the Cheyenne ensemble that produced
the 25 smallest SW test statistics are located in Table 9.
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Variable Name W p-value Discrete

1 Z3 0.911 9.21e-33 TRUE
2 PSL 0.946 2.24e-26 TRUE
3 T 0.983 7.36e-15 TRUE
4 so4 a2 SRF 0.995 3.28e-06 FALSE
5 SNOWHLND 0.996 1.38e-05 TRUE
6 NUMICE 0.996 1.39e-05 FALSE
7 ANRAIN 0.996 2.99e-05 FALSE
8 FSNTOAC 0.997 1.91e-04 TRUE
9 FSNTC 0.997 1.96e-04 TRUE

10 ANSNOW 0.997 4.27e-04 FALSE
11 FSNSC 0.997 1.12e-03 TRUE
12 AWNI 0.997 1.14e-03 FALSE
13 AQSNOW 0.997 2.55e-03 FALSE
14 FICE 0.998 4.49e-03 FALSE
15 QRL 0.998 1.56e-02 FALSE
16 AQRAIN 0.998 2.01e-02 FALSE
17 dst a1 SRF 0.998 2.18e-02 FALSE
18 CLDLIQ 0.998 3.22e-02 FALSE
19 DTWR H2SO4 0.998 4.21e-02 FALSE
20 SOAG SRF 0.998 4.24e-02 FALSE
21 CCN3 0.998 4.49e-02 FALSE
22 VD01 0.998 5.75e-02 FALSE
23 TGCLDIWP 0.998 6.04e-02 FALSE
24 DTCOND 0.998 6.64e-02 FALSE
25 DMS SRF 0.998 6.78e-02 FALSE

Table 9: The 25 smallest p-values returned by the Shapiro-Wilk test for the Cheyenne
ensemble, along with the respective variable names, test statistics, and whether or not
they are discrete. The red line indicates where the p-values exceed the 0.05 cutoff.

Referring back to Table 4, we see the variables with the 3 smallest p-values, Z3, PS,
and T, for the Yellowstone ensemble are the same variables (with the same rank) as the
variables with the 3 smallest p-values for the Cheyenne ensemble. The histograms and q-q
plots of these 3 variables for the Cheyenne ensemble are found in Figure 15. This leaves 18
other variables whose p-values are less than the 0.05 threshold. Histograms and q-q plots
of these variables are located in Figures 16 - 18.
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Figure 15: Histograms and q-q plots of the variables Z3, PS, and T from the Cheyenne
ensemble. The name and p-value are displayed in the title and the units along the x-axis.
They are in ascending order according to p-value top to bottom.
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Overall the story for these variables is about the same as before. The 3 variables with
the smallest p-values Z3, PSL, and T are all discrete taking 7, 10, and 17 values respectively
and this is the primary reason why the Shapiro-Wilk test produces such small p-values.
In fact, the story is slightly better for the variable T since there is no outlier within the
Cheyenne ensemble. As judged by their q-q plots, the remainder of the variables only
deviate from normality slightly. However, these small deviations are sill flagged by the
watchful and powerful Shaprio-Wilk test.

Moreover comparing Table 4 to Table 9 we find little overlap between the two lists.
In addition to the 3 variables already mentioned, only 8 other variables appear on both
tables. This supports the idea that these low p-values can be explained, at least in part, by
the multiple hypotheses testing problem. Again, if we suppose that all the variables are in
fact normally distributed and redraw and retest samples, then on average approximate 5.35
of the 107 will produced p-values less than 0.05. The point is that under this hypothesis
which variables fail is completely random, and as such we would expect different variables
to fail each time we redid the tests.

2.3.2 The Cheyenne Sample Correlation Matrix

Sparsity of the Cheyenne Sample Correlation Matrix Once more we investigate
the Cheyenne correlation matrix. In Figure 19 we visualize the Cheyenne ensemble’s cor-
relation matrix S2001 by plotting its numeric entries on a color scale ranging from −1 to
1. In Figure 20 we have a histogram of the

(
107
2

)
= 5671 estimated bivariate correlations

between the variables for the Cheyenne ensemble. Figure 21 contains plots of the sign of
S2001 for different choices for tolerance ε.
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Figure 19: The sample correlation matrix S2001 visualized. Note that the matrix is indexed
left to right and bottom to top so the main diagonal is bottom left to top right.
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Figure 20: Histogram of the estimated bivariate correlations between the variables from
the Cheyenne data set. 100 bins were used corresponding to a bin width of 0.02.
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Figure 21: Plots for the signs of S2001. ε is the tolerance that we say something is “0ε” (i.e.
x = “0ε” if and only if −ε ≤ x ≤ ε). Positive entries are colored red, negative are blue, and
“0ε” are colored white. Six plots for different values of ε are given above. The percentage
of entries that are “0ε” is given along the x-axis for each plot.
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Once more turning our attention to the other end of the correlation spectrum, in Table
10 we have the 25 most correlated variable pairs from the Cheyenne data set along with
their corresponding correlations. This table is nearly identical to Table 5, the analogous
table for the Yellowstone ensemble. All 25 of the pairs are the same, and the ordering is
nearly the same with only 6 pairs changing ranks between the two. We conduct a more
thorough comparison of the Yellowstone and Cheyenne data sets in the next section, but
this preliminary analysis tells us that the two different data sets are very similar with
respect to their most correlated pairs.

1st Variable 2nd Variable Correlation

1 FLUT FLNT 0.9999999
2 FSNTOA FSNT 0.9999997
3 FSNTOAC FSNTC 0.9999834
4 FLUTC FLNTC 0.9999747
5 QFLX LHFLX 0.9999350
6 FSNS FSDS 0.9975509
7 VT V 0.9964576
8 FSNT FSNS 0.9933750
9 FSNTOA FSNS 0.9933671

10 FSNTC FSNSC 0.9916142
11 FSNTOAC FSNSC 0.9915883
12 FLNS FLDS -0.9914470
13 FSNT FSDS 0.9912803
14 FSNTOA FSDS 0.9912783
15 OMEGAT OMEGA 0.9899965
16 dst a3 SRF dst a1 SRF 0.9797419
17 NUMICE AWNI 0.9676829
18 FREQL AREL 0.9401931
19 CDNUMC NUMLIQ 0.9340910
20 FLNTC FLNSC 0.9204566
21 FLUTC FLNSC 0.9204228
22 FREQI AREI 0.9159750
23 DTCOND DCQ -0.9010770
24 pom a1 SRF bc a1 SRF 0.8762868
25 ncl a3 SRF ncl a1 SRF 0.8647124

Table 10: The top 25 correlations between the variables of the Cheyenne ensemble.
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2.3.3 Convergence of the Cheyenne Correlation Matrix

Analogous to Figure 13, Figure 22 suggests the estimates of Sk converge as we increase
k both in an accuracy and precision sense. Again whatever conclusions we would like to
draw from these results must be tempered by the fact that there is a confounding sampling
convergence that is also contributing to this convergence behavior. Refer to the discussion
in 2.2.3 for a more detailed explanation of this sampling convergence.

Figure 22: For each value of k, 500 subsamples from Cheyenne are drawn, and the norms
of the differences between the sample correlation matrices Sk and S2001 are computed.
Boxplots of these 500 norms are plotted above for each choice of ensemble sizes k.

2.4 The Yellowstone and Cheyenne Data Sets Compared

In this section we compare the Yellowstone and Cheyenne data sets. We begin with an
explanation for why certain variables were labeled discrete in one and continuous in the
other. Then we move onto a comparison of their correlation matrices.

Discrepancy Between Discrete Variables Recall that the Yellowstone ensemble had
15 discrete variables while the Cheyenne had 18. The list of discrete variables for Yel-
lowstone was: Q, T, U, UU, Z3, FLNTC, FLUTC, FSDSC, FSNTC, FSNTOAC, PSL,
SNOWHLND, TMQ TREFHT, and TS. Cheyenne also marked all of these variables as
discrete as well as the following three: RELHUM, VV, and FSNSC. Figures 23 and 24
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contain the histograms and q-q plots for these three variables.

Figure 23: Respective histograms for the three variables that were marked as continuous
in the Yellowstone ensemble and discrete in the Cheyenne ensemble.
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Figure 24: Respective q-q plots for the three variables that were marked as continuous in
the Yellowstone ensemble and discrete in the Cheyenne ensemble.

Figures 23 and 24 suggest that these are continuous variables. Digging a little deeper,
we find that these variables don’t fit well into either category and are in some sense “in-
between” discrete and continuous, at least according to our measure of discreteness. Recall
a variable is said to be discrete if at least half of its variables take on repeated values. Inves-
tigating how many values these variables take we find that RELHUM takes 435 different
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values in the Yellowstone ensemble and 618 different values in the Cheyenne ensemble.
Thus the proportion of values that take unique values is over half for Yellowstone (and so
it is not tagged as discrete) but less than half for Cheyenne (and so it is tagged as discrete).
The other two variables VV and FSNSC have comparable proportions as well.

Just as with the PS variable that did not fit nicely into either the “constant” or the
“non-constant” boxes, we have variables that do not fit nicely according to our definition
into either the “continuous” or “discrete” boxes. It would be strange (and cause for con-
cern) if these variables were somehow fundamentally different across the ensembles. Our
initial reaction was that a variable cannot be both continuous and discrete. However these
variables are on the fence so to speak, and do not appear to be all that different across
the two ensembles. The in-between characteristic of these variables has less to do with the
intrinsic nature of the variables and more to do with the arbitrary choice of 1/2 that we
placed in our definition of a discrete variable.

2.4.1 The Correlation Matrices Compared

In Figure 25 we show a plot of the correlations matrices of for Cheyenne and Yellowstone
as well as their difference matrix D = S2001 − S801. In Figure 26 we plot the sign of D for
different values of ε. Figure 27 displays a histogram of the entries in D.

Figure 25: The left and middle plots are the sample correlation matrices for S2001 and S801
respectively. The plot on the right is the difference between the two.
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Figure 26: Plots for the signs of D = S2001 − S801. Positive entries (i.e. entries where
S2001 > S801 + ε) are colored red, negative entries (i.e. entries where S2001 + ε < S801) are
blue, and “0ε” (i.e. entries where −ε < S2001 − S801 < ε) are colored white. Six plots for
different values of ε are given above. The choice of ε is given in the title and the percentage
of entries that are “0ε” is displayed along the x-axis for each plot.
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Figure 27: Histogram of the differences between the estimates of the correlations between
the variables in the Yellowstone and Cheyenne ensembles.

While none of these changes in correlation are suspiciously large, we are somewhat
curious as to which correlations changed the most. Table 11 displays the 10 largest increases
and 10 largest decreases in correlation between the two correlations matrices.
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1st Variable 2nd Variable Yellowstone Corr Cheyenne Corr Change in Corr

OMEGA AREL -0.1502 0.035 0.1852
OMEGAT AREL -0.1415 0.0376 0.179
so4 a1 SRF dst a1 SRF -0.142 0.0133 0.1553

OMEGA FREQL -0.1199 0.0347 0.1546
so4 a1 SRF dst a3 SRF -0.1486 0.003 0.1516
OMEGAT FREQL -0.11 0.0377 0.1477

U FREQI -0.0818 0.0548 0.1366
WGUSTD SOAG SRF -0.1158 0.0194 0.1353

PSL CLDTOT -0.1063 0.0274 0.1338
ncl a1 SRF dst a3 SRF -0.1171 0.0155 0.1326

1st Variable 2nd Variable Yellowstone Corr Cheyenne Corr Change in Corr

VT AQRAIN 0.1069 -0.0471 -0.154
V AQRAIN 0.1068 -0.0471 -0.1539

SNOWHLND FREQR 0.1003 -0.0235 -0.1237
so4 a2 SRF NUMICE 0.064 -0.0585 -0.1224

U10 FLUT 0.1185 -0.0039 -0.1224
U10 FLNT 0.1185 -0.0039 -0.1224

ncl a3 SRF LHFLX -0.1184 -0.238 -0.1196
ncl a3 SRF QFLX -0.1193 -0.238 -0.1187

WSUB FREQL 0.1751 0.0569 -0.1182
ncl a1 SRF U10 -0.0423 -0.1578 -0.1155

Table 11: The top table contains the 10 greatest increases between the estimated correla-
tions of the Yellowstone and Cheyenne sample correlation matrix, along with the variable
names and their estimated correlations from the Yellowstone and Cheyenne ensembles.
The bottom table contains the 10 greatest decreases in the estimated correlation from
the Yellowstone and Cheyenne ensembles along with the respective names and estimated
correlations.

Interestingly we find many of the estimated correlations switch signs between the two
ensembles. This provides further evidence that for some of these pairs of variables the
underlying process is indeed uncorrelated (since if the actual correlation is 0 we might
estimate this as a positive number sometimes and a negative number other times). We
finish our exploratory analysis with this and in the next chapter turn our attention to the
primary statistical instrument utilized in CESM-ECT, PCA.
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3 A Thorough Look at PCA

CESM-ECT computes several estimates from the data: estimates of the marginal means
and variances of the data, estimates of the weights for the PC scores, as well as estimates
of the variance of the PC scores themselves. Next we discuss and investigate how the
size of the ensemble impacts all of these estimates. Specifically, when considering smaller
ensemble sizes, the estimates of the marginal means and variances will remain relatively
close to the estimates computed with larger ensemble sizes. Contrary, the estimates of the
weights for the PC scores change significantly as we decrease the ensemble size translating
into drastically different PC scores for smaller ensembles. Understandably, the estimates of
the variances of the PC scores are also impacted by the different PC scores that accompany
the smaller ensembles. The aim of this chapter is to unravel exactly how the weights of the
PC scores change relative to the ensemble size. Comparing the estimates of the weights for
the PC scores is a nontrivial matter and we introduce some diagnostic metrics unrelated
to CESM-ECT in order to better our understanding of the quality of these estimates.

The rest of the chapter is as follows: section 3.1 details the theoretical connection
between the weights for the PC scores and the spectral decomposition of the correlation
matrix Σ. Also in 3.1 we discuss the geometry of PCA and attempt to illustrate some of
these geometric ideas in a small 2-D example. Readers well versed in PCA might skim or
skip this section altogether, proceeding directly to 3.2. In 3.2 we address the estimation of
the principal vectors with the sample correlation matrix with special consideration given
to the ensemble size used to compute these estimates. In 3.3 we consider estimation of the
principal vectors as a collective set instead of simply considering these vectors in isolation.
In capturing how well a set of vectors is estimated, we introduce two different measures to
compare the likeness between two sets of vectors.

3.1 Principal Component Analysis

We begin with a discussion on the necessary mathematical theory for understanding PCA.
First suppose X1, . . . , Xn are independent and identically distributed m-dimensional ran-
dom vectors. In our application this corresponds to an ensemble of climate simulations of
size n with each climate simulation outputting m variables. Throughout the chapter we will
continue to consider the general case, but we encourage the reader to connect these ideas
back to the CAM data whenever possible (and especially if an idea is not completely clear).

Let Sn be the sample correlation matrix defined in the usual way, Λn = diag
(
λ̂1, . . . , λ̂m

)
the diagonal matrix containing the eigenvalues of the estimated correlation matrix Sn in

descending order
(

i.e. λ̂1 > . . . > λ̂m

)
, and Pn =

(
p1
n . . .p

m
n

)
the matrix whose columns

are the corresponding normalized (i.e. unit in length) eigenvectors. Then the spectral
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decomposition of Sn is given as

Sn = PnΛnP
′
n. (3)

This factorization is inspired by the analogous decomposition of the population corre-
lation matrix. That is if Var(Xi) = E

[
(Xi − E(Xi)) (Xi − E(Xi))

′] = Σ then the spectral
decomposition of Σ is given as

Σ = PΛP ′, (4)

where P =
(
p1 . . .pm

)
are the normalized eigenvectors of Σ and Λ = diag (λ1, . . . , λm)

are the corresponding eigenvalues in decreasing order.

The existence of such a special spectral factorization is a consequence of Sn and Σ
both being symmetric. Typically, if it exists, the spectral decomposition of a matrix A is
of the form A = BDB−1 with B an invertible matrix of eigenvectors and D a diagonal
matrix of corresponding eigenvalues (notice the inverse in this factorization instead of the
transpose). The fact that P is orthogonal (i.e P−1 = P ′) proceeds from the symmetry of
our correlation matrix. As we will see, the fact that any symmetric matrix A elicits an
orthogonal basis of eigenvectors is an especially agreeable result. We turn our attention to
this next.

To see why this fact is true, first notice that eigenvectors of a symmetric matrix A corre-
sponding to different eigenvalues are orthogonal. That is, if x1 and x2 are two eigenvectors
with respective eigenvalues λ1 6= λ2 then by considering x1 as an eigenvector of A, we have
the equation x2

′Ax1 = λ1x2
′x1. On the other hand, keeping in mind the properties of

transposition, the fact that A is symmetric, and x2 is an eigenvector of A, then we can ar-
rive at the equation x2

′Ax1 = λ2x2
′x1. From the transitive property, λ1x2

′x1 = λ2x2
′x1,

but since λ1 6= λ2 it must be that x2
′x1 = 0. Hence x2 and x1 are orthogonal.

If repeated eigenvalues exist (i.e. λi = λj for some i 6= j), then we can take any
eigenvector basis for the corresponding eigenspace and by employing Gram-Schmidt we
can transform this into an orthogonal eigenvector basis. This, of course, assumes that such
a basis exists. The final piece of the puzzle is just this. That is, it can be shown that no
generalized eigenvalues exist for a symmetric matrix A. In other words, the existence of m
linearly independent eigenvectors is not guaranteed for all m×m matrices A. However the
absence of generalized eigenvectors (i.e. a vector x such that (A − λI)kx = λx for some
k ≥ 2 where k is the least such integer satisfying this property) is equivalent to the exis-
tence of m linearly independent eigenvectors. The argument that demonstrates this is true
for symmetric matrices is marginally more involved but can be found in most introductory
linear algebra textbooks. To conclude, we confidently state that any symmetric matrix A
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guarantees an orthogonal spectral decomposition!

Even further, since Σ and Sk are positive-definite matrices, their eigenvalues are posi-
tive (since if Ax = λx for some positive definite matrix A then 0 ≤ x′Ax = λx′x implies
λ ≥ 0). A corollary of this fact is that the spectral factorization of a positive definite
matrix is the same as its singular value decomposition (svd). The svd is one of the more
useful lenses through which to view a matrix, and we will see why (at least in the context
of PCA) in the remainder of this work.

3.1.1 The Spectral Decomposition as the Optimal Linear Combinations

Up to this point we have only alluded to the fact that weights for the principal components
are given by the eigenvectors of the correlation matrix. We want to be clear that this is not
the definition of the principal components but rather a theorem. Recall that the weights for
the principal components are defined in terms a constrained optimization problem whereas
the spectral decomposition is defined in terms of eigenvalues and eigenvectors. On the
surface there isn’t an obvious connection between these two ideas. The crucial point is
that there is a deep connection between these ideas, and next we turn our attention to
making this connection more explicit.

Recall that for an m-dimensional data vector X = (x1, . . . , xm), the first PC score is
the square weighted average, s1 =

∑
i ai1xi, that captures the most variance, and more

generally the jth PC score is the square weighted average, sj =
∑

i aijxi, that captures the
most variance and abides by the constraint al

′aj = 0 for all l < j.

It is helpful to recast this problem in terms of matrix algebra. To begin, consider the
the constraint on the weight vectors aj = (a1j , . . . , amj). The square weighted average
constraint simply implies these vectors are unit vectors (i.e. ‖aj‖ = 1) and the constraint
al
′aj = 0 implies these vectors are all pairwise orthogonal to one another. This is equiv-

alent to the set {a1, . . . ,am} being orthonormal and the matrix A = (a1 . . .am) being
orthogonal.

The work done earlier in this section shows that for a symmetric matrix A we have an
orthogonal basis of eigenvectors. Since eigenvectors are defined as non-zero vectors and any
non-zero scaling of an eigenvector preserves its “eigen-ness” (i.e. if x is and eigenvector of
A then cx is an eigenvector of A for any nonzero c ∈ R), it is just as easy to assume they
are unit length (else divide by their non-zero magnitude to make them so). All of this is
to say that the eigenvectors of the correlation matrix satisfy the optimization constraints
and are valid candidates for the weights of the PC scores.
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Next consider Var(pj′X) for a random vector X with covariance matrix Σ having jth

eigenvector pj. Using conventional properties of variance and matrix arithmetic we can
show that

Var(pj′X) = pj′Var(X)pj

= pj′Σ pj

= pj′PΛP ′pj

= ej
′Λej

= λj

where ej is the canonical jth basis vector with 0’s everywhere except for a 1 in the jth

component. The second to last equality follows from the fact that the eigenvectors form
an orthonormal set. More specifically

pj′P = pj′ (p1 . . .pm
)

=
(
pj′p1 . . .pj′pm

)
= (0 . . . 1 . . . 0) = ej

′

To summarize, the variance of the weighted average using the jth eigenvector is simply
the corresponding jth eigenvalue.

Finally we show that the variance of any weighted average is bounded above by λ1.
Accordingly, this shows that the weights for the first PC score are indeed given by the
eigenvector p1 (since the work in the last paragraph shows Var(p1′X) = λ1). A more gen-
eral argument can be constructed to show the other eigenvectors also supply the correct
optimal weights for their respective PC score. Joliffe [5] is a nice reference on this matter.

To see why the variance of any square weighted average is bounded above by λ1, consider
the variance of an arbitrary square weighted average with weights a = (a1, . . . , am). First
because the set {p1, . . . ,pm} forms basis for Rm, we have that a =

∑
i cip

i for appropriate
ci ∈ R. Moreover, since ‖a‖ = 1 and {p1, . . . ,pm} are orthonormal, it follows that

1 = a′a =

(∑
i

cip
i

)′∑
j

cjp
j =

∑
i,j

cicjp
i′pj =

∑
i

c2i . (5)

Lastly, by utilizing the conventions of variance and matrix arithmetic we have the
desired inequality since
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Var(a′X) = a′Var(X)a

=

(∑
i

cip
i

)′
PΛP

(∑
i

cip
i

)

=

(∑
i

ciei
′

)
Λ

(∑
i

ciei

)
=
∑
i

c2iλi

≤
∑
i

c2iλ1

= λ1,

where again ej is the canonical jth basis vector. The inequality in the second to last
line follows from the fact that λi ≤ λ1 for all i and the last equality uses the fact ‖c‖ = 1
derived in (5). All of this says for any square weighted average a′X that Var(a′X) ≤ λ1
and we have demonstrated the desired result.

Echoing what we said earlier, since Var(p1′X) = λ1, we have that Var(a′X) ≤Var(p1′X)
and p1 is definitively the first principal vector. Again the punchline is that the weights of
the PC scores are given by the spectral decomposition of the correlation matrix Σ, and we
want to be clear that this is a theorem, not a definition. In practice when Σ is unknown,
one typically uses, pj

k, the jth eigenvector of Sk, as a proxy. Appropriately, let us say that

pj is the jth principal vector and pj
k is the jth sample principal vector.

In 3.2 we look at how principal vectors and sample principal vectors compare. The met-
rics we use to do so are geometric in flavor. A sensitive mathematical palette will detect
that our work up to this point has been strongly algebraic in taste. As such we look to-
wards building up some intuition by illustrating the geometric picture that pairs with PCA.

3.1.2 The Geometry of PCA

To understand the geometry associated with PCA, let us consider an example in 2 di-
mensions. Connecting this to climate science, we might imagine an ensemble containing
climate simulations with only 2 output variables. We first build Σ, the 2 × 2 symmet-
ric positive-definite covariance matrix via its spectral decomposition. Specifically for this
example, let
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Σ =

(
0.6 −0.8
0.8 0.6

)(
3 0
0 0.5

)(
0.6 −0.8
0.8 0.6

)
=

(
1.4 1.2
1.2 2.1

)
.

Constructing the covariance matrix in this way insures that it is positive-definite and
also provides us with the principal vectors. Now generating data with this covariance struc-
ture and plotting it along with the scaled principal vectors, we find the results revealing.
Figure 28 displays 1000 data points generated independently from N(0,Σ) along with the
principal vectors scaled according to the square roots of their respective eigenvalues.

Figure 28: A plot of 1000 bivariate data points generated independently from N(0,Σ)
along with the corresponding eigenvectors scaled according to the square roots of their
respective eigenvalues. The 1st eigenvector is plotted in red and the 2nd in blue.
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Notice that the “tilt” of the data cloud (i.e. primary direction of spread) is given
by the first principal vector. Working in only two dimensions implies there is only one
direction remaining that is orthogonal to the first principal vector. This is the direction of
the second principal vector, but more generally in dimensions greater than 2, the second
principal vector would point in the next largest direction of spread orthogonal to the first
and so on for higher order principal vectors. Moreover, we notice that the scaling by the
square root of the variance (i.e. the standard deviation) relates the relative spread in each
direction. That is the spread in the first principal direction is

√
3/0.5 ≈ 2.45 times as large

as the spread in the second principal direction.
As discussed earlier, in CESM-ECT we utilize the correlation matrix instead of the

covariance matrix. Investigating the effects of standardizing our data, we compute the
corresponding correlation matrix, Σcor. This can be done using the formula

Corr(X,Y ) = Cov(X,Y )/
√

Var(X)Var(Y ),

and the knowledge that the variances of the variables are found on the respective diagonal
elements of Σ and the covariance is found on the off-diagonal elements. In general the
effects of transforming from the covariance matrix to the correlation matrix are that the
two diagonal elements become 1 (corresponding to the unit variance of the standardized
data) and the two off-diagonal elements become ρ. Further, the Cauchy-Schwarz inequality
guarantees that |ρ| ≤ 1. Computing the covariance matrix of Σ along with its spectral
decomposition we find

Σcor =

(
1 0.6998

0.6998 1

)
=

(
1/
√

2 −1/
√

2

1/
√

2 1/
√

2

)(
1.6998 0

0 0.3002

)(
1/
√

2 −1/
√

2

1/
√

2 1/
√

2

)
.

Curiously, the principal vectors point at angles of 45◦ and 135◦. This is not a coinci-
dence. Any 2 × 2 correlation matrix will have these as its principal vectors. Considering
an arbitrary matrix of the form

A =

(
1 ρ
ρ 1

)
,

it is easy enough to check that the vectors x1 = (1, 1) and x2 = (1,−1) satisfy the
equations Ax1 = (1 + ρ)x1 and Ax2 = (1 − ρ)x2, and are the two eigenvectors of the
matrix A. This uniqueness of the principal vectors of the correlation matrix is distinct to
2 dimensions. In 3 dimensions an arbitrary correlation matrix is of the form

A =

 1 ρ1,2 ρ1,3
ρ1,2 1 ρ2,3
ρ1,3 ρ2,3 1

 ,
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where ρij is the correlation between the ith and jth variables. While the eigenvectors
can be computed in terms of ρij , it is such that they are dependent on ρij . That is, different
correlation matrices produce different principal vectors.

Returning to the associated picture, in Figure 29 we plot the original data with its
scaled principal vectors as well as the unit-less, standardized data along with its scaled
principal vectors.

Figure 29: The left plot contains 1000 bivariate data points generated independently from
N(0,Σ) along with the corresponding eigenvectors of the covariance matrix scaled ac-
cording to the square roots of their respective eigenvalues. The middle plot contains the
standardized 1000 bivariate data points from the left plot along with the corresponding
eigenvectors of the correlation matrix scaled according to the square roots of their respec-
tive eigenvalues. The right plot contains the unit eigenvectors from both the covariance
and correlation matrix with the dotted vectors coming from the latter.

The effects of standardizing the data in terms of the data cloud is clear. In this ex-
ample, the data generated was from a mean zero population so the data cloud was for the
most part already centered at the origin. In general, the subtraction of the mean moves
the center of the data cloud to the origin. The scaling by the variance has the effect of
shrinking or dilating the axes so that the spread along both axes has variance equal to 1.

What is less clear is how the principal vectors change by this scaling effect. In this ex-
ample the y-axis is shrunk more than the x-axis and so the principal vectors rotate a little
clockwise to honor this. In general, when dealing with data in much higher dimensions, it
is not so easy to explain how the principal vectors change with standardizing the data. It
is important to remember that unless each variable had the same variance, there is a change.
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Many of the metrics we use as a means of testing the “fitness” of the sample principal
vectors are inspired by this geometric perspective of PCA. As such we will refer back to
this example when appropriate in an attempt to illustrate these ideas.

A primary utilization of PCA is that in practice we can often drastically reduce the
dimension of the data we work with. Since we construct the PC scores so that the earliest
ones capture the most variance possible, we often have a large proportion of the total vari-
ation in the data captured by the first several. In other words, the variation in the latter
few PC scores is very little and can typically be considered negligible without deleterious
effect. Figure 30 plots the proportion of the total variation explained by the first j PC
scores for both the Yellowstone and Cheyenne ensembles.

Figure 30: The proportion of the total variance explained by the first j PC scores. The
estimated proportion of the total variance computed with the Yellowstone data set are in
red (solid line) and the respective estimates computed with the Cheyenne data set are in
blue (dashed line).

Relevant to our earlier conversation about CESM-ECT, we now note that only the
first 50 PC scores are used for this reason. The proportion of the total variance for they
Yellowstone and Cheyenne data sets captured by the first 50 PC scores are approximately
87% and 86% respectively.

Throughout we will speak of “earlier” and “later” principal vectors and score (and later
on principal subspaces). As a point of clarification, we note the ordering is in reference to
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j, the relative “principalness” of these vectors or components. For instance p3
k is before

the principal vector p8
k because 3 < 8. In some of our experiments we will consider smaller

and larger ensemble sizes for a fixed j. In others, we fix the ensemble size k and consider
earlier and later principal vectors or components. It should be clear which of these is fixed
and which is changing within the context of the experiment, but as an extra safeguard we
use language throughout to suggest that k is a cardinal number (i.e. one denoting size)
and j is an ordinal number (i.e. one denoting order).

3.2 Estimating the Sample Principal Vectors

Because the PC scores used in CESM-ECT are computed using pj
k, the sample principal

vectors, we are interested in how these estimates compare with the actual principal vector
pj as a function of the sample size k. As a means for comparison of these two vectors
we measure the angle between them via the inverse cosine of their dot product. Our
expectation is that as we increase the sample size k, these estimates would improve and
the angle between pj and pj

k will decrease. The associate picture in 107 dimensions is
beyond our visualizing ability. Thus we return to our toy example in 2 dimensions.
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Figure 31: A simulation with 200 data points. p1, the true 1st principal vector, is displayed
in red. p1

k, the 1st sample principal vectors, are given for k = 2, 20, and 200 as different
colored, dotted lines. The angles between the true principal vector and the sample principal
vectors are approximately 18◦, 5◦, and 3◦ respectively.

Figure 31 agrees with our expectation that the principal vectors improve as we increase
the ensemble size. To look a little more closely at how the estimated pj

k compares with pj,
we utilize the same subsampling technique employed in our exploratory analysis of the cor-
relation matrix. That is, we first fix k and draw a subsample Xni

1
, . . .Xni

k
of size k from the

Cheyenne ensemble. Then from this subsample we compute Sk(i) in the usual way as well

as pj
k(i). This process is repeated N times giving us several estimates pj

k(1), . . . ,pj
k(N)

of the jth sample principal vector. After all of this, we would like to compute the angle
between pj

k and pj. Of course in practice we don’t know pj so we again use our best guess,

pj
2001, the sample principal vector using the entire Cheyenne ensemble. With this choice

we must keep in mind the sampling convergence we witnessed earlier in our comparison of

70



the correlation matrix.

In an attempt to build some intuition about this experiment, let us briefly consider
the analogous experiment for our toy 2-D example. The left plot in Figure 32 displays
boxplots of 500 estimates of the angle between p1 and p1

k for k = 2, 20, and 200. The
right plot displays the two vectors corresponding to the median estimated angle between
the estimated and true 1st principal vector for the different sample sizes k.

Figure 32: The plot on the left contains boxplots of 500 angles between the estimates
of p1

k and p1 for k = 2, 20, 200. The plot on the right contains the two directions that
correspond to the median angle of these 500 estimates for each value of k. The median
values of the angles between the true principal vector and the sample principal vectors are
approximately 23◦, 4◦, and 1.4◦ respectively.

The luxury of working in 2 dimensions is that there are only two possible directions
that a vector can differ from another by a fixed angle. Thus if we know the angle between
a fixed vector and an unknown vector, we nearly know the direction the unknown vector
point in. In 3 dimensions, there are suddenly infinitely many possible directions that a
vector can differ from another by a fixed angle. That said, we are still able to visualize all
such vectors. They would form a cone around the fixed vector and the ends of these vectors
would trace out a circle in R3 orthogonal to the fixed vector centered around the axis of
the fixed vector with a radius proportional to the sine of the angle between them. In 107
dimensions, it is a bit of an understatement to say there are infinitely different directions
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our estimated principal vectors can differ from the true principal vector. The ends of all
such vectors would form a 106 dimensional hypersphere centered around the axis of the
true principal vector oriented orthogonally to the direction of the true principal vector with
radius proportional to the sine of the angle between them. At least for us, this picture is
not easily visualized. The major take away is that comparing vectors in higher dimensions
is not easy, and any means of comparison (including the angle between two vectors) will
inevitably be a simplification.

While a simplification, the angle between two vectors has the nice properties of being
both intuitive and easy to compute, and we proceed with it as our means of comparison.
We recreate the left plot in Figure 32, but for our data in 107 dimensions. We again
use our subsampling technique detailed initially in 2.2.3. Specifically, for each value of
k = 50, 150, . . . 1750, we select 500 subsamples from the Cheyenne ensemble and compute
the sample principal vectors pj

k for the values j = 1, 2, 10, 27. Then the angle between

these estimates and their respective “true” principal vector pj
2001, the estimated principal

vector using the entire ensemble, are computed. The resulting boxplots for each j and k
are displayed in Figures 33 and 34.
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Figure 33: Boxplots of 500 angles between the estimates of pjk and “pj” = pj801 for j = 1, 2
and samples drawn from the Cheyenne ensemble of sizes k = 50, 150, . . . , 1750. The red
lines are at 0 and 90 degrees and the whiskers are constructed no farther than 5 inner
quartile ranges (IQRs) from Q1 and Q3 (i.e. the minimum value of the bottom whisker
is Q1 − 5 ∗ IQR = Q1 − 5 ∗ (Q3 − Q1) and the maximum value of the top whisker is
Q3 + 5 ∗ IQR = Q3 + 5 ∗ (Q3−Q1)).
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Figure 34: Boxplots of 500 angles between the estimates of pjk and “pj” = pj801 for j = 10, 27
and samples drawn from the Cheyenne ensemble of sizes k = 50, 150, . . . , 1750. The red
lines are at 0 and 90 degrees and the whiskers are constructed no farther than 5 IQRs from
Q1 and Q3.
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There is a definite distinction between the earlier principal vectors seen in Figure 33
and the later principal vectors shown in Figure 34, and we discuss these two cases separately.

Keeping in mind the conversation at the end of Section 2.2.3, it’s not unexpected that
we see the plots for j = 1, 2 converging. First we know it is asymptotically true pj

k con-

verges to pj. Additionally since we are comparing pj
k against pj

2001 instead of pj we should
also expect to see some amount of sampling convergence as well. Once more, the extent to
which this sampling convergence is masking the asymptotic convergence is not something
that we can easily determine at the moment. One peculiarity about the first two plots is
that even when our sample size is relatively large (e.g. the largest angle between when

k = 300) we can arrive at an estimate that is nearly orthogonal to pj
2001. This is likely

due to sampling variation. Moreover, when the sample is not that large (e.g. k ≤ 200) we
find these estimates that point away from the “actual” principal vector to be even more
common.

For the latter two plots, it is perhaps surprising to see these estimates converge so slowly
given the sampling convergence already observed. Moreover, there is increased variability
in the estimates for the larger ensembles. Notice that all of the estimates for k ≤ 350
are quite poor, the best of any of these being about 30 degrees. This decreased rate of
convergence is likely due to the fact that the spread of the data in these directions is, by
construction, less than the spread in the direction of the earlier principal vectors, and thus
the natural variability in the data has a more significant impact, so to speak, on the quality
of the estimates of the later principal vectors.

It is conceivable that poor estimation of the principal vectors as judged by the angle
between respective principal vectors can still meet the need of CESM-ECT. Consider the
following hypothetical situation.

Suppose we estimate the set of the first 50 principal components exactly correctly, but
none of the estimated principal vectors are equal to their respective actual population prin-
cipal vector. More specifically we have the set equality {p1

k, . . . ,p
50
k } = {p1, . . . ,p50}, but

pi
k 6= pi for all i = 1, . . . , 50. In other words the ordered indices of the estimated principal

vectors form a permutation of the numbers 1, 2, . . . 50 with no fixed points. Then on the
one hand, estimating the principal vectors correctly would result in estimating the PC
scores correctly as a set. Since CESM-ECT only considers the PC scores as a set giving no
priority to the order in which it considers these scores, we would get back the best results
we could expect from our CESM-ECT. On the other hand, since the set of principal vectors
is orthogonal we would have “exactly incorrect” estimation of the principal vectors. That
is, the angle between our estimated principal vector and its respective principal vector is
exactly 90 degrees, the worst possible situation that can occur if we are using the angle
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between respective principal vectors as our means of comparison. The moral of the story is
this: while estimating respective principal vectors well is a sufficient condition, it is by no
means necessary for the purposes of CESM-ECT. This idea of looking at principal vectors
as a collective instead of in isolation motivates the next subsection.

3.3 Estimating the Sample Principal Subspaces

As previously discussed, for the purposes of CESM-ECT it is perhaps ill-advised to con-
sider the principal vectors in isolation. In this section we instead consider them as a set
of vectors. When looking at any set of vectors it is natural (and prudent) to also consider
all of their linear combinations. In other words, looking at the principal vectors as a col-
lective set is tantamount to looking at the subspace spanned by these principal vectors.
In this vein, let us define PSj, the jth principal subspace, to be the subspace spanned by
{p1, . . .pj}. Similarly PSj

k, the jth sample principal subspace, is the subspace spanned by

{p1
k, . . .p

j
k}.

We wish to have a way in which to compare PSj and PSj
k. Previously when comparing

vectors, we used the angle between two vectors as our metric for nearness. This had the
advantage of being both intuitive and easy to compute. There is a notion of inner product
for matrices of the same dimension. Specifically the definition 〈A,B〉 := tr(A′B), where
tr(M) =

∑
iMii is the typical trace operator, satisfies all the necessary inner product

properties. Moreover, by using vectors as our inspiration, we can in turn define the angle
between two matrices θ in terms of this inner product. That is 〈A,B〉 := ‖A‖‖B‖ cos(θ)
or equivalently θ = arccos (〈A,B〉/(‖A‖‖B‖)) where again the Cauchy-Schwarz inequality
guarantees |〈A,B〉/(‖A‖‖B‖)| ≤ 1 so this angle θ is well defined. The two subspaces PSj

and PSj
k are characterized by the matrices P j =

(
p1 . . .pj

)
and P jk =

(
p1
k . . .p

j
k

)
, respec-

tively. Therefore putting all of these ideas together, we could consider the angle between
two subspaces as our means of comparison.

However, we opt to not take this approach, with our rationale being the following. The
most obvious is that the intuition concerning the angle between two subspaces is not as
clear. More importantly we find this metric too closely related to our work in the last
subsection. It can be shown that for two matrices A =

(
a1 . . .aj

)
and B =

(
b1 . . .bj

)
the

matrix inner product, 〈A,B〉, is simply the sum of the vector inner products,
∑j

i=1〈ai, bj〉.
Thus a consideration of PS1 and PS1

k will be identical to our results in the top plot in
Figure 33. Furthermore a consideration of PS2 and PS2

k will be an aggregation of the two
plots in Figure 33. We anticipate for later principal subspaces, there will be an excess of
noise and the result won’t be informative. As a substitute to the inner product, we detail
two alternative metrics instead.
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3.3.1 Variation Captured by a Subspace

In addition to concerns about interpretability and ease of computation, we also would like
our comparison of the principal subspaces to include the data. In other words, what we
would really like to know is how these two subspaces compare with respect to representing
the data. The first measure of fitness for a subspace that we consider is in terms of vari-
ability of the principal components produced by PSj

k. Recall from our earlier discussion
that if Pk =

(
p1
k . . .p

m
k

)
is the matrix with the sample principal vectors as its columns,

and X = (X1 . . .Xn) is our data matrix then Ck = Pk
′X is the sample PC score ma-

trix with the ith row containing the ith PC scores. Tailoring these ideas for the purpose

at hand, let P jk =
(
p1
k . . .p

j
k

)
and Cjk = P jk

′
X be the matrix with only the first j PC scores.

By construction, the principal vectors computed using Sn, the sample correlation matrix
that uses all of the data, captures the most variance out of any j × m matrix P with
orthonormal columns. This fact is utilized in that we now have a maximum variance which
can act as a benchmark for comparison. Our first measure for how well a subspace fits the
data is the proportion of the variance captured by PSj

k out of the total possible variance

captured by PSj
n (again we note our convention of using n to denote the entire ensemble

and k to denote the size of the sample drawn from the ensemble). Let us call this the

relative variance captured by PSj
k and denote it as RV j

k . Precisely,

RV j
k =

‖P jk
′
X‖

‖P jn
′
X‖

,

where ‖A‖ = tr(A′A).

We ultimately consider the Cheyenne data set comparing PSj
k to PSj

2001, but first let
us return to our 2-D example in order to provide some intuition in a space that we can
easily visualize. In order to do this we must discuss how to visualize the PC scores in an
intuitive way, namely as projections onto their respective principal subspaces.

Recall the column space of a matrix A is the subspace spanned by the columns of A
and pA(x), the projection of a vector x onto the column space of a matrix A, given in
terms of the Moore-Penrose inverse is

pA(x) = A(A′A)−1A′x.

We say that A(A′A)−1A′ is the projection matrix (onto the column space of A). Further,
for an orthogonal matrix P , P ′P is the identity matrix, and this formula simplifies to
pP(x) = PP ′x. For orthogonal P =

(
p1 . . .pj

)
, one way to understand this projection

PP ′x is as follows. The part P ′x = s = (s1, . . . , sj), contains the respective j weights of
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the j different directions p1 . . .pj in the column space of P since

pP(x) = PP ′x = P s = s1p
1 + . . .+ sjp

j.

Connecting this to PCA we see that the PC score are exactly these weights and P jP j
′
Xi

are simply the projections of the data onto the principal subspaces. With this in mind, we
return to our toy 2-D example. Figure 35 displays 200 data points in 2-dimensional space
as well as the projections of these data points onto different 1st sample principal subspaces.

Figure 35: A sample of 200 data points are drawn independently from N(0,Σ) where Σ is
the same 2-D covariance matrix from 3.1.2. These points are displayed in all three plots.
The rightmost plot contains the projection onto the first sample principal subspace using
the entire sample and thus captures the maximum variance of any projection. The left and
middle plots contain the projections onto the first sample principal subspace using the entire
sample as well as projections onto the first sample principal subspace using subsamples of
size 2 and 20 respectively. The relative variance captured by these subspaces is given in
the titles of the plots.

In order to approximate the relative variance captured by PSj
k, we take N subsamples

of our data of size k, find the relative variance captured by PSj
k for different values of j.

Figure 36 and 37 contain boxplots for each k for j = 1, 2, 10, 27 and N = 500.
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Figure 36: Boxplots of the relative variance captured by PSj
k for different samples drawn

from the Cheyenne ensemble of sizes k = 50, 150, . . . 1750 and j = 1, 2. The whiskers of
these boxplots are constructed no farther than 5 IQRs from Q1 and Q3.
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Figure 37: Boxplots of the relative variance captured by PSj
k for different samples drawn

from the Cheyenne ensemble of sizes k = 50, 150, . . . 1750 and j = 10, 27. The whiskers of
these boxplots are constructed no farther than 5 IQRs from Q1 and Q3.

These results are positive. First among all 4 plots we find the relative variance defini-
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tively converges to 1 as the sample size k increases, implying that larger ensembles are
capturing more of the possible variance. Moreover we find that as we increase j, PSj

k

captures more variance uniformly across all choices of k. However we once more must note
that these result could be misleading given the possible impact of the sampling convergence
we know exists.

3.3.2 Average Distance Between Projections

An alternative way of capturing how two subspaces relate with respect to the data is to look
at the mean distance of the projections of the data onto the two subspaces. Specifically
suppose that S1 and S2 are both subspaces of Rm with respective projection matrices P1

and P2. Given data X1, . . . ,Xn then a measure for likeness of these two subspaces with
respect to the data is given by

L(S1, S2|X) =
1

n

n∑
i=1

‖P1Xi − P2Xi‖, (6)

where X = (X1, . . . , Xn) is the data and ‖ · ‖ is the conventional Euclidean norm.
The idea is that if two subspaces S1 and S2 are alike with respect to the data X, then
L(S1, S2|X) will be small. One nicety of this measure is that it is very intuitive in how it
relates to the data.

Figure 38 illustrates these distances between the projected data in our toy 2-D example.
In 2-D, the only interesting case to consider is PS1

k (since PS2
k would just be all of R2),

meaning that our subspaces are just lines through the origin, or more relevantly, the span
of the estimated first principal vector. As before, we can consider the angle between
these vectors and speak of nearer and farther subspaces to mean smaller and larger angles
between them. In doing so, we see that the two subspaces compared in the plot on the left
are farther apart than the two subspaces compared on the right. Our point of introducing
this new notion of distance between two subspaces is that this nearness in the second plot
is also evidenced by the distance between the projections (i.e. the length of the pink lines).
The major take away is that when we move to higher dimensional subspaces, the ability
to speak about the angle between them is lost. However, the average distance between
projections makes sense regardless of the dimension.
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Figure 38: In both plots, the green lines illustrate the distances between the respective
projections of the data onto the two subspaces. The plot on the left compares PS1

2 to
PS1

200 and the plot on the right compares PS1
20 and PS1

200. The average distance between
the projections (i.e. the average length of the green lines) is 1.148 for the plot on the left
and 0.014 for the plot on the right.

Another nice property of this notion is that we can compare subspaces of different
dimension because we are considering the projected vectors in Rm. In other words this
definition works without any mention of the dimensions of these subspaces and will allow
us to compare the average distance between the principal subspaces PSj

k as a function of j.

We first consider how this average distance changes as we increase the sample size
k. Figures 39 and 40 display boxplots containing 500 estimates for the average distance
between the projected data onto the subspaces PSj

k and PSj
2001 for the Cheyenne data for

different values of k. Even without consideration of the inevitable sampling convergence,
we would expect the average distance to decrease as the sample size increases.
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Figure 39: Boxplots of the average distance between the data projected onto PSj
k and the

data projected onto PSj
2001 for different samples drawn from the Cheyenne ensemble of

sizes k = 50, 150, . . . 1750 and j = 1, 2. The whiskers of these boxplots are constructed no
farther than 5 IQRs from Q1 and Q3.
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Figure 40: Boxplots of the average distance between the data projected onto PSj
k and the

data projected onto PSj
2001 for different samples drawn from the Cheyenne ensemble of

sizes k = 50, 150, . . . 1750 and j = 10, 27. The whiskers of these boxplots are constructed
no farther than 5 IQRs from Q1 and Q3.
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One peculiarity with these plots is the spread. Considering the first plots in Figure 39,
the spread in the average distance between the projections is much larger when projecting
onto just the first principal subspace in comparison to that of projecting onto the second
principal subspace. One plausible explanation for this is that the first and second principal
vector have approximately the same spread and so capturing the first principal vector con-
sistently is more challenging than capturing these two directions collectively. This theory
is supported in part by noting that for the entire Cheyenne ensemble, the unit-less variance
of the first PC is approximately 7.3 and the variance of the second PC is approximately 6.4.

Another result concerning the spread comes from looking at the two plots in Figure 39
compared with the two plots in Figure 40. Specifically, for the latter principal subspaces
the spread increases as we increase the ensemble k. While the median average distance
between projection appears to be converging as the ensemble size increases, the overall
variation in the average distance between projections increases with ensemble size as well.
This is peculiar in that it is different to all the previous behavior we have seen in these
experiments, and somewhat contrary to the pervasive sampling convergence that has ap-
peared throughout our results.

One final revelation about these plots is that the average distance between the projec-
tion appears to increase as we increase the dimension of the subspace. That is looking down
the plots across a fixed ensemble size we see that the average distance between projections
increases. We investigate this further by running the same experiment as before but this
time fixing the ensemble size k and varying the dimension of the subspace j. For the box-
plots in 41 and 42, we again take 500 subsamples from Cheyenne of size k, and for each
of these subsamples we compute the first j principal vectors, project the entire ensemble
onto the different subspaces spanned by the first j principal vectors for j = 1, 2, . . . , 20,
and then finally compute the mean average distances between these projections and the
respective projections onto PSj

2001.
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Figure 41: Boxplots of the average distance between the data projected onto PSj
k and the

data projected onto PSj
2001 for different principal subspaces PSj

k for j = 1, 2, . . . , 20 and
sample sizes k = 150, 300 with these samples being drawn from the Cheyenne ensemble.
The whiskers of these boxplots are constructed no farther than 5 IQRs from Q1 and Q3.
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Figure 42: Boxplots of the average distance between the data projected onto PSj
k and the

data projected onto PSj
2001 for different principal subspaces PSj

k for j = 1, 2, . . . , 20 and
sample sizes k = 450, 600 with these samples being drawn from the Cheyenne ensemble.
The whiskers of these boxplots are constructed no farther than 5 IQRs from Q1 and Q3.
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From these plots we find that our earlier theory that the first two principal vectors are
easier to estimate as a collective is true, as evidenced by the very small spread in the 2nd

boxplot for all of the plots. Further we find it is the case that the average distance between
the projections does on average increase as we increase the subspace. There are some
isolated instances where this is not the case (eg. the jump from PS5

k to PS6
k). However

we anticipate this phenomenon is specific to the covariance structure of this data set. In
general, in higher dimensions (and in our case in higher dimensional subspaces), vectors
are on average farther apart, and this is likely why we observe this behavior of the average
distance between the projections increasing with the dimension of the subspace.

Concluding, our initial results show that, at least according to the diagnostics we de-
veloped, smaller ensembles do a worse job of estimating the principal vectors. However, it
is difficult to interpret how poor these estimates are in the context of CESM-ECT. It is
conceivable that the “poor” estimation of the principal vectors from smaller ensembles still
suffices for the purposes of CESM-ECT. In other words, perhaps “poor” estimation still
correctly issues passing and failing results for CESM-ECT. These ideas about performance
within the context of CESM-ECT are explored further in Chapter 5. Before doing this, we
must address the elephant in the room: the sampling convergence we have encountered in
all of our results. The nagging effects of it make our results less clear, and every conclusion
has always been accompanied with a caveat. It is straightforward to replicate our results
from this chapter but with simulated data where the restraint of working with a finite
sample is removed. This will allow us to investigate the overall influence of the sampling
convergence and the convergence of these estimates without its confounding effect. We
turn our attention to this task in the next chapter.
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4 Assessing the Performance of PCA with Simulated Data

The real issue we are encountering is that there are two contributors to the convergence
we have witnessed: one we care about (arising from the increasing sample size), and one
we don’t care about (arising from likeness of the sample to the ensemble). The latter is an
artifact of our experimental design having only a finite and comparatively small number of
samples, and to better investigate the effects of sample size on the quality of the estimates
we must remove this effect.

Recall our original discussion in 2.2.3 concerning sampling convergence. While consid-
ering the convergence of the Frobenius norm of the difference between the estimates of the
correlations matrix for different sample sizes and the estimate of the correlation matrix
using the entire ensemble, we said:

“We must consider the fact that our subsample is drawn from the entire ensemble and
that we also compare the estimate of the subsample to the estimate using the entire ensem-
ble. This makes it challenging to determine if the convergence we witness is arising from
the improvement of the correlation matrix or the likeness of the subsample to the entire
ensemble.”

Up to this point, our experiments have used all of the data to produce the estimates
we compared against (eg. S2001 is estimated using the entirety of the Cheyenne ensemble).
Then part of the data is recycled to produce the estimates of interest (eg. a subsample
from Cheyenne of size k is used to compute Sk). This use of “second-hand data” adds a
confounding factor to our experiment since the sample data have, in a sense, already “seen”
the standard that they will ultimately be compared against. It is somewhat akin to a stu-
dent seeing an exam prior to the exam date. We don’t mean to accuse the insentient data
of cheating. Rather we simply mean to state that, like a publicized test, this approach will
not provide an honest assessment. To remove the effects of sampling convergence, instead
of using “second-hand data” we must use new, “off-the-rack data.” The main idea being
that the new data used to create the sample of interest has not been “informed” by the
data that is responsible for assessing it. In this chapter we explore and perform alternative
experiments that remove the confounding effect of sampling convergence.

One possibility for removing the effect of sampling convergence would be a cross-
validation experiment. In this framework, we would partition the data into two sets, a
training set and a testing set, then compare the estimates of the testing set against the
training set. Again, the advantage of this approach is that the partitioning implies these
two sets are mutually exclusive and so the testing set has not “seen” the training set. This
effectively removes any sampling convergence.
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However, the major drawback of such an approach is that we must allot a portion of
our data to the training set and this data cannot also be used in the testing set. Given that
we only possess a finite amount of data we would have to make a sacrifice somewhere: if
our training set is larger, we won’t be able to look at larger testing sets (corresponding to
an inability to consider larger sample sizes) or if our training set is smaller the training set
won’t produce reliable estimates to compare against. Moreover, utilizing cross-validation
would inject more noise into an already noisy process. The exact specifics depend on the
experimental setup. On a high level, instead of a fixed estimate to compare against that
uses a large sample, we would have a changing estimate to compare against or an unchang-
ing estimate that we compare against that uses only a small sample. In either case, more
noise is added to the process. In short, we expect the results of such an experiment to be
uninformative. Instead, we opt to proceed with a simulation study.

The advantage of a simulation study is that we are able to work with an unlimited
amount of data generated from a known correlation matrix Σ. Knowing the true correla-
tion matrix (as well as other objects we want to estimate like the principal vectors) and
being able to compare against this removes any issues with having to estimate what we
are comparing against, and allows us to determine the rate of convergence of the sample
estimates purely as a function of sample size. We anticipate slower convergence in the
simulation study since our expectation is that, in some sense, the sampling convergence
contributes favorably to the overall convergence.

While the advantages of simulation studies are many, they are not without fault, and
we now address one small drawback of such an experiment. In short, a simulation study
works with synthetic data that no longer comes from the actual process, and as such,
we must acknowledge the possibility that this data could be slightly different and might
not completely honor the original process. How different and what kind of impact this
difference makes on any inferences or conclusions is hard to capture, but what is impor-
tant is that we understand and use any results from our simulation study with this in mind.

To make this idea more tangible, let us consider the members of the Cheyenne ensemble.
Our work in Chapter 2 shows that the marginal distributions of this data are “approxi-
mately normal” and our work in the next section will show that the joint distribution is
“approximately multivariate normal.” Further, in order to simulate from a multivariate
normal distribution, we must estimate certain parameters (namely the mean vector and
covariance matrix) and inevitably these will be inexact. Altogether we are approximating
an approximate distribution, and the cumulative effects of this “twofold approximation”
are hard to predict. However, what is important is that we are cognizant of the fact that
our synthetic data is different from the original data and vigilant of noting any repercus-
sions this difference might make. Overall, we anticipate that the tradeoff will be worth it.
What we will lose in moving away from the original process, we will more than gain in
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knowing the true underlying distribution.

The remainder of the chapter is organized as follows. In Section 4.1 we discuss the
procedure for generating the simulated data. In 4.2 we address the effect of sampling
convergence witnessed in previous experiments.

4.1 Generating the Simulated Data

We begin this chapter with a discussion about how the data in our simulation study is
generated. Included in this is determining the distribution as well as the necessary param-
eters. Given our work in Chapter 2, it should come as no surprise that we elect to work
with a multivariate normal distribution, and we discuss the specifics of this distribution
as well as our choice of the mean vector and covariance matrix. Then we explain how to
generate such data from independent univariate normal realizations, and finally we finish
this section with a discussion on the specifics of how this approach is both different and
preferred from the previous experiments.

4.1.1 The Multivariate Normal Distribution

We discuss a few preliminary details concerning the multivariate normal first. We begin
with the definition. A random vector X = (X1, . . . , Xm) is said to follow a multvariate
normal distribution if any linear combination of its components Y =

∑
i aiXi follows

a univariate normal distribution. In other words, X is multivariate normal if for any
fixed vector a ∈ Rm, Y = a′X is univariate normal. Letting E(X) = µ and Var(X) =
E ((X− µ)(X− µ)′) = Σ such that Σ is nonsingular, then f(x), the pdf of a multivariate
normal, exists and is given by

f(x) =
exp

(
−(x− µ)′Σ−1(x− µ)/2

)√
(2π)m|Σ|

,

where |Σ| = det(Σ). If Σ is singular then the associated multivariate normal does not
have a density.

From the pdf we see that the multivariate normal is completely characterized by its first
two central moments. If X is multivariate normal with mean µ and covariance matrix Σ,
then we write X ∼ N(µ,Σ). In the context of our simulation study this means that we only
determine these two parameters, but before discussing our choice of mean and covariance
structure, we provide more justification for utilizing a multivariate normal distribution in
the first place.

Letting X = (X1, . . . , Xm) ∼ N(µ,Σ) and a = ei, the ith canonical basis vector, then
the definition of the multivariate normal provides us with the fact that e′iX = Xi is uni-
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variate normal. In other words, the marginal distributions of a multivariate normal are
univariate normal. Again our work in 2.2.1 details that this is nearly the case for all the
variables in both the Yellowstone and Cheyenne data sets.

While it is tempting to think that every multivariate distribution that has normal
marginal distributions is itself jointly multivariate normal, this is patently false. The
marginal distributions being normal themselves is a necessary condition but is not a suffi-
cient condition for the joint distribution to be multivariate normal. It is easy to show that
there exists a distribution that possesses normal marginals but whose joint distribution is
not multivariate normal.

As a concrete (counter) example, consider the following bivariate distribution. Let
X ∼ N(0, 1) and Y = X ∗ (2B − 1) with B ∼ Bernoulli(1/2). Notice that 2B − 1 takes
the values −1 and 1 both with probability 1/2, and thus Y takes the values −X and X
both with probability 1/2. By definition, X is normally distributed. Let Φ(x) = P (X ≤ x)
denote the cumulative distribution function (cdf) of X. Using the law of total probability,
it is simple to show Y has the same cdf and thus is also normally distributed since

P (Y ≤ y) = P (B = 0)P (Y ≤ y|B = 0) + P (B = 1)P (Y ≤ y|B = 1)

= 1/2P (−X ≤ y) + 1/2P (X ≤ y)

= 1/2 [P (X ≥ −y) + P (X ≤ y)]

= 1/2 [(1− P (X ≤ −y)) + P (X ≤ y)]

= 1/2 [(1− Φ(−y)) + Φ(y)]

= 1/2 [Φ(y) + Φ(y)]

= Φ(y),

where the second to last equality follows from the fact that the standard normal dis-
tribution is symmetric about its mean 0.

If it were the case that the joint distribution of (X,Y ) followed a multivariate normal
distribution then any linear combination of these two random variables should also be
normal. However we do not have to look far to see this is not the case since X + Y take
the value of 2X with probability 1/2 and 0 with probability 1/2, and this is not a normal
distribution (rather it is a so called “normal mixture model”). All of this demonstrates
that the marginal distributions being normally distributed is not enough to conclude the
joint distribution is distributed according to some multivariate normal.

We only mean to say it is possible for the marginals to be normally distributed and
the joint not normally distributed. The above counterexample was manufactured to be
pathological. In practice such examples are rare. For our data, evidence suggests that the
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underlying joint distribution is normally distributed. Figure 43 displays histograms and
boxplots of six random linear combinations of the variables from the Cheyenne ensemble,
where the weights, a = (a1, . . . , a107), of the linear combination are independent draws
from a U(−1, 1), where U(a, b) is the continuous uniform distribution on the interval (a, b)
(i.e. if X ∼ U(a, b) then fX(x), the pdf of X, is given as fX(x) = 1/(b − a) for x ∈ (a, b)
and 0 otherwise). Other plots generated were comparable to these six specific examples.

While this analysis does not mathematically prove that the underlying distribution is
normal, it does provide strong evidence for this claim. Further evidence is provided in
Figure 44. Here we take 10, 000 random linear combinations of the Cheyenne ensemble
(generated the same as before), compute the Shapiro-Wilk p-values for each of these and
plot the histogram of these p-values. The p-values of a hypothesis test where the null
hypothesis is true follow a U(0, 1). Given the resemblance of the histogram in Figure 44
to the pdf of the U(0, 1), we decide this to be enough evidence to support the claim that
the Cheyenne data set follows a multivariate normal distribution. The next step is to de-
termine the mean vector µ and the covariance matrix Σ.

It turns out the choice of the mean vector is inconsequential. This statement comes
from our knowledge of how multivariate normal data is simulated, the topic of discussion
in the next subsection. As we will see, the simulated data is generated as mean zero with
the appropriate covariance structure, and then the constant mean vector is added to this.
More mathematically, to generate Xi ∼ N(µ,Σ), we first generate Yi ∼ N(0,Σ) then add
µ (i.e. Xi = Yi + µ). What’s more is that we work with standardized data, and the
subtraction of the sample mean X̄ from our data Xi removes any influence the population
mean µ has on our experiment since

Xi − X̄ = Xi −
1

n

n∑
j=1

Xj

= Yi + µ− 1

n

n∑
j=1

(Yj + µ)

= Yi + µ−

 1

n

n∑
j=1

Yj

− µ

= Yi − Ȳ.

The estimation of Ȳ will matter in our experiment. The quality of this estimate de-
pends slightly on Σ and mostly on how large n is. Thus we can choose any mean we would
like. Naturally we set µ = 0.
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Figure 44: A histogram of 10, 000 Shapiro-Wilk p-values of random linear combinations of
the members of Cheyenne data set.

Determining the covariance matrix is a more material choice. The sample correlation
matrix that utilizes the entire Cheyenne ensemble (i.e the matrix we’ve been using all along
to compare against) is the most natural choice and we proceed with this in our simulation
study. Efforts could be taken to work with a more parsimonious covariance structure. For
instance, we might induce sparsity into the covariance matrix to signify uncorrelated vari-
ables. The counterpoint against such an approach is that the sample correlation matrix is
the simplest, most intuitive estimate and one that is guaranteed to honor, at least in part,
the original covariance structure.

Meddling with the covariance matrix can lead to a number of problems. One such be-
ing that any covariance matrix must be positive definite. Positive-definiteness is a special
and sensitive condition of a matrix and any alteration could be problematic in this regard.
The necessity for a positive definite matrix when simulating from a multivariate normal is
discussed further in the next subsection. Another more important issue is that we have no
way of determining whether we are improving our estimate of the covariance matrix (in
the sense that it is closer to the true underlying population covariance matrix). Given all
the possible ways we could exacerbate the situation, we opt to use the simplest approach
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that we know will at least resemble the original covariance structure by setting Σ = S2001.
We will discuss in detail the differences in this approach at the end of this section, but
next we discuss how to simulate from a N(0,Σ).

4.1.2 Generating Multivariate Normal Data

It is straightforward to show how to generate data from a N(µ,Σ) given independent re-
alizations Z1, . . . Zm ∼ N(0, 1) (i.e. independent realizations from a standard univariate
normal distribution). The main prerequisite is knowledge of how the mean vector and
covariance matrix of a random vector are modified by an affine transformation. Specifi-
cally, suppose X is a random vector with E(X) = µ and Var(X) = Σ. Further suppose
a matrix A and a vector b are appropriately sized so that Y = AX + b is well defined.
Then it can be shown using the definitions and properties of expectation and variance that
E(Y) = Aµ + b, Var(Y) = AΣA′.

Note that the above fact is free from any distributional assumptions. That is to
say this is true for any random vector X. The remaining detail we must know is that
normality is preserved under affine transformations. Precisely, if X ∼ N(µ,Σ) then
AX + b is also multivariate normal. In fact, using what we already know, we can say
AX + b ∼ N(Aµ + b, AΣA′). This fact is relatively well known and we forward the inter-
ested reader to [4] for more details on this result.

Looking now at simulating realizations of X ∼ N(µ,Σ) from independent realizations
Z1, . . . Zm ∼ N(0, 1), consider the joint distribution of Z = (Z1, . . . , Zm). As we discussed
earlier in the section, it is not necessarily the case that the joint distribution is multivariate
normal. However, when the marginal distributions are independent (a fact we assumed to
be true for the above Zi), then the joint distribution is multivariate normal. Further,
independence between these variables implies that these variables are uncorrelated and the
covariance matrix is diagonal with the diagonal elements corresponding to the respective
marginal variances (again, an inquisitive reader can refer to [4] for more on these mathe-
matical details). All of this informs us that Z ∼ N(0, I) where I is the identity matrix.
Hence by letting X = AZ + b we find that X ∼ N(A0 + b, AIA′) = N(b, AA′). Therefore
to arrive at our desired X ∼ N(µ,Σ) we simply can set b = µ and all that remains is to
find a matrix A such that Σ = AA′.

On the surface it’s not obvious that such a factorization should even exist. It turns out
that this factorization not only exists but is characterizing of symmetric positive definite
matrices! That is to say a matrix Σ is symmetric positive definite if and only if there
exists a matrix A such that Σ = AA′. In fact, we have already done most of the work
to show this. Recall in 3.1 we demonstrated that any symmetric matrix elicits a spectral
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decomposition of the form Σ = PΛP ′ with Λ = diag(λ1, . . . , λm). We also showed that the
eigenvalues of a positive-definite matrix are non-negative (i.e. λi ≥ 0 for all i = 1, . . . ,m).
Therefore, by letting

√
Λ = diag(

√
λ1, . . . ,

√
λm), we find that

Σ = PΛP ′

= P
√

Λ
√

ΛP ′

=
(
P
√

Λ
)(

P
√

Λ
′)′

=
(
P
√

Λ
)(

P
√

Λ
)′

= AA′,

where A = P
√

Λ and the second to last equality is a consequence of diagonal matrices
being symmetric. Thus we’ve demonstrated that if Σ is symmetric positive definite then
it can be factored as a matrix times its transpose.

Showing the converse is equally straightforward. Consider a matrix of the form AA′.
Plainly it is symmetric since (AA′)′ = A′′A′ = AA′. Moreover, we see that for any appro-
priately sized vector x we have x′AA′x = (A′x)′A′x = ‖A′x‖2 ≥ 0. These two facts show
AA′ is symmetric positive-definite, and we have established the equivalence. In this light,
we now see the necessity of using a symmetric positive-definite covariance matrix. With
respect to generating multivariate normal distributions in this way, symmetric positive-
definite matrices are precisely the matrices that possess the prescribed factorization.

It is worth mentioning that the spectral decomposition is not the only such factoriza-
tion. The Cholesky decomposition is another popular decomposition that factors nonsin-
gular symmetric positive-definite matrices into the product of a lower triangular matrix
times its transpose (i.e. Σ = LL′ where L is a lower triangular matrix). This method is
sometimes preferred due to its computational speedup. However, concerns over the sta-
bility of these estimates leads to an implementation that utilizes the spectral decomposition.

Finally we wish to point out a subtle but important distinction between our previous
experiments and our upcoming experiments. The symmetric positive definite matrix we
are comparing against (or the estimates resulting from this matrix) are the same in both
experimental set ups. In previous chapters we called this matrix S2001. In this chapter we
are calling this matrix Σ. This rebranding is not meant to hide the fact that these matrices
are the same. Rather it is meant to highlight the fact that this matrix is an estimate of
the true unknown population correlation matrix in previous work, and is the population
correlation matrix in our simulation study.
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The differences in the new experimental setup are the underlying population but also
in how the realizations from this population (i.e. the samples) relate to the the matrix
S2001 = Σ. Contrast how the Cheyenne samples X1, . . . ,Xn are used to compute S2001
and how the simulated samples X∗1, . . . ,X

∗
k are not used to compute Σ. The relationships

of the data to this matrix are most evident in the extreme case. If we take k = 2001, then
Sk, the sample correlation matrix computed using the samples X1, . . . ,Xn, will be equal to
S2001. On the other hand we will almost surely have that S∗k , the sample correlation matrix
computed using the samples X∗1, . . . ,X

∗
k, will not be equal to Σ. In short, the sample data

and how the data relate to S2001 = Σ are what is different in these two experimental setups.
Previously, the data was directly responsible for the creation of S2001. However, moving
forward these roles will be reversed, and Σ will be responsible for creating the sample data.

4.2 Assessing Sampling Convergence with Simulated Data

Now that we have detailed how the synthetic data is generated, we turn our attention to
our simulation study. To reiterate the purpose of this study, we are interested in how the
quality of the estimates of the principal vectors and subspaces change with sample size
without the confounding effect of sampling convergence. To this end, we repeat some of
the experiments from Chapters 2 and 3 with simulated data. We take the convention of
denoting simulated data (as well as the estimates using the simulated data) with an asterisk.
That is we will write X∗i to denote data that is simulated, reserving Xi to denote data
from the Yellowstone or Cheyenne ensembles. We take a brief look at the first experiment
in which the sampling convergence arose by considering the effect of sample size on the
Frobenius norm of the difference between the estimates of the correlation matrix and the
true correlation matrix.

4.2.1 The Frobenius Norm of Sk − Σ

The setup of this experiment is simple. We first generate independent X∗1, . . . ,X
∗
k ∼

N(0,Σ) and compute the estimate of the correlation matrix S∗k . Then we compute ‖S∗k−Σ‖,
the Frobenius norm between the estimated correlation matrix S∗k and the true correlation
matrix Σ. Finally we repeat this 200 times for each ensemble size k. The results are
displayed in Figure 45.
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Figure 45: In both plots, 200 values of the Frobenius norm of the difference between the
sample correlation matrix and S2001 = Σ are contained in each boxplot for different choices
of sample size k. On the left, the sample correlation matrix S∗k was generated by simulating
data independently from N(0,Σ), and on the right Sk was computed by subsampling from
the Cheyenne ensemble.

We observe the same general convergence behavior as before (i.e. monotonicity and
narrowing of the variance), but the impact of the sampling convergence is now apparent.
Comparing between the plots we find that the sampling convergence contributes favorably
to both forms of convergence. The simulation study estimates converge less rapidly and
the spread of the norm between these estimates is larger for respective sample sizes. Next
we explore the impact of sampling convergence on the estimates of the principal vectors
and subspaces.

4.2.2 The Angle Between Principal Vectors

Now we look at how the estimated jth sample principal vector pj∗
k compares with the

jth principal vector pj as a function of the ensemble size k. In our simulation study we
generate X∗1 , . . . , X

∗
k ∼ N(0,Σ) as before, compute S∗k , and from this estimate pj∗

k . Finally
we compare this with the known, true principal vector pj via the angle between them and
repeat this multiple times for each ensemble size k. The plots in Figures 46 and 47 show
how the angle between respective principal vectors changes as a function of k for choices
of j = 1, 2, 10, 27. The respective plots from the experiments performed in Section 3.2 are
included next to the plots generated from the simulated data.
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Figure 46: The left plots contain boxplots of 500 angles between the estimates of pj∗k
constructed from a simulated data set of size k and pj the known population principal
vector used to simulated the data for j = 1, 2. The right plots contain boxplots of 500
angles between the estimates of pjk constructed with a sample drawn from the Cheyenne

ensemble of size k and pj2001 constructed using the entire Cheyenne ensemble. The red lines
are at 0 and 90 degrees respectively denoting the minimum and maximum angles that the
estimated principal vector can differ from the one we compare to.
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Figure 47: The left plots contain boxplots of 500 angles between the estimates of pj∗k
constructed from a simulated data set of size k and pj the known population principal
vector used to simulated the data for j = 10, 27. The right plots contain angles between
the estimates of pjk constructed with a sample drawn from the Cheyenne ensemble of size

k and pj2001 constructed using the entire Cheyenne ensemble.

We witness much of the same overall behavior between the simulated experiments on
the left and their counterparts from 3.2 on the right. There is better convergence in the
earlier principal vectors seen in Figure 46 than the later principal vectors seen in 47. Also
even for the earlier principal vectors, we find poor estimation (i.e. estimates that are nearly
orthogonal to the true principal vector) for relatively large ensembles (as large as 950 for
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the simulated experiment).

Comparing the convergence between the plots on the left and right, we see that the
impact of the sampling convergence is once again easily discernible. This reiterates the
extent to which the convergence found in our earlier experiments is an artifact of our
subsample becoming more and more like the entire ensemble. This is especially the case
when considering larger sample sizes. Interestingly, when looking carefully at the behavior
for smaller samples sizes we find a bit more nuance. It appears that the estimates in our
simulation study for samples sizes less than 450 perform about as well and in some instances
better than their counterparts from our earlier experiment. In order to better understand
how respective sample sizes perform we “weave” the two plots together. Figures 48 and 49
contain the same boxplots as Figures 46 and 47. However, in the new figures the boxplots
are plotted together with respective sample sizes immediately adjacent to one another and
color-coded according to the experiment.
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Figure 48: The boxplots contained in Figure 46 are “woven” together so that the estimates
of the angle between the principal vector from respective samples sizes are immediately
adjacent to one another. The red boxplots correspond to the experiment performed with
the simulated data and the blue boxplots correspond to the experiments done by sampling
from the Cheyenne ensemble.
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Figure 49: The boxplots contained in Figure 47 are “woven” together so that the estimates
of the angle between the principal vector from respective samples sizes are immediately
adjacent to one another. The red boxplots correspond to the experiment performed with
the simulated data and the blue boxplots correspond to the experiments done by sampling
from the Cheyenne ensemble.
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Looking at the the results through this lens, it is easier to see both how the sampling
convergence contributes to the tail behavior as well as the comparative behavior for smaller
sample sizes. Indeed, some of the estimates computed using smaller sample sizes are better
with the simulated data. We explore the comparative performance for smaller ensembles
in the following section, but next we repeat the experiments involving the average distance
between the projections using simulated data.

4.2.3 The Average Distance Between Projections Onto Principal Subspaces

We reproduce our experiment from earlier where our means of comparison of the subspace
S1 to another subspace S2 was given by the average distance between the projection of the
data X = (X1 . . .Xn) onto to these subspaces. Mathematically this is given as

L(S1, S2|X) =
1

n

n∑
i=1

‖P1Xi − P2Xi‖, (7)

where P1 and P2 are the projection matrices onto the subspaces S1 and S2 respectively.
For this experiment our subspaces are PSj∗

k and PSj. To be as consistent as possible,
we simulate a data set X∗test = (X∗t1, . . . ,X

∗
t2001), that is the same size as the Cheyenne

ensemble. This remains fixed throughout and is used exclusively in the calculation of
L(PSj∗

k ,PSj|X∗test) and not in the calculation of PSj∗
k . Rather, to estimate PSj∗

k , new data

X∗1, . . . ,X
∗
k are simulated and the first j principal vectors p1∗

k , . . . ,p
j∗
k are estimated from

the sample correlation matrix S∗k . Recall PSj∗
k is simply the span of these vectors and the

corresponding projection matrix is simply given as
(
p1∗
k . . .pj∗

k

)(
p1∗
k . . .pj∗

k

)′
.

The plots in Figure 50 and 51 compare the results using the simulated data and the
respective results from the earlier experiments using the Cheyenne data set. For each value
of k we simulate 200 data sets and compute the average distance between the projection
onto each PSj∗

k and the true PSj.
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Figure 50: The left plots contain boxplots of 200 average distances between the projections
of the test data setX∗test onto PSj∗

k , the estimated jth principal subspace using the simulated
data, and PSj, the true jth principal subspace, for j = 1, 2. The right plots contain
boxplots of 200 average distances between the projections of Cheyenne data set onto PSj

k,

the estimated jth principal subspace using a subsample of Cheyenne of size k, and PSj
2001,

the estimated jth principal subspace using all of Cheyenne ensemble.
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Figure 51: The left plots contain boxplots of 200 average distances between the projections
of the test data setX∗test onto PSj∗

k , the estimated jth principal subspace using the simulated
data, and PSj, the true jth principal subspace, for j = 10, 27. The right plots contain
boxplots of 200 average distances between the projections of Cheyenne data set onto PSj

k,

the estimated jth principal subspace using a subsample of Cheyenne of size k, and PSj
2001,

the estimated jth principal subspace using all of Cheyenne ensemble.

Once more, we note the obvious impact of the sampling convergence for larger ensembles
as well as the comparable behavior for smaller ensemble sizes. We weave these plots
together in Figures 52 and 53 to better investigate this behavior.
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Figure 52: The boxplots contained in Figure 50 are woven together so that the estimates
of the average distance between projections from respective samples sizes are immediately
adjacent to one another. The red boxplots correspond to the experiment performed with
the simulated data and the blue boxplots correspond to the experiments done with the
Cheyenne ensemble.
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Figure 53: The boxplots contained in Figure 51 are woven together so that the estimates
of the average distance between projections from respective samples sizes are immediately
adjacent to one another. The red boxplots correspond to the experiment performed with
the simulated data and the blue boxplots correspond to the experiments done with the
Cheyenne ensemble.

First, we note the similarities between the new experiments and the old experiments.
In particular, we find increased variability in the average distance between the projections
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when projecting onto just the first principal subspace in comparison to projecting onto the
second principal subspace. In 3.3.2 we theorized that this counterintuitive result is likely
due to the fact that the spread in both of these directions is approximately the same.

Figures 52 and 53 echo the same results as before concerning the larger ensembles.
Here the sampling convergence is definitive. However, careful inspection of the results for
the smaller ensemble sizes suggest that the estimates produced by the simulated data are
marginally worse than the respective estimates computed using subsamples from Cheyenne.
This goes against our intial suspicion that the simulation estimates might be slightly better.

All of this work informs us that the sampling convergence is real, and is most appar-
ent in larger ensembles where the values between the two experiments deviate the most.
While determining the rate of convergence of the simulated data is an interesting question,
pragmatically it goes in a direction opposite of our interests. Our concern is what happens
for smaller ensembles and in particular ensembles smaller than 350, because this is the
default ensemble size prescribed in the previous work performed by Milroy et al. in [8].
Curiously, the answer to this question is not as obvious, and we turn our attention to it next.

4.2.4 Assessing Performance with Smaller Ensemble Size with Simulated Data

The samping convergence is overwhelming for larger ensemble sizes. However the influence
of it is not as obvious for smaller sample sizes. In some instances the estimates from the
simulation study perform better, some instances they perform worse, and many instances
they are comparable to their Cheyenne counterparts. We now perform a more careful in-
vestigation of the impact of sampling convergence on smaller ensemble sizes.

We begin by zooming in reproducing the previous experiment for more of the smaller
ensemble sizes, specifically ensemble sizes 50, 75, . . . , 350. Figures 54 and 55 display woven
boxplots that contain the angle between the estimated principal vectors pj∗k and true prin-
cipal vector pj . Contained in Figures 56 and 57 are woven boxplots of the average distance
between the projection onto each PSj∗

k and the true PSj. In all plots we simulate 200 data
sets for each value of k.

We keep a few considerations in mind when looking at these plots. The first, of course,
is the measure of center, the median. Other factors are important as well. The values of
Q1 and Q3 as well as the IQR are also factored into the evaluation of the quality of these
estimates.
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Figure 54: Boxplots of the angle between the sample principal vector and true princi-
pal vector for ensemble sizes k = 50, 75, . . . , 350. Results are woven together so that the
estimates of the angle between the principal vector from respective samples sizes are imme-
diately adjacent to one another. The red boxplots correspond to the experiment performed
with the simulated data and the blue boxplots correspond to the experiments done with
the Cheyenne ensemble.
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Figure 55: Boxplots of the angle between the sample principal vector and true princi-
pal vector for ensemble sizes k = 50, 75, . . . , 350. Results are woven together so that the
estimates of the angle between the principal vector from respective samples sizes are imme-
diately adjacent to one another. The red boxplots correspond to the experiment performed
with the simulated data and the blue boxplots correspond to the experiments done with
the Cheyenne ensemble.
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Figure 56: Boxplots of the average distance between the projections of the data onto
the estimated principal subspace and the true principal subspace for ensemble sizes k =
50, 75, . . . , 350. Results are woven together so that the estimates of respective samples sizes
are immediately adjacent to one another. The red boxplots correspond to the experiment
performed with the simulated data and the blue boxplots correspond to the experiments
done with the Cheyenne ensemble.
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Figure 57: Boxplots of the average distance between the projections of the data onto
the estimated principal subspace and the true principal subspace for ensemble sizes k =
50, 75, . . . , 350. Results are woven together so that the estimates of respective samples sizes
are immediately adjacent to one another. The red boxplots correspond to the experiment
performed with the simulated data and the blue boxplots correspond to the experiments
done with the Cheyenne ensemble.

Overall, we find that the estimates are comparable for the smallest ensemble sizes. As
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we consider some of the larger sample sizes around 350 we find the estimates computed
using the Cheyenne data are, on average, slightly better. However we suspect this might
be due to some small amount of sampling convergence.

To conclude this chapter, we have shown that simulation of multivariate normal data
is a powerful method for testing estimates when the true parameters of the population
of interest are unknown. Moreover, we found the influence of the sampling convergence
to be very influential especially for larger sample sizes where the samples becomes almost
identical to the entire ensemble. The effect of sampling convergence for smaller estimates
appear to be negligible given the similarity between the results of our simulation study and
the results from our previous experimental setup.

We turn our attention to more practical matters in the next chapter. While the work
in the last few chapters is interesting, what really matters is not the angle between prin-
cipal vectors or the average distance between the projection onto a subspace. These are
simply proxies for the aptitude of the estimates used in CESM-ECT. What really matters
is how these estimates perform within the framework of CESM-ECT. That is, what we
really want to know is whether estimates from smaller ensembles produce reliable results
for CESM-ECT and are able to detect if new data is statistically distinguishable from this
ensemble. We turn our attention to this more pragmatic objective next.
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5 False Positive Rate of CESM-ECT

The purpose of the CESM-ECT is to verify whether or not new climate simulations are
in accordance with the established ensemble of climate simulations. While our work in
the previous chapters served to better our understanding of the data and the underlying
mechanics of the CESM-ECT, it still is uncertain how the ensemble size impacts the out-
come of this test. Generally speaking, with respect to the metrics we used, the estimates
computed from smaller ensembles are worse than the estimates computed from their larger
ensemble counterparts. However, it remains unclear how fitness with respect to these met-
rics relates to performance within the CESM-ECT.

To bring us closer to the topic of interest, consider the following question. Suppose that
we know the angle between the estimated principal vectors from the ensemble and true
principal vectors is on average 20 degrees for a particular ensemble size. What proportion
of data generated in the same way as the ensemble gets falsely rejected by the correspond-
ing CESM-ECT that uses these estimates? Ultimately, the important question we wish
to answer is how well smaller ensembles perform within the context of the CESM-ECT,
and we will turn our attention to answering this question in the latter half of the chapter.
Before we do so we provide an explanation of the metrics for measuring the performance
within the CESM-ECT as well as an overview of how the ensemble size historically has
been determined.

The remainder of the chapter is organized as follows. In 5.1 we define the false positive
rate and detail our procedure testing the false positive rate. Here we also briefly discuss how
the false positive rate has been used to determine the ensemble size in previous experiments.
In 5.2.1 we reproduce the results for the false positive rate for the Yellowstone ensemble
and replicate these experiments for the Cheyenne ensemble. Finally in this section, we
replicate these experiments using simulated data and supply our conclusion on how the
false positive rate is impacted by ensemble size.

5.1 The False Positive Rate

CESM-ECT is used to assist in the quality assurance of new climate simulations. Specif-
ically, its objective is to verify whether or not new climate simulations are statistically
different from the existing ensemble climate simulations produced within a trusted frame-
work. This undertaking entails two aims: correctly identifying and passing data that
originate from the same underlying statistical distribution, as well as accurately detecting
and failing data whose underlying statistical distribution is meaningfully different. The
former aim relates to the false positive rate of a test and the latter aim to the power of
a test. While the power of the test is an important consideration, it is somewhat more
challenging to estimate since it depends on how different the new data are from the original

116



ensemble data. In contrast, the false positive rate is straightforward to estimate since it
only requires access to data that arises from the same distribution as the ensemble. We
define both of these ideas next in order to discuss the inherent tradeoff between them.
However, for the purposes of this work it will suffice to only consider the false positive rate
as a measure of fitness for the CESM-ECT.

We say the false positive rate is the probability that the CESM-ECT falsely fails new
climate simulations that originate from the same distribution as the ensemble. Since these
new climate simulations are falsely rejected we would like this probability to be as close to
0% as possible. However, given the inherent variability in data we can’t realistically expect
this rate to be exactly 0%. Nearly all distributions contain rare events (i.e. events that
happen infrequently because they are in some sense “extreme”) and while these events obey
the same underlying distribution as the original ensemble members, they may be perceived
by a test not as atypical or anomalous, but rather as entirely different.

We say the power is the probability that the CESM-ECT correctly issues a failing result
to new data that originate from a distribution that is different from the ensemble. Since
these climate simulations are correctly rejected we would ideally like the power of a test to
be as large as possible. As previously mentioned, the power depends on both the difference
in the new data from the old as well as the setup of the test. In some cases, when the data
is very different and/or a test is really strict the power of a test can be 100%. In general,
the power is typically less than 100%, but increases to 100% as the new data becomes more
and more different.

There is a clear trade off between these two measures. A test that is too strict (i.e. too
powerful) will too readily issue a failing result to new data that are in fact not different
from the ensemble thus inflating the false positive rate. On the other hand, a test that is
too lenient (i.e. not powerful enough) will have an agreeably low false positive rate, but
will too easily issue passing results to new data that are in fact marginally different from
the ensemble (this is exactly what we mean by “not powerful enough”). In short, consid-
eration of the context must be taken into account when designing any statistical test, and
a balance must be struck in order to find the “Goldilocks” level of power, not too powerful
but still powerful enough.

In contrast to other metrics, one major advantage of the false positive rate is that it
doesn’t require any knowledge of unknown parameters or even knowledge of the distribu-
tion. Instead it only assumes that the data are independent and identically distributed.
As a consequence is it not necessary to perform a simulation study like in previous experi-
ments. Moving forward we consider the false positive rate as our primary diagnostic since
it is simple to measure and tightly connected with the performance within the CESM-ECT.
Next we detail how the false positive rate of the CESM-ECT can be estimated.
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5.1.1 Procedure for Estimating the False Positive Rate

The false positive rate can be estimated for the Yellowstone and Cheyenne data sets as well
as for simulated data. There are small differences in the procedures for the two types of
data, but the big ideas are the same. We first use an ensemble of a given size k to compute
the estimates for the CESM-ECT test. Then with these estimates we test new data (i.e.
data that does not belong to the ensemble and was not used in the construction of the
estimates for the CESM-ECT) that arise from the same distribution as the ensemble. We
perform the CESM-ECT on many new climate simulation triples and keep track of the
proportion that produce failing results. Since the new data follow the same distribution
as the ensemble, any failing result is considered a false positive. The limiting value of this
proportion is the true false positive rate.

Speaking to the specifics of each test, consider first the Cheyenne data set. To de-
termine the false positive rate for a fixed ensemble size k, we first randomly sample k
simulations Xn1 , . . . ,Xnk

and with this compute the sample means and variances of the
individual variables as well as the estimate of the correlation matrix Sk. Next from Sk we
compute the first 50 principal vectors, p1

k, . . . ,p
50
k as well as the standard deviations of the

principal scores. Then we select 3 new runs X̃1, X̃2, X̃1 from the remainder of the data
(i.e. data not from the sample Xn1 , . . . ,Xnk

) and perform the CESM-ECT on this test
data set. Finally, we repeat this last step randomly selecting (with replacement) 3 new
runs from the remainder of the data NnewTests times, and counting the number of these
test data sets that fail. If this number of failing tests is NtestFails, then the estimate for the
false positive rate is provided by NtestFails/NnewTests. We reselect a new random sample
of size k and repeat the whole process many times in order to arrive at a reliable false
positive rate for this particular ensemble size k.

The difference for the simulated data is simple. Instead of randomly sampling from the
remainder of the data, we simulate new data when appropriate. Briefly, we generate an
ensemble X∗1, . . . ,X

∗
k and compute the necessary estimates to perform CESM-ECT. Then

we simulate NnewTests many test data sets of size 3 performing CESM-ECT on each one of
them. Finally the estimated false positive rate for this ensemble is simply the proportion
of failing test data sets. Again, we repeat this entire experiment multiple times to arrive
at a reliable false positive rate for a particular ensemble size k.
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5.1.2 Previous Work on Determining the Ensemble Size

In this section we discuss the history of how the ensemble size and the other parameters
within the CESM-ECT have been determined. In short they have been chosen to honor a
false positive rate of approximately 0.5%. There are 3 major developments in this story
corresponding to the work done by Baker et al. in [1] as well as two further refinements
offered by Milroy et al. in [7] and [8]. Next we detail these developments chronologically.

The story begins with the invention of the CESM-ECT test in the seminal work per-
formed by Baker et al. in [1]. In regards to determining an appropriate ensemble size they
state, “Determining the appropriate number of ensemble members requires a balance be-
tween computational and storage costs and the quality of the distribution.... PCA requires
that the number of ensemble members be larger than the number of CAM variables. We
chose an initial ensemble size of 151 for CESM-ECT.”

In this framework the initial ensemble size was fixed at 151, and the other parameters
for CESM-ECT were chosen so that the test yielded an appropriate false positive rate of
approximately 0.5%. Specifically, a “variety of combinations of parameters” were tested
within an empirical simulation study to specify mσ = 2, Nnew = 3, NpcFails = 3, and
NrunFails = 2. We note that in this version of the CESM-ECT, the ensemble members
consisted of different output data from the simulations. Instead of the ensemble members
consisting of 9th time step global means of the output variables, 12-month temporal aver-
ages for each output variable at each grid point are then aggregated in an area-weighted
global average. That is previously the output variables were “doubly averaged” over both
time (an entire simulation year) and space.

The second addition to the determination of the ensemble size came from the work
done by Milroy et al. in [7]. Here the CESM-ECT utilized the same “doubly averaged”
variables, but the ensemble was analyzed further to determine its ability to accurately
pass CESM climate simulations that had undergone minimal, mathematically equivalent
code modifications. Ultimately a modernized ensemble composed of an equal number of
members produced from three different compilers (Intel, GUI, and PGI) and a proposed
ensemble size of 453 was utilized to improve the overall ensemble composition.

Another contribution from this work was the development of a different approach for
testing new data called the Ensemble Exhaustive Test (EET). Its main purpose is to pro-
vide an estimate of the failure rate for new climate data instead of a simple binary pass/fail
result. In the scheme proposed by EET, 30 new test runs are generated from the new plat-
form, and then every set of size 3 is sampled and tested with the CESM-ECT. The failure
rate is then calculated by dividing the number of failed sets by the (303 ) = 4060 total sets
tested. If the failure rate is approximately the same as the calibrated 0.5% false positive
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rate then this is evidence that the new test data is not statistically different from the en-
semble.

The final act in the story comes from the follow up work accomplished by Milroy et al.
in [8]. In this work the 9th time step data is introduced into the CESM-ECT providing a
significant computational advancement over the previous ensemble members. The bench-
mark false positive rate of 0.5% was used along with EET to determine the appropriate
ensemble size. Specifically they say, “We define an adequate ensemble size as one whose
median is less than 0.5% and whose IQR is narrow.... For the remainder of this work we
use the size 350 ensemble as it is the smallest ensemble that meets our criteria of median
below 0.5% and narrow IQR.”

5.2 The False Positive Rate Estimated

In this section we estimate the false positive rates for the Yellowstone and Cheyenne en-
sembles as well as for the simulated data. We attempt to reproduce the plots and results
from previous work with a close eye on the performance of smaller ensembles. Another
undertaking of this section will be to compare the estimated false positive rates with and
without utilizing EET. We begin with a consideration of the Yellowstone and Cheyenne
ensembles.

5.2.1 The False Positive Rate for Yellowstone and Cheyenne

We investigate the false positive rates of the Yellowstone and Cheyenne ensemble as well
as compare the false positive rates for both data sets estimated with and without EET.
As such, we find it shrewd to perform the CESM-ECT test on the same number of test
data sets in both cases. To estimate the false positive rate with EET we use the scheme
proposed in [8]. Specifically, for a fixed k, 100 ensembles of size k are drawn and the
appropriate ensemble statistics are computed. For each ensemble, 100 test sets of size 30
are drawn from the remainder of the data, and for each test set, all

(
30
3

)
= 4060 triples are

tested. The proportion of failing triples provides an estimate of the false positive rate. In
this scheme each test set of 30 supplies a unique estimate of the false postitive rate.

In order to compare to the false positive rate without EET, we stay as consistent as we
can with the general scheme and the number of new triples being tested for each ensem-
ble. Specifically, we select 100 ensembles of size k. For each ensemble, NnewTests = 4060
triples are drawn from the remainder of the data with replacement and tested. To avoid
any ambiguity, when we say “the triples are drawn from the remainder of the data with
replacement” we mean each triple is drawn independently at random from the whole re-
mainder of the data (i.e. two different triples may share some of the same simulations).
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We do not mean to say that the three individual simulations contained within the triple
are drawn with replacement from the remainder of the data (i.e. each triple is composed
of three distinct simulations). Again the proportion of failing triples provides an estimate
of the false positive rate. This is repeated 100 times for each ensemble with each time
supplying a single estimate of the false positive rate for the given ensemble size.

The only difference between the schemes is how we construct the 4060 triples of new
simulations to be tested. With EET we exhaust all possible triples that come from an
original set of size 30. Without EET we randomly draw 4060 triples with replacement from
the remainder of the data. As a consequence of this experimental setup, we understand
that, colloquially speaking, the triples drawn with EET are more related to one another
than the triples drawn without EET which are, for the most part, independent. We explore
the significance of this relationship later on in the subsection.

False Positive Rate for Yellowstone We begin by considering the estimated false
positive rate for the Yellowstone ensemble. The results of our experiment without EET for
choices of k = 100, 150, . . . , 500 are displayed in Figure 58. We see that the median values
of the estimated false positive rates for the samples of size greater than 350 are close to
the sought after false positive rate of 0.5%. The results of the experiment with EET for
the same values of k are displayed in Figure 59. Here we see that the median values of the
estimated false positive rates for the sample sizes greater than 300 are all below the desired
false positive rate of 0.5%. The exact values of these medians are given in Table 12.
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Figure 58: Boxplots for the false positive rates issued by CESM-ECT for the Yellowstone
data set without the use of EET. For each ensemble size k, 100 different ensembles were
drawn and estimates for the CESM-ECT were computed using the ensemble. Then for each
ensemble, 100 estimates of the false positive rate were computed where for each estimate
4060 new subsamples of size 3 were randomly sampled with replacement from the remaining
data and CESM-ECT was performed on each of these. The proportion of the failing tests
provided the estimate of the false positive rate.
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Figure 59: Boxplots for the false positive rates issued by CESM-ECT for the Yellowstone
data set with the use of EET. For each ensemble size k, 100 different ensembles were
drawn and estimates for the CESM-ECT were computed using the ensemble. Then for
each ensemble, 100 estimates of the false positive rate were computed where for each
estimate a new subsample of size 30 was drawn from the remaining data and CESM-ECT
was performed on all 4060 possible triples. The proportion of the failing tests provided the
estimate of the false positive rate.

Yellowstone: Median Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Yellowstone 5.15 1.67 1.01 0.71 0.62 0.52 0.47 0.44 0.44
Yellowstone EET 4.66 1.43 0.74 0.52 0.42 0.37 0.34 0.32 0.30

Table 12: A table of the median values of the estimated false positive rate for the Yellow-
stone ensemble for different sample sizes k. The top row contains the estimates computed
without EET, and the bottom row contains estimates computed with EET.

In the EET scheme, we find the smallest ensemble size with a median false positive rate
less than 0.5% is 300. This result is slightly different from the result found in [8]. This is
likely due to the fact that the data is slightly different between the two experiments. Recall
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we removed the variable PS (see our discussion in 2.2.1) and only work with the remaining
107 output variables. In [8], the variable PS was kept in the data set and all 108 output
variables are incorporated in their analysis. Moreover, the standard errors computed in [8]
were computed as population standard deviations (i.e. σ̂pop = 1/N

∑N
i=1(xi − x̄)2) while

we utilize the sample standard deviation ( i.e. σ̂samp = 1/(N − 1)
∑N

i=1(xi − x̄)2). There
are reasons to use one versus the other (eg. σ̂samp is unbiased while σ̂pop has a smaller
mean squared error), but the takeaway for our analysis is that the population standard
deviation will be less than the sample standard deviation. This in turn makes it slightly
more likely that a particular PC scores will fall outside the confidence interval and overall
there will be slightly more failing test results. Ultimately this means the false positive rate
is marginally higher when using the population standard deviation.

Next we turn our attention to a comparison of the estimates produced by the two dif-
ferent methods. Figure 60 contains the boxplots from Figures 58 and 59 woven together
so that estimates of respective ensemble sizes are immediately adjacent to one another.
We find that the estimates computed from the EET scheme are much more dispersed than
the estimates computed without EET. In other words the variance of the false positive
rates computed with EET is larger than the variance of the false positive rates computed
without EET.
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Figure 60: The boxplots for the estimates from the Yellowstone ensemble with EET and
without EET are woven together. The red boxplots correspond to estimates produced from
the EET setup, and blue bloxplots correspond to estimates produced without EET.

We can consider the outcome of testing a new climate simulation triple B as a Bernoulli
p random variable where B = 0 if the new triple receives a passing result from CESM-ECT,
B = 1 if the new triple receives a failing result from CESM-ECT, and p is the true false
positive rate. Then for all 4060 triples tested we have B1, . . . ,B4060 ∼Bern(p). Note that
we do not assume these to be independent Bernoullis.

To calculate p̂, our estimate of the false positive rate, we simply compute the average of
these random variables (i.e. p̂ = 1

4060

∑
i Bi). Let ŝ =

∑
i Bi be the sum of these random

variables. Since p̂ is a scaled version of ŝ, the relationship between their variances is simple.
Specifically, Var(p̂) =Var(ŝ)/40602. Working out the variance of ŝ we find
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Var (ŝ) = Cov (ŝ, ŝ)

=Cov

∑
i

Bi ,
∑
j

Bj


=
∑
i,j

Cov (Bi,Bj)

=
∑
i

Cov (Bi,Bi) +
∑
i 6=j

Cov (Bi,Bj)

=
∑
i

Var (Bi) +
∑
i 6=j

Cov (Bi,Bj) .

To understand the disparity between our estimates of the false positive rate with and
without EET, we investigate the covariance term Cov(Bi,Bj) whenever i 6= j. Since the
mean is known and the random variables only assume 2 values, it’s straightforward to
enumerate all possible outcomes. This computation requires the joint distribution of the
two random variables. We use the notation P (A = a ∩ B = b) to denote the probability
that both the random variable A = a and the random variable B = b. Expressly, the
covariance is

Cov (Bi,Bj) = E [(Bi − p)(Bj − p)] (8)

= P (Bi = 1 ∩Bj = 1) (1− p)(1− p) + P (Bi = 1 ∩Bj = 0) (1− p)(0− p)
+ P (Bi = 0 ∩Bj = 1) (0− p)(1− p) + P (Bi = 0 ∩Bj = 0) (0− p)(0− p)

= P (Bi = 1 ∩Bj = 1) (1− p)2 − P (Bi = 1 ∩Bj = 0) (1− p)(p)
− P (Bi = 0 ∩Bj = 1) (p)(1− p) + P (Bi = 0 ∩Bj = 0) p2

If we assume that Bi and Bj are independent then we have P (Bi = a ∩Bj = b) =
P (Bi = a)P (Bj = b) for all combinations of a, b = 0, 1. Using this it is easy to see that

Cov (Bi,Bj) = P (Bi = 1)P (Bj = 1) (1− p)2 − P (Bi = 1)P (Bj = 0) (1− p)(p) (9)

− P (Bi = 0)P (Bj = 1) (p)(1− p) + P (Bi = 0)P (Bj = 0) p2

= p2(1− p)2 − p(1− p)(1− p)p− (1− p)p2(1− p) + (1− p)2p2

= 2p2(1− p)2 − 2p2(1− p)2

= 0.

126



Bringing the conversation back to a comparison of the estimates of the false positive
rate with and without EET, we note the primary difference between the two schemes is
the independence of the tests. Without EET, we draw the triples at random from the
remainder of the Yellowstone ensemble which will contain hundreds of simulations. While
we will have some repetition in the simulations we draw (we don’t have enough simulations
left over to avoid repeating some), the overall “overlap” will be minimal. For all practical
purposes, the Bernoulli random variables will be independent.

In contrast, with EET we draw 30 simulations from the remainder of the Yellowstone
ensemble and then exhaustively test every possible triple from this sample. Heuristically
speaking, these triples are “completely overlapping.” While none of the triples are exactly
the same, every triple will have 1 or 2 simulations in common with thousands of the other
triples that are tested (for any given triple 3(272 ) = 1053 other triples will share exactly
1 simulation in common and 3(27) = 81 other triples will share exactly 2 simulations in
common).

All of this is to say that the covariance between two Bernoulli random variables that
share simulations is not zero. Rather, it is some non-negligible, positive number. To
understand this idea consider the following example. Suppose Bi is the outcome of the
CESM-ECT for a particular triple and Bj is the outcome of a triple that shares 2 of its 3
simulations with Bi. Our claim is that for both a = 0 and a = 1

P (Bj = a) ≤ P (Bj = a|Bi = a). (10)

The rationale for this statement this is simple. If we know the triple corresponding to
Bi passed/failed the CESM-ECT then it is more likely (when compared against not know-
ing anything) that the triple corresponding to Bj passes/fails as well. The CESM-ECT is
designed to aggregate the failing PC scores from each of the 3 climate simulations, and we
know that 2/3 of these scores are the same between these two tests. Thus their outcomes,
Bi and Bj, are likely to be the same. While it is possible to determine P (Bj = a|Bi = a)
explicitly, the calculation is tedious and the above inequality is enough for our purposes.

Similarly, we can establish that for a 6= b (i.e. when a = 1 and b = 0 or a = 0 and
b = 1), we have the inequality

P (Bj = b) ≥ P (Bj = b|Bi = a). (11)

In other words, if we know the test corresponding to Bi failed, it is less likely (when
compared against not knowing anything) that the test corresponding to Bj passes and vice
versa. Again, this is because the similarity in the triples results in a similarity of their
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outcomes Bi and Bj.

With all of this, we can show that the variance for the estimates of the false positive rate
computed with EET is larger than the variance of the estimates computed without EET
by showing the sum of the covariances is positive. To see this, notice that by multiplying
both sides of (10) by P (Bi = a) and utilizing the fact that P (A|B)P (B) = P (A ∩ B) we
have

P (Bi = a)P (Bj = a) ≤ P (Bj = a|Bi = a)P (Bi = a) (12)

= P (Bi = a ∩Bj = a).

Similarly, multiplying both sides of (11) by P (Bi = a) we get

P (Bi = a)P (Bj = b) ≥ P (Bj = b|Bi = a)P (Bi = a)

= P (Bi = a ∩Bj = b).

Or equivalently

−P (Bi = a)P (Bj = b) ≤ −P (Bi = a ∩Bj = b) (13)

Altogether we have the probabilities in (8) are larger than their corresponding proba-
bilities in (9). Putting this together we arrive at this covariance being positive since

Cov (Bi,Bj) = P (Bi = 1 ∩Bj = 1) (1− p)2 − P (Bi = 1 ∩Bj = 0) (1− p)(p)
− P (Bi = 0 ∩Bj = 1) (p)(1− p) + P (Bi = 0 ∩Bj = 0) p2

≥ P (Bi = 1)P (Bj = 1) (1− p)2 + P (Bi = 0)P (Bj = 0) p2

− [P (Bi = 1)P (Bj = 0) + P (Bi = 0)P (Bj = 1)] (1− p)(p)
= 0.

To conclude, we note that the variance of a Bernoulli p is p(1− p). If the random vari-
ables are independent (like in the scheme without EET) then we have that Cov(Bi,Bj) = 0
whenever i 6= j. Therefore the variance of p̂ simplifies to p(1 − p)/4060. If the random
variables are not independent (like in the scheme with EET) then we have the variance
of p̂ is equal to p(1 − p)/4060 +

∑
i 6=j Cov (Bi,Bj) /40602. Many of the terms in the sum∑

i 6=j Cov (Bi,Bj) will be 0, but some will be greater than 0 due to the fact that many of
these random variables are akin to one another. Hence the variance of p̂ is greater for the
EET estimates.
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One final item to note in our comparison between the two methods is the fact that the
median value for the estimates computed with EET are noticeably less than the estimates
computed without EET. We find this result to be slightly misleading. The expectation of
the estimate of p̂ is p since E(p̂) = E

(
1

4060

∑
i Bi

)
= 1

4060

∑
i E (Bi) = p. This fact holds

for both dependent and independent data and is evidenced in Table 13 where we see the
means for respective ensemble sizes are much more comparable between the two methods.

We attribute this again to the increased variance for the EET estimates. The false
positive rate is bounded sharply below by 0, and we find this translates into a right-skewed
distribution for the EET estimates (the excess spread must go somewhere and it can’t go
below the mean). In contrast we find that the boxplots constructed from the estimates
without EET are more-or-less symmetric. One can compare the similarity between the
means and medians in Tables 12 and 13 for further evidence of this claim.

Typically we think of the median as a robust measure of center, since it is not sensitive
to outliers. On the other hand, the mean is sensitive to outliers and will always “gravitate”
in the direction of an outlier. For us the situation is in reverse. Specifically, the mean is for
the most part fixed, and as a consequence the median is “repelled” by the outliers (here we
use the word “outliers” loosely to speak about the more extreme, larger values witnessed).
The major takeaway is that the center of these two estimates, when measured by the mean,
are basically the same.

Yellowstone: Mean Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Yellowstone 5.17 1.77 1.04 0.74 0.63 0.53 0.49 0.45 0.46
Yellowstone EET 5.31 1.79 0.98 0.74 0.60 0.52 0.50 0.46 0.44

Table 13: A table of the mean values of the estimated false positive rate for the Yellowstone
ensemble for different sample sizes k. The top row contains the estimates computed without
EET, and the bottom row contains estimates computed with EET.

False Positive Rate for Cheyenne We repeat the same experiment with the Cheyenne
ensemble. The results of our experiment without EET are displayed in Figure 61, and the
results of the experiment with EET are displayed in Figure 62. Again the median values
for the estimates of a given ensemble size k are provided in Table 15, and results are
comparable to the ones we found with the Yellowstone ensemble. Specifically without
EET we find the median value of the estimates of the false positive rate for ensembles size
greater than 350 close to or below the desired rate of 0.5%. Whereas with EET we find all
ensembles greater than 300 produce a median estimated false positive rate less than this
0.5% benchmark. Further in Figure 62 are the two plots woven together. Here we notice
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the same increased dispersion among the estimates that were calculated with EET that we
witness with the Yellowstone ensemble.

Figure 61: Boxplots for the false positive rates issued by CESM-ECT for the Cheyenne
data set without the use of EET. For each ensemble size k, 100 different ensembles were
drawn and estimates for the CESM-ECT were computed using the ensemble. Then for each
ensemble, 100 estimates of the false positive rate were computed where for each estimate
4060 new subsamples of size 3 were randomly sampled with replacement from the remaining
data and CESM-ECT was performed on each of these. The proportion of the failing tests
provided the estimate of the false positive rate.
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Figure 62: Boxplots for the false positive rates issued by CESM-ECT for the Cheyenne data
set with the use of EET. For each ensemble size k, 100 different ensembles were drawn and
estimates for the CESM-ECT were computed using the ensemble. Then for each ensemble,
100 estimates of the false positive rate were computed where for each estimate a new
subsample of size 30 was drawn from the remaining data and CESM-ECT was performed
on all 4060 possible triples. The proportion of the failing tests provided the estimate of
the false positive rate.

Cheyenne: Median Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Cheyenne 5.27 1.75 1.01 0.75 0.62 0.54 0.49 0.47 0.42
Cheyenne EET 4.73 1.38 0.76 0.52 0.47 0.39 0.34 0.32 0.30

Table 14: A table of the median values of the estimated false positive rate for the Cheyenne
ensemble for different sample sizes k. The top row contains the estimates computed without
EET, and the bottom row contains estimates computed with EET.
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Figure 63: The boxplots for the estimates from the Cheyenne ensemble with EET and
without EET are woven together. The red boxplots correspond to estimates produced
from the EET setup, and blue bloxplots correspond to estimates produced without EET.

Cheyenne: Mean Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Cheyenne 5.35 1.80 1.04 0.77 0.63 0.54 0.50 0.47 0.43
Cheyenne EET 5.4 1.76 1.00 0.74 0.65 0.57 0.52 0.47 0.44

Table 15: A table of the mean values of the estimated false positive rate for the Cheyenne
ensemble for different sample sizes k. The top row contains the estimates computed without
EET, and the bottom row contains estimates computed with EET.

Comparing the two different methods for estimating the false positive rate for the
Cheyenne ensemble in Figure 63 we find similar results. The EET estimates for the smallest
two ensemble sizes of 100 and 150 appear to be modestly better, but for the other ensemble
sizes the estimates are very similar.
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5.2.2 The False Positive Rate for Simulated Data

Now we estimate the false positive rate for simulated data. The estimates computed
without EET are displayed in Figure 64, the estimates computed with EET are displayed
in Figure 65, and the two plots are woven together in Figure 66. The exact values of the
medians of the estimated false positive rates for all the experiments are given in Table 16.

Figure 64: Boxplots for the false positive rates issued by CESM-ECT for the simulated data
without the use of EET. For each ensemble size k, 100 different ensembles were simulated
and estimates for the CESM-ECT were computed using the ensemble. Then for each
ensemble, 100 estimates of the false positive rate were computed where for each estimate
4060 new subsamples of size 3 were simulated and CESM-ECT was performed on each of
these. The proportion of the failing tests provided the estimate of the false positive rate.
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Figure 65: Boxplots for the false positive rates issued by CESM-ECT for the simulated data
with the use of EET. For each ensemble size k, 100 different ensembles were simulated and
estimates for the CESM-ECT were computed using the ensemble. Then for each ensemble,
100 estimates of the false positive rate were computed where for each estimate a new
subsample of size 30 was simulated and CESM-ECT was performed on all 4060 possible
triples. The proportion of the failing tests provided the estimate of the false positive rate.
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Figure 66: The boxplots for the estimates from the simulated data with EET and without
EET are woven together. The red boxplots correspond to estimates produced from the
EET setup, and blue bloxplots correspond to estimates produced without EET.

We see that the median values of the estimated false positive rates for the simulated data
are higher than respective rates estimated with the Yellowstone and Cheyenne ensembles.
In Figure 67 we weave together the boxplots of the estimated false positive rates from
the simulated data without EET and the estimated false positive rates from the Cheyenne
ensemble without EET. The results are comparable showing only a small difference between
the two. This minor discrepancy might be due in part to the fact that there is still a small
amount of dependence in the Cheyenne triples that where tested whereas the simulation
data is generated completely independent.
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Mean Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Yellowstone 5.17 1.77 1.04 0.74 0.63 0.53 0.49 0.45 0.46
Yellowstone EET 5.31 1.79 0.98 0.74 0.6 0.52 0.5 0.46 0.44

Cheyenne 5.35 1.80 1.04 0.77 0.63 0.54 0.50 0.47 0.43
Cheyenne EET 5.40 1.76 1.00 0.74 0.65 0.57 0.52 0.47 0.44

Simulation 5.73 1.99 1.15 0.83 0.68 0.59 0.54 0.50 0.48
Simulation EET 5.88 1.96 1.16 0.86 0.70 0.60 0.53 0.50 0.48

Median Values of Estimates for Different Ensemble Sizes

Sample Size 100 150 200 250 300 350 400 450 500

Yellowstone 5.15 1.67 1.01 0.71 0.62 0.52 0.47 0.44 0.44
Yellowstone EET 4.66 1.43 0.74 0.52 0.42 0.37 0.34 0.32 0.30

Cheyenne 5.27 1.75 1.01 0.75 0.62 0.54 0.49 0.47 0.42
Cheyenne EET 4.73 1.38 0.76 0.52 0.47 0.39 0.34 0.32 0.30

Simulation 5.62 1.97 1.13 0.81 0.69 0.59 0.54 0.49 0.47
Simulation EET 5.25 1.58 0.91 0.64 0.49 0.42 0.37 0.34 0.32

Table 16: Tables of the mean and median values of the estimated false positive rates for
the Yellowstone and Cheyenne ensembles with and witout EET as well as the estimated
false positive rates for the simulated data with and witout EET.
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Figure 67: The boxplots of the estimated false positive rates from the simulated data and
the estimated false positive rates from the Cheyenne ensemble without EET are woven
together. The red boxplots correspond to estimates produced from the simulated data,
and blue bloxplots correspond to estimates produced from the Cheyenne ensemble.

Overall we find the false positive rate a pragmatic metric, both in how it relates directly
to the aims of CESM-ECT test and also in how it is removed from any distributional
assumptions or a priori knowledge of unknown parameters. Extensive testing of the false
positive rate coupled with the results of our previous work that demonstrates smaller
ensembles produced poorer estimation with respect to all of our suggested diagnostics
shows the limitations of the current approach for the CESM-ECT with respect to the aim
of reducing the ensemble size.
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6 Conclusions and the Next Steps

In this work we perform a detailed exploratory analysis of the globally averaged 9th time
step CAM data used in CESM-ECT for both the Yellowstone and Cheyenne ensembles. We
demonstrate that the marginal distributions of the variables from this ensemble are nor-
mally distributed except for a few isolated variables that we judged to be “nearly normal.”
Further an investigation of the sample correlation matrices showed that the estimated cor-
relations between many variables were small in magnitude, providing evidence to support
the idea that many of these variable pairs are uncorrelated.

We also discuss many aspects of PCA, its algebraic and geometric properties as well
as the estimation of principal vectors. We establish that our initial experimental design to
determine the fitness of these principal vectors as a function of ensemble size is somewhat
unsound and that the effect of the so-called sampling convergence to be a genuine factor in
the convergence of these estimates due to the limited sample size. We performed a simula-
tion study to demonstrate more tempered convergence of these estimates when considering
them solely as a function of ensemble size.

Finally, we establish the poor performance of ensembles of size smaller than the previ-
ously prescribed 350 as judged by both the mathematical metrics considered in addition
to the estimated false positive rate for the CESM-ECT. This final discovery motivates the
need for an alternative method to reduce the necessary ensemble size for CESM-ECT.

Our work in this technical note establishes the limitations in reducing the ensemble size
within the current CESM-ECT paradigm; our next aim is to provide a viable alternative.
In our forthcoming work we are able to utilize a thresholded estimate of the sample corre-
lation matrix to produce results as good as the current CESM-ECT framework but with
a significantly smaller ensemble size. We exhibit the capacity of this new method with an
extensive simulation study and judge its performance by considering both the false positive
rate, and the power as compared with the established CESM-ECT approach.
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